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ABSTRACT

From Coupon to System: A Deep Learning and Transfer
Learning Framework for RUL Prediction in Multi-Component
Structures

Vlachopoulou Evangelia

Prognostics health management (PHM) of metallic structures relies increasingly on data-
driven methods for Remaining Useful Life (RUL) prediction yet the transition from
coupon-level to system-level prognostics remains an open challenge, particularly un-
der limited system-level data availability. Existing approaches typically address single-
component degradation, yet a methodological gap remains in methods that can effectively
leverage coupon-level knowledge to perform uncertainty-aware RUL prediction for inter-
connected multi-component systems. This paper proposes a transfer learning framework
for system-level RUL prediction and uncertainty quantification of a three-coupon alu-
minum system, validated on experimental fatigue data comprising five coupons and six
triplet specimens. A Genetic Algorithm (GA) is first employed to construct a health
indicator from strain sensor measurements, providing a monotonic and informative input
representation for the prognostic model. A Long Short-Term Memory (LSTM) network
is then pre-trained on single-coupon fatigue data and subsequently adapted to the system
level via Low-Rank Adaptation (LoRA), enabling parameter-efficient knowledge transfer
under scarce system-level training data. System-level RUL (SRUL) prediction is evalu-
ated under two failure criteria: first-coupon failure, representing a conservative opera-
tional limit, and last-coupon failure corresponding to total system collapse. Uncertainty
quantification is performed through a dual decomposition strategy, separating epistemic
and aleatoric uncertainty. The proposed framework is evaluated against two baselines:
a Zero-Shot Baseline, which estimates system RUL as the minimum (or maximum) of
coupon-level RULs at each time step without any system-level training, and a Standard
Transfer Learning model that uses the pretrained LSTM on system-level data without
LoRA adaptation. The LoRA-enhanced framework consistently outperforms both base-
lines, demonstrating that LoRA-based transfer learning from coupon- to system-level
prognostics is an effective and data-efficient strategy for structural PHM, offering a prin-

cipled path toward uncertainty-aware life prediction in interconnected structural systems.

Keywords: Remaining Useful Life, Transfer Learning, Low-Rank Adaptation, Prog-
nostics Health Management, Uncertainty Quantification, Fatigue Degradation, LSTM,
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System-Level Prognostics, Health Indicator, Genetic Algorithm

ITEPIAHVH

And to Aoxipio oto Ybhotnua: ‘Eva [Thaicio Badidc
Mddnong xouw Metagopds I'vong yia tnv IIpoBAedn tng
Evaropévouoag Qgéliung Zwng oe Aopég IToAAamAov
Ytouyelwy

BAayonoOhou Evayyehia

H Bwyelpion npoyvootnhc uyeiog (PHM) petodixdv xotooxeudy Pooileton ohoéva
xou TEPLoGHTEPO o€ PeB6doug unyavixnic udinong v v medPiedn tne Evarouévouooag
Qoéhune Zwhe (RUL) — wotéoo n yetdfaon and tny npdPredn oe eninedo Soxiou mpog
NV TEOPBAedN ot eninedo CUCTAUNTOC TUPUUEVEL OVOLY T TROXANOT), BlaiTEPA UTO TEPLOPLO-
uévn Stodeodtnta dedouévwy cucthuatos. O utdpyoucee Tpooeyyioelg avTipeTwrilouy
cLVAYWE TNV UTORBEVULOT HELOVWUEVWY CUVIGTWOMY, aPriVOVTaS xeVH oTig Pedodoug TTou
UToEOoUV Vol a€lOTO|OOUY ATOTEAECUAUTIXG TN YVOOT ETTEdOL doxtuiou yior TNV TEoBAedn
RUL pe mocotixonoinon offefoundtntoc o€ SlacUVOEBEUEVA TOAUGUVIG TOGLOXE GUC THUATOL.
H nopoloa epyacio mpoteivel éva mhaloto yetagopds yvoong yio tnv meofiedn RUL o
eninedo CUCTHUATOS XAl TNV TOCOTWXOTOINCT ABEFUOTNTAUS G GOOTNU TELOY CUAOUULVEVIWY
0OXUUIWY, ETXVPOUEVO GE TELQOUATIXG OEOOUEVO XOTWONG TOU TEPLAOUBAVOLUY TEVTE UEHO-
vouévo doxiuior xou €61 toimhétec.  Apyixd epapudleton I'evetinde Alyoprduoc (GA) yia
TNV XATAOXEVY| OelxTn LYElag amd PETENOES AUCUNTAPLY TUPUUOPPWONG, TUREYOVTAS ULX
HOVOTOVY| X0l TATPOQOELUXY| OVITUEAOCTAOT) ELGOOOL YLl TO TEOYVWOTIXO HOVTEAD.  XTN
ouVEYEL, évar BixTuo UvAuNS uaxpedc Beoyurpdieouns xotdotaone (LSTM) exmoudedeton
EX TOV TPOTEPWY OE OEDOUEVI XOTIWOTG UEHOVOUEVRDY DOXIUIMY XAl GTY) CUVEYELN TEOCUp-
uéleton oto eninedo ovothuatog péow Ipooupuoyne Xounihc Tdine (LoRA), emtpénoyv-
TOG OmOBOTIXY PETOPOR YVOOTE UTG omdvia dedopéva cuothuatos. H mpdPfiedn SRUL
afloroyelton LTO BVO xpLThpla Ao ToYlAG: Ao TOYio TEMTOU BOXIWIOL, TOU AVTITPOCWTEVEL
EVOL CLUVTNENTIXG AELTOURYIXO Oplo, xou acToylo TeheuTaiou doxylou Tou avtioTolyel oty
ohuxr) xatdppeeuot) Tou cucthpatoc. H nocotixonoinom afefardtnrag npaypatomoleiton p€ow
otpatnyc OimAfc amocivieong, dloyweilovtag emoTnuxy| xon aheatopixy| aefoundTnTa.
To mpotewouevo mhaioto adtoloyeiton Evavtt 800 UOVTEAWY avopopds: evog povtéhou M-

devixric Exnaidevong, to omolo extwd 1o RUL cuctiuatog wg to eNdyloto 1| YEYLOTO

Department of Mechanical Engineering & Aeronautics — Division of Applied Mechanics, v
Materials Technology & Biomechanics



Diploma Thesis Vlachopoulou Evangelia

Twv RUL tov doxplov ywelc xoula extaldeuon o eninedo cLUGTAUATOS, Xl EVOS TUTLXOU
wovtéhou Metagopdc I'viong yweic mpocapuoyr LoRA. To miaicio pue LoRA uneptepet
otadepd EvavTl xot TV 000 UOVIEAWY OVAUPORAS, ATOOEXVIOVTAS OTL 1) UETAPOR YVOOTNS
Baoctopévn o LoRA ané 1o eninedo doxiov 610 eMNeEdO GUCTHUATOC AMOTEAE! ATOTEAED-

HOTIX %ot amodoTIXr ©¢ Teog To dedouéva otpatrnyixy| yioo Ty PHM xotaoxeudv.

Aé€eig Khedid: Evamopévovoa Qpéhun Zwt, Metagopd I'viong, Hpocopuoyr Xowun-
M Tdéne, Awyelpion Hpoyvwotixrg Tyelag, [locotionoinon ABefordtnrog, Trofdduon
Kénwone, LSTM, Tlpoyvwotiny) Emnédou Yuothuatog, Acixtng Tyelag, I'evetinde Ah-
yoeriuoc
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Chapter 1
Introduction

PHM has addressed this necessity primarily through the estimation of RUL, treating
it as a probabilistic variable to account for the inherent uncertainties in material degra-
dation [I} 2]. While significant progress has been made in quantifying RUL for isolated
components, such as bearings, brakes, batteries, and composite components, extending
these predictions to the system level remains a critical but underexplored challenge, as
highlighted by recent reviews of system-level prognostics (SLP) [3, 4, [5]. In practice, most
industrial systems consist of multiple interlinked components, and maintenance decisions
are made at the system level, not at the level of individual elements [3]. A prediction of
coupon-level RUL, however accurate, does not directly translate into actionable guidance
unless it is integrated into a coherent system-level estimate.

Prognostic methodologies are generally classified into model-based, data-driven, or
hybrid approaches. Model-based methods leverage physical laws to describe degradation,
such as the use of Paris’ Law for crack growth estimation in open-hole metallic structures
[6]. While these offer high interpretability and require minimal failure data, they depend
on strong domain knowledge and the availability of an accurate physical law. In com-
plex, interconnected aerospace systems, however, the exact underlying physics governing
coupled degradation and multi-axial stress states are often not fully known or are too
complex to model analytically. Hybrid approaches attempt to combine the strengths of
both worlds, yet they often inherit the complexities of physical modeling. Consequently,
in complex structural applications, data-driven methods, which handle non-linear degra-
dation patterns without explicit physical equations, are often the only viable option.
However, their performance is strictly tied to data availability, making the scarcity of
representative training data a critical bottleneck for their application.

In complex aerospace structures, degradation is seldom an isolated phenomenon. In-
stead, it is governed by the coupled behaviour and load redistribution between intercon-
nected structural elements [7]. SLP aims to capture these interdependencies to provide a
holistic estimate of the SRUL [4]. However, a fundamental barrier to SLP is the extreme

scarcity of system-level failure data. Due to the prohibitive cost and time required for
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full-scale fatigue testing [8], structural certification programs allocate only a handful of
full-scale tests across the entire qualification process, standard data-driven models strug-
gle to generalise at the structural level. Prior work has demonstrated the feasibility of
upscaling prognostic methodologies from simpler structural elements to more complex
assemblies [9], yet such approaches still rely on data-rich lower-level observations and do
not directly address the case of severely scarce system-level failure data. This creates a
“scale gap” between the high-volume data available from coupon-level testing and the
sparse data context of integrated structural assemblies.

Existing literature in SLP often circumvents this challenge by treating systems as
collections of independent components or by assuming that the dependency relation-
ships between subsystems are known a priori and fixed [3, [4]. While some advanced
methods have been proposed to model inter-component interactions, including GCN ap-
proaches [10], physics-based or model-driven ensemble strategies [9], and the graph neural
network framework of Stamatelatos et al. [11] for spatially distributed strain sensor as-
semblies, they typically remain data-intensive and computationally demanding, limiting
their practical application in scenarios where system-level observations are nearly non-
existent. There is, therefore, a pressing need for a framework that can bridge this gap
by transferring knowledge from the data-rich coupon domain to the data-scarce system
domain.

Transfer learning (TL) has been increasingly adopted in PHM to overcome data
scarcity by leveraging knowledge acquired in a source domain to improve performance in a
related target domain [12], 13]. Applied to RUL prediction, TL-based LSTM frameworks
have demonstrated the ability to adapt degradation patterns across different operating
conditions and component types [12]. However, existing approaches typically rely on full
fine-tuning of pre-trained networks requires sufficient target-domain data to avoid over-
fitting. LoRA [I4] addresses this limitation by freezing the pre-trained model weights
and injecting trainable low-rank decomposition matrices, drastically reducing the num-
ber of parameters that need to be updated during adaptation. Originally developed for
large language models (LLMs), LoRA has since been applied to time series foundation
models [I5], demonstrating that parameter-efficient fine-tuning can be extended beyond
Natural Language Processing (NLP). Motivated by this limitation, this paper proposes
a novel transfer learning framework for system-level RUL prediction using LoRA in in-
terconnected aluminum structures. The core novelty lies in the application of LoRA to
a pre-trained LSTM network. By pre-training the model on individual coupon degra-
dation histories and subsequently adapting it to a three-coupon “triplet” system using
parameter-efficient fine-tuning, we enable accurate SRUL estimation even under severe
system-level data scarcity. This approach allows the model to learn complex structural in-
terdependencies without requiring the extensive system-level datasets typically demanded

by deep learning architectures.
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To ensure the reliability of the proposed framework, the system-level predictions are
integrated into an uncertainty-aware pipeline. An optimised Health Indicator (HI) is
first constructed from raw strain measurements using a Genetic Algorithm (GA) [16],
targeting desirable prognostic properties, monotonicity and prognosability, following es-
tablished practice in structural PHM [17, [1§]. Following the established formulation of
Kendall and Gal [19], predictive uncertainty is decomposed into epistemic and aleatoric
components, with epistemic uncertainty captured via MC Dropout [20] and aleatoric
uncertainty modelled through a Gaussian likelihood head trained with the negative log-
likelihood loss [21]. While this dual decomposition is well established in deep learning,
its systematic application and reporting in structural PHM remains uncommon: prog-
nostic studies frequently report only total predictive variance [I9] or quantify a single
uncertainty source, obscuring whether residual spread reflects irreducible fatigue scatter
or model ignorance under data scarcity. In the present framework, the two components
are tracked separately and propagated consistently through both the coupon-level pre-
training and the LoRA-based system-level adaptation, enabling a transparent assessment
of how parameter-efficient fine-tuning influences each source of uncertainty as system-level
data is incrementally introduced. This disentanglement provides actionable information
for maintenance decision-making: epistemic uncertainty signals that additional data col-
lection would reduce model uncertainty, while aleatoric uncertainty reflects the irreducible
variability of the fatigue process itself [20] 19, 2].

The methodology is validated using a unique in-house experimental dataset of alu-
minum coupons and triplets, evaluating system failure under both conservative (first-
coupon failure) and non-conservative (last-coupon failure) criteria.

The main contributions of this work are summarised as follows:

e A parameter-efficient transfer learning framework (LoRA-LSTM) for coupon-to-
system RUL adaptation, specifically designed for structural fatigue applications

with limited system-level data.

e Demonstration of structural knowledge transfer, showing how degradation patterns
learned at the coupon scale can be leveraged to capture the coupled degradation

behaviour of multi-component assemblies.

e An uncertainty-aware prognostic pipeline integrating GA-optimised feature extrac-
tion and dual uncertainty quantification to support robust operational decision-

making at the system level.

e A comparative empirical analysis under two system failure criteria first-to-fail and
last-to-fail providing complementary perspectives on system-level life prediction for

structurally coupled assemblies.
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The remainder of this paper is organised as follows. Chapter 2 provides the theoretical
background. Chapter 3 details the methodology, including the LoRA-based adaptation
and the uncertainty propagation strategy. Chapter 4 outlines the baseline models used
for comparison. Chapter 5 describes the experimental campaign and data collection.
Chapter 6 presents and discusses the results. Chapter 7 outlines the limitations and

future work, and Chapter 8 presents the conclusions.
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Chapter 2
Theoretical Background

This chapter provides the theoretical foundations underlying the proposed framework.
The concepts and methods reviewed here were selected because they collectively motivate
and inform the design choices made in the methodology presented in Chapter [3] Specifi-
cally, Section introduces LSTM networks and the principles of model evaluation that
govern the coupon-level training strategy. Section reviews transfer learning and its
limitations, motivating the adoption of parameter-efficient fine-tuning. Section [2.3|covers
Health Indicators and Genetic Algorithms, establishing the degradation descriptor used
as input throughout the framework. Finally, Section introduces the sources of predic-
tive uncertainty and their formal decomposition. All content in this chapter is presented
at a general level, independent of any specific implementation; the application of these

concepts to the present dataset and experimental setup is detailed in Chapter

2.1 Long Short-Term Memory (LSTM) Networks

2.1.1 From RNNs to LSTMs: Motivation

This section introduces the concept and motivation behind the use of LSTM networks
for modeling temporal data, followed by an overview of their internal architecture and
main computational principles.

When dealing with time-dependent data, it is crucial to employ models capable of
learning how current observations relate to past information. Recurrent Neural Networks
(RNNs) represent a class of neural networks specifically designed for processing temporal
or sequential data, as they possess internal memory that allows them to retain information
from previous time steps and model temporal dependencies. However, RNNs suffer from
a limitation called the vanishing/exploding gradient problem, which hinders their ability
to learn long-term dependencies, leading to loss of relevant information as the sequence
length increases.

To overcome this issue, the LSTM architecture was introduced, offering a significant
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improvement over standard RNNs by enabling the learning of long-term dependencies

without suffering from gradient instability [22].

LSTM Cell Structure

The internal structure of the LSTM model defines how information is stored, updated,
and propagated through time. Its operation relies on a combination of memory units and
control gates, as described below. The core idea of LSTM lies in the introduction of
a memory cell, which stores information over extended periods, and three gates that

regulate the flow of information within the network:

e The forget gate, which determines which parts of the previous information should

be discarded,

e The input gate, which decides what new information should be added to the memory

cell, and

e The output gate, which controls how much of the stored information is used to

produce the current output.

These gates are governed by sigmoid and hyperbolic tangent activation functions,
which allow the network to smoothly regulate the amount of information that is remem-
bered or forgotten at each time step. The mathematical representation of the LSTM

mechanism is given by the following equations:

fe =Wy - [hi—1, 2] + by) (2.1)
iy = (W - [he_y, 2] + by) (2.2)
Cy = tanh(W, - [he_1, z4] + b.) (2.3)
Ci=fi®Ci1+i,®C; (2.4)

0r = (W, - [he_1, 2] + by) (2.5)
hy = 0, ® tanh(C) (2.6)

where x; represents the input vector at time step ¢, h; is the hidden state, and C; is
the internal cell state. C, is the candidate memory cell within the LSTM architecture,

containing the new information extracted from the current input and previous hidden
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state, which is then selectively integrated, through the input and forget gates, into the
final memory state C; that preserves the network’s long-term knowledge. The matrices
W and U correspond to trainable weight parameters, while b denotes the bias terms.
The symbol ® denotes element-wise (Hadamard) multiplication, meaning that the corre-

sponding elements of two vectors are multiplied together [18].

Figure 2.1: Structure of the LSTM cell.

In LSTM networks, two activation functions are used: the sigmoid and the hyperbolic
tangent (tanh). The sigmoid activation function is applied to the input, forget, and
output gates to regulate information flow by producing values within [0, 1], effectively
controlling how much of the current input and previous memory contributes to the new

state. Mathematically, the sigmoid function is defined as:

o(z) = (2.7)
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Sigmoid activation function
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Figure 2.2: Sigmoid activation function.

The tanh activation function is utilized for computing the candidate cell state and
for shaping the final hidden state output, enabling representation of both positive and
negative values in the range [—1, 1]. Mathematically, the tanh function is defined as:

ef—e*

tanh(z) = e p— (2.8)
ef+e*

Tanh activation function
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Figure 2.3: Hyperbolic tangent activation function.

Advanced LSTM Configurations

The standard LSTM configuration, often referred to as the Vanilla LSTM, serves as
the foundation for more advanced architectures. In practice, stacking multiple LSTM

layers can lead to improved learning of higher-order temporal representations, forming
what is known as a Deep LSTM (DLSTM) network.

Department of Mechanical Engineering & Aeronautics — Division of Applied Mechanics, 8
Materials Technology & Biomechanics



Diploma Thesis Vlachopoulou Evangelia

The Vanilla LSTM architecture typically consists of an input layer, one or more LSTM
layers, and an output layer. Each LSTM cell maintains information across time, enabling
the model to effectively capture complex temporal patterns. This makes LSTMs particu-
larly suitable for RUL estimation, where it is essential to model the temporal degradation
behavior of materials or components.

In more advanced designs, multiple LSTM layers can be stacked to form a DLSTM
architecture. In such networks, the hidden state output of each LSTM layer serves as the
input to the next layer. This hierarchical structure allows the model to extract temporal
features at different levels of abstraction, since the lower layers capture short-term signal
variations, while higher layers learn more abstract and long-term dependencies. As a
result, DLSTM networks can represent complex nonlinear relationships within the data
more effectively than shallow architectures.

Moreover, DLSTMs tend to exhibit improved generalization performance, especially
when trained on large datasets with complex temporal behavior. However, their increased
depth also introduces challenges, such as longer training times and the need for proper
regularization to prevent overfitting. To address these issues, techniques such as dropout
are commonly applied during training, randomly deactivating a subset of neurons to
improve robustness. In addition, the inclusion of a masking layer enables the model
to process sequences of varying lengths, ensuring flexibility when dealing with temporal
data.

Due to their robustness, flexibility, and high predictive accuracy, LSTM-based and
particularly DLSTM architectures have become fundamental tools in time-series fore-
casting and PHM. They have demonstrated strong performance in identifying hidden
degradation patterns, predicting system evolution, and estimating the RUL of engineer-
ing components.

A representative example of a typical LSTM architecture is illustrated in Figure [2.4]
showing a many-to-one configuration consisting of an input layer, one or more LSTM

layers, a fully connected hidden layer, and a linear output layer.
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Figure 2.4: A typical LSTM architecture for RUL estimation.

Training: Gradient Descent and Backpropagation Through Time

LSTM networks are trained using Gradient Descent (GD) optimization, which it-
eratively adjusts the model parameters to minimize the prediction error. Given that
LSTMs contain recurrent connections, gradients are computed through Backpropagation
Through Time (BPTT), a process that unfolds the temporal layers of the network to
capture long-range dependencies in sequential data. To quantify the prediction error, the

Mean Squared Error (MSE) loss function is commonly employed:

N
1 2
MSE = N ; (yi - yi) (2~9)

where y; denotes the predicted value at time step i, y; is the corresponding ground-
truth value, and N is the number of training samples. Common choices for regression
tasks include the MSE, the Mean Absolute Error (MAE), and the Huber loss, while
probabilistic formulations may employ the Negative Log-Likelihood (NLL) [23]. During
training, GD updates all trainable parameters 6 of the network (input weights, recurrent

weights, and bias terms) according to:

Ori1 =0, —n - VoL(6;) (2.10)

where 7 is the learning rate controlling the step size of parameter updates. The
gradients VyL are propagated through the LSTM gates using the chain rule, allowing the

network to learn jointly from past and present information.
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Hyperparameter Tuning Strategies

Beyond the physical architecture of an LSTM network, a second group of hyperparam-
eters governs how the network updates its internal weights and processes input sequences
during training. The most consequential of these are the learning rate, the batch size,
and the input window size.

Learning Rate. The learning rate controls the step size taken during each iteration
of gradient descent. A value that is too high causes the optimisation to overshoot the
minimum or diverge entirely, while a value that is too low results in slow convergence
and increases the risk of becoming trapped in suboptimal local minima [23].

Batch Size. The batch size defines the number of training samples processed before
each weight update. Smaller batches introduce stochastic noise into the gradient estimate,
which can act as an implicit regulariser and help the network escape local minima, at the
cost of more update iterations. Larger batches provide more accurate gradient estimates
and faster wall-clock training, but may reduce generalisation performance on unseen data.

Window Size. In sequential time-series modelling, the window size determines how
many past observations are provided to the network at each time step. For structural
health monitoring applications, selecting an appropriate window is critical: a window
that is too short fails to capture the long-term history of damage accumulation, while
an excessively long window introduces unnecessary computational complexity and may
dilute the most informative recent observations.

Because the interaction between hyperparameters and model performance is highly
non-linear, manual tuning is generally impractical. Contemporary research therefore

relies on automated optimisation strategies [24]:

e Grid Search exhaustively evaluates every combination across a predefined discrete
grid. While guaranteed to find the best combination within the specified grid,
it scales poorly with the number of hyperparameters and becomes prohibitively

expensive in high-dimensional search spaces.

¢ Random Search samples combinations randomly from defined statistical distri-
butions. By exploring a more diverse region of the parameter space per unit of
compute, it typically locates competitive configurations in a fraction of the time

required by grid search.

e Bayesian Optimisation constructs a probabilistic surrogate model of the ob-
jective function and uses it to select the most promising configurations to evaluate
next, balancing exploration of unvisited regions with exploitation of regions already
known to perform well. This approach significantly reduces the number of training

runs required and is the method of choice in contemporary PHM literature [12].
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2.1.2 Model Evaluation: Bias-Variance Trade-off and Data Split-
ting
Bias-Variance Trade-off

A fundamental consideration in supervised learning is the decomposition of prediction
error into two competing sources: bias and variance [25, 26]. Bias refers to the error
introduced by approximating a complex relationship with an insufficiently flexible model,
leading to underfitting. Variance refers to the model’s sensitivity to fluctuations in the
training data, leading to overfitting. As model complexity increases, bias decreases while
variance grows, producing a U-shaped total error curve with an optimum at intermediate
complexity, as illustrated in Figure 2.5

Figure 2.5: Bias-Variance Trade-off.

In the context of LSTM networks, this trade-off is governed by architectural choices
such as the number of units and layers, the dropout rate, and the training duration, as
depicted in Figure 2.6 All of these are treated as hyperparameters and optimised via
Bayesian optimisation in the present framework (Section .
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Figure 2.6: Training Loss and Validation Loss versus Model Complexity.

Data Splitting Strategies

The choice of data splitting strategy directly affects the reliability of the performance
estimate, particularly under limited data availability. Three approaches of increasing

sophistication are considered here:

1. Holdout Method. The simplest approach partitions the dataset into fixed training,
validation, and test subsets, as illustrated in Figure While computationally efficient,
this method produces estimates that are highly sensitive to the particular split chosen

and is therefore unsuitable when the dataset is small.

Figure 2.7: Holdout Data Split.

2. Leave-One-Out Cross-Validation (LOOCV). LOOCV is a special case of K-
fold cross-validation in which K = N, where N is the total number of samples. In each
iteration, a single sample is held out as the test set while the model is trained on the
remaining N —1 samples. This procedure is repeated N times so that each sample serves as
the test set exactly once, as depicted in Figure[2.8] By maximizing the amount of training
data available at each fold, LOOCYV produces nearly unbiased estimates of generalization
performance, making it particularly well-suited for small datasets. The final performance

is reported as the mean p and standard deviation o of the error metrics across folds:
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MAEﬁna] = U +o (211)

RMSEgya = p1 0 (2.12)

Figure 2.8: Structure of Leave-One-Out Cross-Validation (LOOCV).

3. Nested LOOCYV. When both model selection and performance evaluation must
be performed on a limited dataset, a nested cross-validation scheme is required to avoid
optimistic bias. In Nested LOOCYV, an outer LOOCV loop is responsible for performance
estimation, while an inner LOOCYV loop handles hyperparameter tuning or model selec-
tion independently for each outer fold. In each outer iteration, one sample is held out as
the test set; within the remaining samples, an inner LOOCYV is performed to select the
optimal hyperparameters, and the model retrained on all inner samples is then evaluated
on the outer test sample. This two-loop structure ensures a strict separation between the
model selection and evaluation phases, preventing information leakage and yielding an

unbiased estimate of generalization performance, as illustrated in Figure 2.9

Figure 2.9: Structure of Nested Leave-One-Out Cross-Validation.
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LOOCYV is preferred over the holdout method and Nested LOOCV because it max-
imises the use of available training data at each fold while providing a statistically robust
and unbiased estimate of generalisation performance across unseen specimens. This is
a critical requirement given the scarcity of coupon-level failure data in structural PHM

applications.

2.2 Transfer Learning

2.2.1 Motivation and Core Concept

Transfer learning (TL) is a machine learning paradigm in which knowledge acquired
while solving one problem is leveraged to improve performance on a related but distinct
problem. Rather than training a model from scratch on a target task, TL initialises the
learning process from a pre-trained model that has already captured relevant patterns
from a source domain, as illustrated in Figure This is particularly valuable in
engineering applications where labelled failure data are scarce, expensive to obtain, or

require destructive testing to collect.

Figure 2.10: Conceptual overview of transfer learning.

Formally, let Dg = {Xs, P(Xs)} denote the source domain with feature space Xs and
marginal distribution P(Xg), and let Tg denote the corresponding source task. Similarly,
let Dy and Tr denote the target domain and task respectively. Transfer learning aims to
improve the learning of a target predictive function fr(-) using knowledge from Dg and
Ts, where in general Dg # Dy or Tg # Tr.

In the context of the present work, the source domain consists of coupon-level fa-
tigue degradation sequences, while the target domain corresponds to system-level (triplet)
degradation under mechanical coupling. Although both domains share the same physical
material and loading mechanism, the target domain introduces structural interdependen-
cies and load redistribution effects that are absent at the coupon level, making it a related

but non-identical learning problem.
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2.2.2 Feature Extraction via Frozen and Trainable Layers

A common transfer learning strategy is feature extraction, in which the weights of a
pre-trained model are frozen and only a small number of task-specific layers are trained
on the target data. As illustrated in Figure the frozen layers act as a fixed feature
extractor that maps inputs into a learned representation space, while the trainable layers

adapt this representation to the target task.

Figure 2.11: Transfer learning via frozen and trainable layers.

This approach is particularly well-suited to scenarios where the target dataset is small,
as it prevents overfitting by drastically reducing the number of parameters that need to
be estimated from limited data. The decision of which layers to freeze and which to train
depends primarily on the similarity between the source and target domains. When the two
domains are closely related, freezing the majority of the pre-trained weights and training
only the final task-specific layers is typically sufficient. In the present framework, the pre-
trained LSTM backbone, trained on coupon-level health indicator sequences, serves as a
frozen feature extractor, and only the system-level aggregator is trained on the available

triplet data.

2.2.3 Catastrophic Forgetting and the Limitations of Full Fine-
Tuning

An alternative to feature extraction is full fine-tuning, in which all model weights
are updated during adaptation to the target domain. While this approach offers greater
flexibility, it is prone to a phenomenon known as catastrophic forgetting: when a neural
network is trained sequentially on two tasks, updating all weights on the new task tends to
overwrite the representations learned during pre-training, erasing the knowledge acquired

from the source domain [22].
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In the context of structural prognostics, catastrophic forgetting is particularly damag-
ing. The coupon-level pre-training encodes the temporal dynamics of fatigue degradation,
a physically grounded, slowly evolving process, into the LSTM weights. If these weights
are fully updated on only a handful of system-level failure histories, the model risks losing
this degradation knowledge and overfitting to the limited target data. The challenge is
therefore to adapt the model to the system level while preserving the degradation physics
captured during pre-training. This motivates the use of parameter-efficient fine-tuning
strategies, such as Low-Rank Adaptation (LoRA), which are discussed in the following

section.

2.2.4 Transfer Learning in Prognostics and Health Management

Transfer learning has been increasingly adopted in PHM to address the persistent chal-
lenge of data scarcity. In practice, run-to-failure datasets are difficult and costly to obtain,
particularly at the system level where full-scale fatigue testing is prohibitively expensive.
TL-based approaches mitigate this bottleneck by leveraging degradation knowledge from
related components or operating conditions to improve prediction in a data-scarce target
setting [12] [13].

Applied to RUL prediction, TL frameworks typically pre-train a model on a data-
rich source domain, such as a well-instrumented component type or a specific loading
condition and subsequently adapt it to a target domain where failure observations are
sparse. In the structural fatigue context, this corresponds to transferring knowledge from
the abundant coupon-level testing programme to the scarce system-level triplet dataset,
bridging what has been referred to as the scale gap between component and assembly

testing.

2.3 Health Indicators and Genetic Algorithms

2.3.1 Health Indicators in Structural Prognostics

A Health Indicator (HI) is a scalar quantity derived from sensor measurements that
tracks the evolution of damage in a structural component from its initial undamaged state
through to final failure. In the context of data-driven prognostics, the HI serves as the
primary input to the predictive model, and its quality directly determines the reliability
of the resulting RUL estimates. Raw sensor signals, such as strain measurements from
surface-mounted gauges, are typically high-dimensional, noisy, and do not inherently re-
flect the monotonic accumulation of damage. A well-constructed HI must therefore distil
this information into a single, physically meaningful signal that captures the progressive

degradation of the monitored component [27].
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The construction of a suitable HI from raw sensor data can follow two broad ap-
proaches. Physics-based methods derive the HI from theoretical models of the underly-
ing damage mechanism, ensuring interpretability and physical consistency. Data-driven
methods, by contrast, learn a mapping from raw features to a scalar HI directly from
experimental data, without requiring an explicit physical model. In complex structural
applications where the governing damage mechanics are not fully known, data-driven
feature construction is often the only viable option [27].

Regardless of the approach adopted, the suitability of a candidate HI for prognostic
purposes is evaluated through two quantitative criteria: monotonicity and prognosability.

Monotonicity reflects the physically motivated requirement that damage accumulates
irreversibly over the specimen life. A well-constructed HI should increase (or decrease)
consistently with time, without reversals unrelated to actual damage progression. For a

population of N specimens, the average monotonicity is defined as:

1
Mo = > M, (2.13)

where M; is the monotonicity of specimen j, computed from the signs of the first-order

differences of the HI sequence:

+ - —
ny —n,
nj — 1

M; = (2.14)

with nj and n; denoting the number of positive and negative increments respectively,
and n; the total number of observations.

Prognosability quantifies the consistency of the HI value at end-of-life across the
specimen population. A high prognosability indicates that different specimens reach a

similar HI level at failure, which is essential for reliable threshold-based life prediction:

Pr = exp (-M) (2.15)
|H1eol - HIOl

where HI,,; and HIy denote the HI values at end-of-life and at the initial cycle across all
specimens respectively, std(-) is the sample standard deviation, and the overline denotes
the sample mean.

Both criteria are normalised to [0, 1], where unity corresponds to ideal behaviour.

They are combined into a scalar fitness function:

F(a) = m - Monotonicity + n - Prognosability (2.16)

where m and n are scalar weights reflecting the relative importance of each criterion.
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2.3.2 Genetic Algorithms for Health Indicator Optimisation

The construction of the HI from raw sensor data requires determining the optimal
combination of features extracted from the measurements. This is formulated as an op-
timisation problem: find the feature weights that maximise the fitness function F(«)
defined above. Given the non-convex and potentially multimodal nature of this search
space, classical gradient-based optimisation is not well-suited. Instead, a Genetic Algo-
rithm (GA) is employed [16].

Genetic Algorithms are a class of evolutionary optimisation methods inspired by the
principles of natural selection and biological evolution. The algorithm operates on a
population of candidate solutions, referred to as individuals, each encoding a set of pa-
rameters to be optimised. Over successive generations, individuals are selected, combined,
and modified according to their fitness, driving the population toward progressively better

solutions. The main stages of a GA are:

e Initialisation: a population of candidate solutions is generated randomly within the

search space.

e Selection: individuals with higher fitness values are preferentially chosen to repro-

duce, favouring solutions that better satisfy the optimisation objective.

e Crossover: pairs of selected individuals exchange portions of their parameter vectors

to produce offspring, combining favourable characteristics from both parents.

e Mutation: small random perturbations are applied to individual parameters, main-
taining diversity within the population and preventing premature convergence to

local optima.

e Termination: the process repeats until a stopping criterion is met, such as a maxi-

mum number of generations or convergence of the fitness value.

2.4 Uncertainty Quantification

2.4.1 Sources of Predictive Uncertainty

In data-driven prognostics, a model’s prediction is never perfectly certain. Predictive
uncertainty arises from two fundamentally distinct sources, and distinguishing between
them is essential for informed maintenance decision-making [19].

Aleatoric uncertainty reflects the irreducible randomness inherent in the data-generating
process itself. In the context of structural fatigue, this corresponds to the natural scatter
in crack initiation sites, microstructural variability, and load fluctuations across nominally

identical specimens. Because it stems from the physical process rather than the model,
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aleatoric uncertainty cannot be reduced by collecting additional data. Mathematically,

it is modelled as the variance of the residual noise around the predicted mean:

y=f(x)+e e~N(0,02) (2.17)

where o2 is the aleatoric variance, treated as a learnable output of the network.

Epistemic uncertainty, by contrast, reflects the model’s lack of knowledge due to
limited or unrepresentative training data. It is therefore reducible: as more system-level
observations become available, the model’s parameter distribution narrows and epistemic
uncertainty decreases. This distinction is particularly relevant in the present framework,
where system-level failure data are severely scarce and epistemic uncertainty is expected

to dominate early in the adaptation process.

2.4.2 Decomposition and Estimation

Following the formulation of Kendall and Gal [19], the total predictive variance can

be decomposed into its two components:

Var(j) = E [07] + Var [] (2.18)
—— ——
Total Aleatoric Epistemic

where the expectation and variance are taken over the approximate posterior distri-
bution of the model parameters 6.

Aleatoric uncertainty is captured by augmenting the network with a Gaussian like-
lihood head: rather than predicting only a point estimate g, the model outputs both a
mean jiy(z) and a log-variance log o2(z). The network is then trained by minimising the
Negative Log-Likelihood (NLL) loss:

2
i 1
£NLL N Z |: /M i ) - log 02(331') (2.19)

202(x;) 2

This formulation encourages the model to report higher aleatoric uncertainty in re-
gions where the targets are inherently noisy, without requiring explicit noise labels.

Epistemic uncertainty is estimated via Monte Carlo (MC) Dropout [20]. Dropout
layers, retained active at inference time, induce stochasticity in the forward pass, approx-
imating sampling from the posterior distribution over model parameters [20]. Given T'

stochastic forward passes, the epistemic variance is estimated as:

o ) - (% > <x>> (220

The mean aleatoric variance is then recovered by averaging o2, across the T samples,
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yielding a consistent decomposition of total predictive uncertainty.

2.4.3 Practical Interpretation in Structural PHM

The dual decomposition provides actionable information beyond a single confidence
interval. High epistemic uncertainty signals that model predictions would benefit from
additional system-level data, motivating targeted experimental campaigns or sensor aug-
mentation. High aleatoric uncertainty, by contrast, reflects genuine fatigue scatter that
no amount of additional data can eliminate, and should instead inform conservative safety

margins in maintenance scheduling.
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Chapter 3

Methodology

The proposed framework addresses the problem of system RUL prediction under
scarce system-level data through a sequential five-stage pipeline, illustrated in Figure|3.1]
In the first stage, a GA is employed to construct a HI from raw sensor measurements
for each component, yielding a monotonic and prognostically informative scalar signal
that serves as the common input representation across all subsequent stages. In the
second stage, a LSTM network is pre-trained on component HI sequences, learning the
temporal dynamics of fatigue degradation at the component scale; component-level RUL
predictions are produced together with associated confidence intervals through a Nega-
tive Log-Likelihood (NLL) training objective. In the third stage, the pre-trained LSTM is
adapted to the system level via LoRA: the pre-trained model weights are frozen and train-
able low-rank decomposition matrices are injected, enabling parameter-efficient knowl-
edge transfer from the component domain to the three-component triplet system without
requiring extensive system-level failure data. System-level HI sequences, constructed from
the component-level Hls of the interconnected specimens, are used as input at this stage.
In the fourth stage, a dual uncertainty decomposition is applied: MC Dropout quantifies
epistemic uncertainty arising from model parameter variability, while a PNN captures
aleatoric uncertainty stemming from the inherent stochasticity of the fatigue process; the
two components are combined to form the total predictive uncertainty. Finally, in the
fifth stage, the system-level RUL is aggregated under two failure criteria, first-component
failure (Min criterion), corresponding to the minimum component RUL at each time step,
and last-component failure (Maz criterion), corresponding to the maximum, providing
complementary conservative and operational perspectives on structural life prediction.

The following subsections detail each stage of the framework.

Department of Mechanical Engineering & Aeronautics — Division of Applied Mechanics, 22
Materials Technology & Biomechanics



Diploma Thesis Vlachopoulou Evangelia

Figure 3.1: Overview of the proposed five-stage framework for system-level RUL predic-
tion.

3.1 Health Indicator Construction via Genetic Algo-

rithm

As discussed in Section [2.3] reliable RUL estimation requires a monotonic and prog-
nostically consistent degradation descriptor rather than raw sensor signals, which are
high-dimensional, noisy, and do not inherently reflect damage accumulation [2§]. In the
present framework, this descriptor is constructed in the form of a HI via a GA.

The candidate HI is expressed as a weighted linear combination of P = 5 strain-

derived features {f,}/_;:
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P
Hl(o) = Z()‘pfp (3.1)
p=1
where a = [ay, ..., ap]" € RP is the parameter vector to be optimised. In the present

work, equal weighting is adopted (m = n = 1) in the fitness function (Equation [2.16)),
as both monotonicity and prognosability are considered equally critical for reliable RUL
estimation. The GA searches the real-valued weight space R® for the combination a*
that maximises the fitness function F(«), yielding a HI that is both monotonic and
prognostically consistent across the coupon population. A detailed description of the

feature extraction procedure and the GA configuration is provided in [17, [1§].

3.2 LSTM Pre-training at Component Level

Fatigue degradation is an inherently sequential process, where the current damage
state depends on the entire loading history. To capture these temporal dependencies, a
LSTM architecture is employed [22], as introduced in Section . LSTMs are specifically
designed to mitigate the vanishing gradient problem of standard RNNs through a gating
mechanism, making them ideal for modeling long-term fatigue trends.

The network is pre-trained exclusively on single-component HI sequences to encode
the underlying degradation dynamics. At each time step ¢, the model processes a sliding
window of L consecutive HI values, ; = [HI(t — L + 1),..., HI(t)]". Rather than
producing a deterministic estimate, the network operates as a PNN: the final hidden
state h; is mapped to a predicted mean fi; and variance 62, parametrising a Gaussian
distribution over the RUL. Training is performed by minimising the NLL loss (Eq. 2.19).
The adopted architecture consists of a single LSTM layer followed by a fully connected
dense layer, with the exact configuration determined through Bayesian hyperparameter
optimisation.

The resulting weights serve as the foundation for the LoRA-based system-level adap-
tation described in Section [3.3

3.3 LoRA-Based System-Level Adaptation

The transition from component to system-level prognostics requires an adaptation
strategy that can handle the increased structural complexity without discarding the
degradation physics encoded during pre-training. Conventional full fine-tuning risks
catastrophic forgetting and overfitting under scarce system-level data, as discussed in
Subsection LoRA addresses both failure modes simultaneously: the pre-trained

weights are kept frozen, and a compact, trainable perturbation, expressed as the product
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of two low-rank matrices, is injected in parallel with each frozen weight matrix. The
resulting update is constrained to a low-dimensional subspace, acting as a strong implicit
regulariser that preserves the learned degradation features while allowing the model to
capture the coupling behaviour of the interconnected coupon assembly.

In the present implementation, a single shared LoRA adapter is applied across all
three coupon branches. Sharing a single adapter enforces a common adaptation subspace
grounded in the coupon-level degradation physics, and further reduces the number of
trainable parameters, a critical design choice under the severe data scarcity of the system-
level regime, while still maintaining the ability to process each coupon’s degradation

sequence independently.

3.3.1 Mathematical Formulation of LoRA

Let W, € R¥* denote a pre-trained weight matrix of the dense layers following the
LSTM backbone. Instead of updating W, directly, LoRA constrains the weight update

AW to a low-rank decomposition:
W =W+ AW =Wy + gBA, (3.2)
r

where B € R A € R™F and the rank r < min(d, k) is a hyperparameter that
governs the capacity of the adaptation. The scaling constant « is fixed to 16 in the
present implementation, and the term «/r facilitates tuning of the effective learning rate
relative to the rank. The matrices are initialised such that AW = 0 at the start of
fine-tuning: A is initialised using Glorot uniform initialisation to ensure stable gradient
flow, and B is set to zero, so that the adapted model is identical to the pre-trained
model at initialisation. Only A and B are updated during fine-tuning; Wy remains frozen
throughout. This reduces the number of trainable parameters per adapted matrix from
0| = dk to |OLora| = r(d + k).

A LoRA adapter is applied specifically to the intermediate dense layer that follows the
LSTM backbone, shared across all three coupon branches, refining the extracted temporal
features for system-level estimation. This design choice is motivated by the distinct roles
of the two layers: the LSTM recurrent weights encode the temporal dynamics of fatigue
degradation and are expected to remain valid across both the coupon and system domains,
as the underlying physics of aluminium fatigue are shared. The dense layer, by contrast,
performs a task-specific mapping from temporal features to RUL estimates, a mapping
that must account for the structural interdependencies and load redistribution effects
present at the system level but absent at the coupon level. Confining adaptation to this
layer therefore preserves the domain-invariant degradation representations encoded in the

LSTM while allowing the model to recalibrate its output projection for the system-level
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task.

3.3.2 System-Level Architecture and Fine-tuning

The overall architecture for system-level adaptation is illustrated in Figure [3.2] Each
of the three system components is processed by a dedicated input branch. All three
branches share the same frozen pre-trained weights Wy and the same set of LoRA adap-
tation matrices (A, B) through a single shared backbone. This design preserves a com-
mon adaptation subspace grounded in the coupon-level degradation physics encoded in
Wy, while the distinct input sequences from each structural position allow the model to
produce differentiated probabilistic outputs.

Each branch produces a probabilistic output (i, 6%) for component ¢ € {1,2,3},
parametrising a Gaussian distribution over the individual component RUL. The three
outputs are then concatenated and passed through a trainable system aggregator, a feed-
forward network, that maps the joint component-level predictions to a system-level Gaus-
sian output (flsys, 03
defined in Eq. , where the ground-truth labels y; are defined according to the failure
criterion in use (Min or Max, as described in Section . Training is performed with

). The network’s weights are trained by minimising the NLL loss

the Adam optimiser; the rank r and the learning rate are treated as hyperparameters

and selected through a Bayesian optimisation process.

Figure 3.2: Architecture of the LoRA-based system-level adaptation framework.
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3.4 Uncertainty Quantification

Reliable prognostics demand not only accurate point estimates of the Remaining Use-
ful Life, but also a principled quantification of the confidence associated with each pre-
diction. In safety-critical structural applications, an overconfident model that underesti-
mates its own uncertainty can be more dangerous than a less accurate one. The present
framework decomposes predictive uncertainty into aleatoric and epistemic components,
as formally introduced in Section and propagates both through to the final system-
level RUL estimate. The same strategy is applied consistently at both the coupon and
system levels.

Tracking both components separately, across coupon pre-training and LoRA-based
system-level adaptation, enables a transparent assessment of how parameter-efficient fine-
tuning influences each source of uncertainty as system-level observations are incrementally

introduced.

3.4.1 Aleatoric Uncertainty via Probabilistic Neural Network

Aleatoric uncertainty, as formally defined in Section [2.4] reflects irreducible variability
in the data-generating process and cannot be reduced by collecting more data.

To capture this source of uncertainty, a PNN is adopted in place of a conventional
point-prediction head [2I]. Rather than producing a single scalar RUL estimate, the
network outputs the parameters of a Gaussian distribution over the RUL, the mean f
and the variance 6% and is trained to minimise the NLL loss defined in Eq. (2.19). The
NLL loss consists of two competing terms: the first penalises prediction error scaled
by the inverse variance, while the second penalises overconfidence by preventing the
model from inflating 62 arbitrarily. The model is therefore incentivised to report high
uncertainty precisely where its predictions are unreliable, and the predicted variance &2
thus provides a data-driven, input-dependent estimate of aleatoric uncertainty, capturing

the heteroscedastic nature of structural degradation.

3.4.2 Epistemic Uncertainty via Monte Carlo Dropout

Epistemic uncertainty, as defined in Section [2.4] reflects model ignorance due to lim-
ited training data and is reducible as more observations become available — particularly
relevant here given the severe system-level data scarcity.

Epistemic uncertainty is estimated through MC Dropout, a computationally efficient
approximation to Bayesian inference, as introduced in Section[2.4] Concretely, for a given
input, T = 100 stochastic forward passes are performed with active Dropout, yielding a
set of mean and variance predictions {(2®,52®)}T_ . The epistemic uncertainty is then
estimated following Eq. , where the Monte Carlo mean i = %Zthl () also serves
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as the final point prediction.

3.4.3 Total Predictive Uncertainty and Confidence Intervals

The aleatoric and epistemic components are recombined under the law of total vari-
ance, yielding a single calibrated measure of predictive confidence [29]. In general form,
for an aggregation operator f(-) applied across C' component-level Gaussian predictions,

the total predictive variance is decomposed as:

Utzotal =K [U(ﬂ + Var [Me] (33)

Aleatoric  Epistemic

This decomposition provides actionable insight into the source of uncertainty at each
point in the degradation trajectory: high epistemic uncertainty signals that additional
system-level data would reduce model ignorance, whereas high aleatoric uncertainty re-
flects irreducible fatigue scatter that no amount of additional data can eliminate, an
important distinction for maintenance decision-making. This formulation is later instan-
tiated in its component-specific form as Eq. (Section [4.1]).

The total predictive standard deviation i, is obtained from Eq. , and a sym-

metric 95% predictive interval is constructed as:

lower = [j’total —1.96 - 5-t0ta1 (34)

upper = [I’total + 1.96 - a—total (35)

following the same general form later specialised as Eq. (Section. This procedure
is applied identically at both the coupon and system levels, ensuring that the uncertainty
estimates reported for the SRUL reflect the full propagation of predictive confidence
through the shared backbone, the LoRA adaptation, and the system aggregator.

It should be noted that, since the framework employs a Gaussian NLL loss, the
resulting predictive distribution is defined over the entire real line. Consequently, as
the predicted RUL approaches zero near end-of-life, the lower bound of the predictive
interval may extend into negative values, which are physically inadmissible. This is
a known limitation of Gaussian-based probabilistic regression in the context of RUL

estimation, where the target variable is strictly non-negative by definition.

3.5 System-Level RUL Aggregation

The definition of system failure is a design choice that depends on the operational
context and safety philosophy. In general, the SRUL is derived by applying an aggre-
gation operator f(-) to the predicted mean RULs of the individual components, fi(t) =
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[f1(t), ..., ac(t)], where C' is the total number of components:
SRUL() = (). .. jio(1)). (3.6)

While f(-) can represent various statistical functions such as the mean or median, two
complementary criteria are adopted in this work depending on the assumed system archi-
tecture [30]: the minimum operator (Min criterion), applied when any single component
failure compromises the entire assembly (series configuration), and the mazimum oper-
ator (Max criterion), applied when the system remains operational until all components
have failed (parallel or redundant configuration).

The associated system-level predictive interval is constructed by applying the general
procedure defined in Eq. to the aggregated system output (fsys, &gys) produced
by the system aggregator, ensuring that the uncertainty propagated through the shared
backbone and the LoRA adaptation layers is consistently reflected in the final SRUL

estimate.
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Chapter 4

Baseline Models and Metrics

To evaluate the effectiveness of the proposed LoRA-based system aggregator, three
baseline models are considered. These benchmarks represent non-adaptive, standard
transfer learning, and unconstrained fine-tuning approaches [31], [32], providing lower and
upper bounds and allowing performance isolation for the proposed lightweight adaptation
strategy. The predictive performance of all considered frameworks is assessed across a
comprehensive set of deterministic, probabilistic, and uncertainty-oriented metrics, de-

scribed at the end of this section.

4.1 Zero-Shot Baseline

The Zero-Shot Baseline evaluates SRUL prediction without any system-level training
or parameter adaptation on the system domain. Instead, it directly uses the component-
level degradation knowledge captured by the pre-trained networks.

As shown in Fig. the health index (HI) sequence of each component i € {1,2, 3}
is processed independently by a pre-trained branch consisting of an LSTM layer followed
by a Dense layer. Each branch produces a probabilistic estimate of the component RUL,

defined by a mean u; and a standard deviation o;:
Outi = [,u“ 0'7;} (41)

These component-level predictions are then passed to an aggregation block. To com-
bine them into a SRUL estimate without further training, a non-parametric aggregation

function f is applied to the component means:

Htotal = f(/h, 2, ,u3)7 (4-2)

where the choice of f is not fixed but depends on the assumed system topology and is

left to the practitioner. For a series configuration, where failure of any single component
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leads to system failure, f = min is the appropriate choice. For a parallel (fully redundant)
configuration, where the system remains operational as long as at least one component
is functional, f = max is used instead. This design decision should reflect the physical
architecture of the monitored system.

The total predictive variance is decomposed into an aleatoric and an epistemic com-

ponent:

Oy = Var([(S)) + f (02, 0. o3). (4.3)
Ale;goric Epist‘,emic

where S denotes samples drawn from the component Gaussian distributions, used
to estimate the variance of f applied to their realisations. The aleatoric term captures
the variability introduced by aggregating uncertain component predictions, while the
epistemic term is conservatively set to the largest individual component uncertainty,
reflecting the worst-case model confidence among the three branches. Consistently with
the aggregation rule, f in the aleatoric term is instantiated as min or max according to
the chosen system topology.

Finally, the aggregated mean and standard deviation are used to construct the 95%

predictive confidence interval:

lower = figota1 — 1.96 - Ootal (4.4)

Upper = Utotal + 1.96 - Ototal (45)

Figure 4.1: Architectural pipeline of the Zero-Shot Baseline framework.

4.2 Standard Transfer Learning Baseline

To evaluate the contribution of the proposed LoRA mechanism, a standard trans-
fer learning baseline is introduced. This setup follows a typical feature-extraction ap-
proach [33, [34, 5], where the pre-trained component-level network is reused without

updating its weights, and a trainable multi-layer perceptron (MLP) aggregator is added
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on top.

Let the pre-trained component model be denoted as f(x; O,,.), with parameters:

®pre = {@LSTM> @D6n867 @,ua G)var} (46)

To ensure a fair comparison with the proposed model, the same dual Monte Carlo
(MC) Dropout scheme is used, applied after the LSTM layer and the intermediate dense

layer. During system-level training, all backbone parameters remain frozen:
Opre < Frozen (4.7)

As a result, no gradients are propagated through the pre-trained weights:

oL =0 (4.8)
9O
where L is the Gaussian negative log-likelihood loss.

As illustrated in Fig. 1.2 the frozen backbone processes each component’s health
index sequence independently, producing a mean and variance for each component.

The component outputs are then combined into a feature vector z, which serves as
input to the aggregator. The structure of z depends on the assumed failure mode. For
a series system, the minimum predicted mean is included as an additional feature to
highlight the weakest component. For a parallel system, the maximum mean is used

instead:

min (g, fo, 3)  series assumption
Heriterion = (49)
max(py, o, 13) parallel assumption

= [017 02, 03, Mcriterion] (410)

where o; = [p;, 0

| is the probabilistic output of the i-th component.

Adaptation to the system-level task is handled only by the MLP aggregator g(z; ®444),
which consists of dense layers with Dropout for regularization. The final system-level
prediction is:

[Hsys O-gys] = 9(2; Pagy) (4.11)

where ®,,, are the only trainable parameters. This baseline allows us to assess whether a

system-level model can learn the overall behavior using fixed component representations.
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Figure 4.2: Architectural pipeline of the Standard Transfer Learning Baseline, showing
the frozen component branches and the trainable MLP aggregator.

4.3 Full Fine-Tuning Baseline

To isolate the contribution of the low-rank adapter constraint introduced by LoRA, a
full fine-tuning baseline is considered. In contrast to the proposed LoRA framework, this
approach unfreezes all pre-trained model weights during system-level adaptation, allowing
the LSTM layer, the intermediate Dense layer, and the probabilistic output heads to be
updated without any low-rank constraints [34]. The number of trainable parameters is
therefore maximal, equal to the full parameter count of the pre-trained backbone plus
the system aggregator.

The architecture mirrors that of the LoRA framework: each of the three component
branches processes its HI sequence through the shared backbone, producing probabilis-
tic outputs that are subsequently passed to a trainable MLP aggregator. Training is
performed using the same NLL loss, Adam optimiser, and Bayesian hyperparameter
optimisation procedure described in Subsection [3.3.2] ensuring a fair and controlled com-
parison. The same dual MC Dropout uncertainty decomposition is applied at inference
time across all branches.

This baseline is designed to answer a specific question: under severe system-level data
scarcity, does the low-rank constraint of LoRA act as a meaningful implicit regulariser, or
is the performance gain of the proposed framework simply attributable to the introduction
of additional trainable parameters? The comparison between this baseline and the LoRA
framework is presented in Subsection [6.3.3]

4.4 Evaluation Metrics

To evaluate the predictive performance of the considered frameworks, the models
are assessed across a comprehensive set of deterministic, probabilistic, and uncertainty-

oriented metrics.
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Point-estimate metrics. Point-estimate accuracy is quantified using the Mean Ab-
solute Error (MAE) and the Root Mean Squared Error (RMSE), defined respectively

as:

N

N
1 ) 1 .
MAE= <> g —ul,  RMSE= |3 (5 —w) (4.12)
=1

i=1
where ; is the predicted RUL and y; the corresponding ground truth for the i-th test
sample. MAE treats all errors equally regardless of magnitude, while RMSE penalises
large deviations more heavily due to its quadratic nature, making it particularly sensitive
to outliers. Both metrics are reported in normalised form as well as in operational cycles

to facilitate physical interpretation.

Continuous Ranked Probability Score (CRPS). Unlike MAE and RMSE, which
evaluate only point predictions, the CRPS assesses the entire predictive distribution.
Intuitively, it measures how well the predicted probability distribution covers the true
outcome: a distribution that is both sharp (narrow) and well-centred around the true
value will achieve a low CRPS, while a distribution that is overconfident, underconfident,
or systematically biased will be penalised.

Formally, for a probabilistic forecast expressed as a cumulative distribution function
F and a scalar observation y, the CRPS is defined as:

oo
CRPS(F,y) = / (F(z) —1[z > y])2 dz, (4.13)

where 1[x > y] is an indicator function equal to 1 if 2 > y and 0 otherwise. Geometrically,
this corresponds to the squared area enclosed between two CDF curves: the predicted
distribution F'(x) and the empirical CDF of the observation, which is a Heaviside step
function that jumps from 0 to 1 at x = y. When the prediction is perfect, the two curves
coincide and the CRPS equals zero. The further the predicted distribution is from the
true value — either due to bias or excessive spread — the larger the enclosed area and
thus the higher the CRPS. A key property of the CRPS is that it is a proper scoring
rule: it is minimised in expectation only when F'is the true data-generating distribution,
ensuring that reliable probabilistic forecasting is always incentivised [36].

In this work, the predictive CDF F'is not a single Gaussian but a Gaussian mizture,
constructed by averaging the CDFs of S stochastic forward passes obtained via Monte
Carlo (MC) Dropout:

Flz) = % 82:@ (x ;“) , (4.14)

where 1, and o, are the predicted mean and standard deviation of the s-th forward pass,

and ® denotes the standard normal CDF. This formulation is richer than a single Gaus-

Department of Mechanical Engineering & Aeronautics — Division of Applied Mechanics, 34
Materials Technology & Biomechanics



Diploma Thesis Vlachopoulou Evangelia

sian: the spread of the individual o, values captures aleatoric uncertainty (irreducible
noise in the data), while the disagreement among the p, samples captures epistemic un-
certainty (model uncertainty due to limited data). Since no closed form exists for the
CRPS of a Gaussian mixture, it is evaluated numerically over a fine grid spanning the
normalised RUL domain [—0.1, 1.1]. As with the point-estimate metrics, the CRPS is

reported in both normalised form and in operational cycles.

Coverage probability. The coverage of the 95% predictive confidence interval is re-
ported to assess calibration independently of sharpness. For each test sample, the interval
is constructed as [fisys — 1.96 Ogys, flsys + 1.96 0gys], Where s and oy are the aggregated
system-level mean and standard deviation. Coverage is then defined as the fraction of

test samples whose true RUL falls within this interval:

N
1

Coverage = N ZZI 1[y; € [ —1.96 04, p; +1.96 0] . (4.15)

Ideal calibration corresponds to a coverage of 0.95. Values below this threshold indicate

overconfident predictions (intervals too narrow), while values above it indicate underdis-

persed uncertainty estimates (intervals too wide).

Weighted Mean Width of Uncertainty (WSU). While coverage ensures that
true RUL values fall within the predicted bounds, it can be trivially satisfied by a model
that outputs arbitrarily wide intervals. The Weighted Mean Width of Uncertainty (WSU)
complements coverage by measuring the average width of the predicted confidence inter-
vals across the degradation trajectory, penalising overly conservative bounds and reward-
ing sharp, informative predictions. Despite its intuitive appeal, the WSU was not adopted
as an evaluation metric in the present framework. The primary reason is that sharpness
and calibration are already jointly assessed by the CRPS, which is a proper scoring rule
that simultaneously penalises both distributional bias and excessive spread. Reporting
the WSU alongside the CRPS would therefore introduce redundancy without additional
discriminative power. Furthermore, under the Gaussian likelihood formulation adopted
here, the interval width is a direct function of the predicted standard deviation &, which
is already reflected in the CRPS value. For these reasons, the CRPS is preferred as the
single probabilistic metric that subsumes the information conveyed by both coverage and

sharpness in a theoretically rigorous and non-redundant manner [36].
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Chapter 5

Case Study

To maintain terminological consistency throughout this chapter, the following con-
ventions are adopted: the triplet or specimen, comprising three interconnected coupons,
is treated as the system, while each individual coupon is treated as a component. This

mapping is preserved across all subsequent sections.

5.1 Experimental Campaign

The validation of the proposed framework is based on fatigue data obtained from alu-
minum 7075-T6 open-hole specimens, a material selected for its extensive use in aerospace
structural applications. The experimental campaign was designed following a hierarchi-
cal approach to evaluate the transition from component-level to system-level degradation.
The coupon level dataset consists of five single open-hole coupons, while the system level
set comprises six multi-coupon specimens, each formed by three identical interconnected
coupons. These higher-level assemblies were designed to introduce mechanical coupling
and load-sharing effects, representing a simplified redundant structural system.

All fatigue experiments were conducted using an MTS servo-hydraulic testing machine
with a capacity of 60 kN. Testing was performed under tension—tension load control with
a load ratio of 0.1 and a frequency of 5 Hz. To maintain consistent stress levels across
different scales, the maximum cyclic load was set at 9 kN for the single coupons and
proportionally increased to 27 kN for the multi-coupon specimens. The loading sequence
was organized in repeated blocks of 250 cycles, followed by a brief hold period at the
maximum load to facilitate high-resolution data acquisition and surface imaging. Failure
for all tests was defined by a global displacement threshold of 13 mm, ensuring a consistent
end-of-life criterion across the dataset.

Condition monitoring was primarily conducted through Digital Image Correlation
(DIC), providing full-field surface strain measurements. The specimens were prepared

with a matte white base and a black speckle pattern, with images captured by 5 MP
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industrial cameras during the hold phases of the loading cycle. For the purposes of this
study, the axial strain component along the vertical direction was selected as the principal
health indicator. This choice is justified by the direct correlation between localized strain

concentration around the central hole and the progression of fatigue cracks.

Figure 5.1: Overview of the applied loading conditions and experimental profile of the
fatigue machine.

5.2 Dataset Description

The data processing phase focused on extracting the axial strain profiles in the vicinity
of the stress concentrators. Out of the eight manufactured specimens, six yielded valid
datasets and were included in the analysis (Specimens 3-8), while two (Specimens 1 and
2) were excluded due to signal irregularities that violated the monotonicity assumption
required for reliable health indicator construction. The extracted strain histories provide
a monotonic proxy for damage accumulation, serving as the primary input for the RUL
prediction models. By focusing on the localized mechanical response, the framework
captures the critical degradation features necessary for reliable prognostic performance

at both the coupon and system levels.
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Figure 5.3: Extracted strain data from
Figure 5.2: Location of the extracted strain ~ DIC measurement, specimen 5.
data of the specimens.

5.2.1 Coupon-Level Data

The coupon-level dataset comprises five single open-hole coupons, providing the foun-
dational training data for the component-level prognostic model, as depicted in Figure[5.4]
For each coupon, the axial strain history was extracted from the DIC measurements in
the vicinity of the central hole, capturing the progressive strain accumulation from crack
initiation through to final failure. The resulting strain profiles exhibit a monotonically in-
creasing trend, reflecting the underlying fatigue damage accumulation process and serving

as a reliable health indicator for RUL estimation at the component scale.

5.2.2 System-Level Data

The system-level dataset comprises the six valid specimens, each consisting of three
interconnected single open-hole coupons, as depicted in Figure For each specimen,
the DIC-derived axial strain history of every constituent coupon was extracted individu-
ally, yielding three parallel component-level health indicator sequences per system test.
This structure directly reflects the hierarchical nature of the proposed framework, where
system-level degradation is inferred from the concurrent evolution of its constituent com-
ponent health states. The strain histories across the three coupons within each specimen
exhibit correlated yet distinct degradation trajectories, a consequence of the mechanical

coupling and load redistribution inherent to the multi-coupon configuration.
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Figure 5.4: Coupon/Component Figure 5.5: Triplet/System
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Chapter 6

Results and Discussion

6.1 Coupon-Level RUL Prediction

The coupon-level prognostic model is formulated using a LSTM architecture with
probabilistic outputs, designed to predict the RUL of individual open-hole coupons. The
model operates on the constructed Health Indicator (HI), which serves as a compact
representation of the degradation process and is used as the input time series to the
network. The extracted axial strain histories and the resulting HI profiles for all coupon
specimens are illustrated in Figures and respectively. Instead of producing
deterministic outputs, the model predicts the parameters of a Gaussian distribution at
each time step, namely the mean and variance. Training is performed by minimizing the
Gaussian NLL loss, enabling the model to learn accurate point estimates and associated

predictive uncertainty.

(a) Strain signals for the five coupons. (b) Constructed Health Indicator signals for
the five coupons.

Figure 6.1: Coupon-level raw strain data and optimised Health Indicator signals derived
via Genetic Algorithm.

The HI used as input to the LSTM was constructed via the GA-based fusion procedure
described in Section [3.1} Specifically, the candidate HI was formed as a weighted linear

combination of P = 5 strain-derived features, each computed from the raw axial strain
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signal up to the current cycle:

e Range: the cumulative peak-to-peak amplitude of the strain signal, max(ey.) —
min(ey.), capturing the progressive widening of strain excursions as damage accu-

mulates.

e RMS: the root-mean-square value of the strain history up to cycle k, reflecting the

cumulative energy content of the signal.

e Mean: the running average strain, tracking the gradual shift in the baseline strain

level.

e Cumulative sum: the running integral of the strain signal, Zle €;, representing

the total accumulated strain exposure.

e Quantile slope: the interquartile range (90th—10th percentile) of the strain his-
tory normalised by the cycle interval, capturing the rate of spread of the strain

distribution.

These five features were selected because, individually, each exhibited a favourable
trend with respect to monotonicity and prognosability across the coupon population,
and their combination via the GA (Section was optimised to jointly maximise these
two criteria, yielding the fitness-maximising weight vector « used to fuse them into the
final HI. The GA-optimised weights were determined via 200 generations of evolutionary
search over a population of 50 candidate solutions.

Model evaluation is conducted using a Leave-One-Out Cross-Validation (LOOCV)
scheme. This approach provides a statistically robust and unbiased estimate of general-
ization performance.

Uncertainty quantification is achieved via Monte Carlo Dropout inference. Multiple
stochastic forward passes through the network are performed at test time, yielding an
ensemble of predictions. This ensemble is used to decompose the predictive uncertainty
into aleatoric (data-related) and epistemic (model-related) components, providing addi-
tional insight into the reliability of the predictions. The resulting RUL predictions with

associated uncertainty bounds for all coupon folds are shown in Figure [6.2]
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Figure 6.2: RUL predictions with uncertainty quantification for the five coupons.

The hyperparameters of the LSTM framework were optimized using Bayesian op-
timization through the Optuna framework, with CRPS as the minimization objective.
Considering the relatively small dataset, a shallow architecture was adopted to reduce
the risk of overfitting. The network consists of a single LSTM layer with 16 units, followed
by a Dense layer with 8 neurons for feature transformation. The selected hyperparameters

are summarized in Table [6.1]

Table 6.1: Optimized hyperparameter configuration for the coupon-level LSTM.

Hyperparameter Value
LSTM Units 16
Dense Units 8
Dropout Rate(2) 0.3
Learning Rate 2.49 x 107
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Following the completion of the LOOCYV evaluation, a final backbone model is trained
on the full coupon-level dataset. This backbone model serves as a pre-trained feature

extractor for subsequent system-level transfer learning experiments.

6.2 System Level RUL Prediction Performance

The predictive performance of the three approaches, the Zero-Shot Baseline, the Stan-
dard Transfer Learning Baseline, and the proposed LoRA-based framework, is evaluated
under two training regimes: a low-data regime using a single system-level training his-
tory, and a moderate-data regime using five system-level training histories. The Zero-Shot
Baseline does not utilize any system-level training data and serves as a fixed reference,
while both the Standard Transfer Learning Baseline and the LoRA framework are trained
on the available system-level histories. To ensure a fair comparison, all three frame-
works share the exact same probabilistic LSTM backbone pre-trained on the coupon-level
dataset (architecture detailed in Subsection [6.1] and Table[6.1)). MC Dropout remains ac-
tive at test time across all frameworks, with 100 stochastic forward passes.

Model development followed a two-stage optimization procedure. In the first stage, the
architectural configuration of each framework was determined via Bayesian Optimization
through Optuna, covering layer sizes, dropout rates, and aggregator structure. A key
distinction among the frameworks is how the failure criterion is applied: in the Zero-
Shot Baseline it is computed post-inference via a simple min/max on the predictions,
while in the Standard Transfer Learning and LoRA frameworks it is embedded within
the computational graph, allowing the aggregator to account for the system-level failure
definition during training. The resulting architectural configurations are summarized in

Table [6.2]

Table 6.2: Architectural configurations for the three frameworks.

Hyperparameter Zero-Shot Standard TL LoRA
Frozen Core Units LSTM (16), Dense (8) LSTM (16), Dense (8) LSTM (16), Dense (8)
Dropout Rate (x2) 0.3 0.3 0.3

Failure Logic Post-inference Aggregator input Aggregator input
Aggregator Dense Layers - 64 — 32 — 16 64 — 32 — 16
Aggregator Dropout - 0.2 0.2
Trainable Parameters 0 44, only .4, + LoRA (A, B)

In the second stage, the training-related hyperparameters, namely learning rate, batch
size, lookback window, and LoRA rank in the case of the LoRA-based framework, were
optimized separately for each combination of framework, failure criterion, and training
regime, again using Optuna with CRPS as the objective. The hyperparameter values
reported in the following table are provided for the LoRA framework, corresponding to

the five training histories regime under the Max criterion. Results for both the single and
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five training histories regimes, and for both the Min and Max criteria, are presented in

the subsequent subsections for direct comparison.

Table 6.3: Optimized hyperparameter configuration for the proposed LoRA framework
(MAX criterion, five training histories).

Hyperparameter Value
Learning Rate 2.49 x 107°
Batch Size 16
Lookback Window 5)
LoRA Rank 24
LoRA Alpha («) 16

6.2.1 Min Criterion

Under the Min Criterion, overall system failure is triggered as soon as the first in-
dividual component undergoes critical degradation. Consequently, the true RUL of the
system is strictly bounded by the shortest lifetime among the triplet components. Fig-
ure illustrates the RUL predictions obtained by the Zero-Shot Baseline under the Min
criterion, and the corresponding performance metrics are reported in Table [6.4, Without
any system-level training, the baseline achieves a mean MAE of 0.1301 and a mean CRPS
of 0.0955, with a coverage of 1.000, indicating that while the uncertainty intervals are
sufficiently wide to capture all true RUL values, the point estimate accuracy remains
limited. This behaviour is expected, as the Zero-Shot Baseline applies the Min crite-
rion post-inference without any adaptation to the system-level degradation patterns, and

therefore serves as a lower-bound reference for the trained frameworks.
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Figure 6.3: RUL predictions of the Zero-Shot Baseline under the Min criterion.

Table 6.4: Predictive performance of the Zero-Shot Baseline under the Min criterion.

Metric Mean Std
MAE 0.1301  0.0254
MAE (cycles)  1107.8  212.3
RMSE 0.1511  0.0252
RMSE (cycles) 1287.6  215.9
CRPS 0.0955  0.0226
CRPS (cycles)  813.0 189.4
Coverage 1.0000  0.0000
Aleatoric 0.02108 0.00873
Epistemic 0.00726 0.00074

Figures and [6.5 present the RUL predictions of the Standard Transfer Learning

Baseline and the LoRA framework respectively, both trained on a single system-level

training history, with the corresponding metrics reported in Table [6.5] With a single

training history, both frameworks improve upon the Zero-Shot Baseline. The Standard
Transfer Learning Baseline achieves a mean MAE of 0.1283 and CRPS of 0.0925, of-
fering a marginal improvement over the zero-shot configuration. The LoRA framework,
however, achieves a mean MAE of 0.1078 and CRPS of 0.0778, representing reductions
of approximately 17% and 19% respectively relative to the Zero-Shot Baseline, and ap-

proximately 16% and 16% relative to the Standard Transfer Learning Baseline. Notably,
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the LoRA framework also exhibits substantially lower standard deviations across all met-
rics, suggesting more consistent performance across the evaluation folds. Within the
LoRA framework, the aleatoric uncertainty (0.03225) substantially exceeds the epistemic
component (0.00883), consistent with the pattern observed under the Min criterion (Sec-
tion , and reflecting the inherent variability of the parallel failure process.

Figure 6.4: RUL predictions under the Min criterion with a single system-level training
history: Comparison between the Standard Transfer Learning Baseline (red) and the
LoRA framework (blue).

Table 6.5: Comparative predictive performance under the Min criterion with a single
system-level training history.

Standard TL LoRA
Metric Mean Std Mean Std
MAE 0.1283  0.0210 0.1078  0.0107
MAE (cycles)  1099.4  188.6 928.2 104.6
RMSE 0.1503  0.0262 0.1250  0.0138
RMSE (cycles) 1288.6 236.0 1076.6 135.0
CRPS 0.0925 0.0173 0.0778  0.0089
CRPS (cycles) 793.7 155.5 669.9 86.9
Coverage 1.0000  0.0000 0.9778  0.0052
Aleatoric 0.04948 0.00831 0.02774 0.00916
Epistemic 0.01756 0.00213 0.01326 0.00235

When the number of available system-level training histories is increased to five,
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both frameworks show further improvement, as reported in Table and illustrated
in Figure [6.5] The Standard Transfer Learning Baseline reduces its MAE to 0.1118 and
CRPS to 0.0779, demonstrating that even a frozen backbone can benefit from additional
system-level training data when the aggregator has more examples to learn from. The
LoRA framework, however, achieves substantially stronger gains, reaching a mean MAE
of 0.0640 and CRPS of 0.0463, reductions of approximately 51% and 51% respectively
relative to the Zero-Shot Baseline, and approximately 43% and 41% relative to the Stan-
dard Transfer Learning Baseline under the same regime. The aleatoric and epistemic
uncertainties are both reduced considerably when moving from one to five training his-
tories. The epistemic component drops from 0.01326 to 0.00507, reflecting the improved
model confidence resulting from richer system-level adaptation, a direct consequence of
the LoRA layers having access to a more representative sample of system-level degrada-
tion behaviour. The aleatoric component similarly decreases from 0.02774 to 0.01243,
suggesting that the model has learned a more precise characterisation of the inherent
fatigue variability at the system level. Notably, aleatoric uncertainty remains the dom-
inant component in both regimes (see Subsection , with the epistemic component
dropping from 0.01326 to 0.00507 as system-level coverage increases. Coverage remains
at 1.000 for both frameworks, indicating that the predictive intervals reliably contain the

true RUL throughout the specimen lifetime.

Figure 6.5: RUL predictions under the Min criterion with 5 system-level training histo-
ries: Comparison between the Standard Transfer Learning Baseline (red) and the LoRA
framework (blue).
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Table 6.6: Comparative predictive performance under the Min criterion with five system-
level training histories.

Standard TL LoRA
Metric Mean Std Mean Std
MAE 0.1118 0.0284 0.0640  0.0177
MAE (cycles) 961.7 267.9 547.3 158.3
RMSE 0.1294  0.0250 0.0782  0.0170
RMSE (cycles) 1111.6 246.8 668.8 152.5
CRPS 0.0779  0.0191 0.0463  0.0120
CRPS (cycles) 670.1 182.2 395.6 106.8
Coverage 0.9970  0.0043 1.0000  0.0000
Aleatoric 0.02710 0.00320 0.01243 0.00285
Epistemic 0.01140 0.00250 0.00507 0.00173

Overall, under the Min criterion the LoRA framework consistently outperforms both
baselines across all evaluated metrics and training regimes. These results confirm that
the LoRA framework is capable of reliable system-level prognostics even under severe

data scarcity, while scaling favourably as more training data becomes available.

6.2.2 Max Criterion

Under the Max Criterion, structural integrity is maintained as long as at least one
component remains operational. System failure occurs only when all three individual
open-hole coupons have completely failed, and the system-level true RUL is thus dictated
by the maximum operating lifetime recorded within the triplet. Figure illustrates the
RUL predictions of the Zero-Shot Baseline under the Max criterion, with metrics reported
in Table [6.7. Compared to the Min criterion, the Zero-Shot Baseline exhibits noticeably
higher errors under the Max criterion, with a mean MAE of 0.1825 and CRPS of 0.1353.
This is consistent with the greater difficulty of the Max criterion task. Predicting the
RUL of the last surviving component requires the model to capture the upper tail of the
component lifetime distribution, which is inherently more variable and harder to estimate
from static coupon-level representations alone. More importantly, in a physical parallel
configuration, the failure of an individual coupon triggers an immediate load redistribu-
tion, diverting the stress onto the remaining operational components and accelerating
their structural degradation. Coverage drops to 0.8977, further indicating that despite
the substantial width of the uncertainty intervals, they fail to reliably contain the true
system RUL. This discrepancy stems from the baseline model’s inability to accurately
approximate the underlying curvature and trajectory of the true RUL degradation path.
Consequently, the prediction intervals become severely misaligned with the actual target
trend, even though they remain wide; this structural bias prevents them from capturing
the true RUL effectively.
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Figure 6.6: RUL predictions of the Zero-Shot Baseline under the Max criterion.

Table 6.7: Predictive performance of the Zero-Shot Baseline under the Max criterion.

Metric Mean Std
MAE 0.1825  0.0664
MAE (cycles)  2026.4  699.2
RMSE 0.2044  0.0741
RMSE (cycles) 2276.2  799.3
CRPS 0.1353  0.0547
CRPS (cycles) 1501.8  541.1
Coverage 0.8977  0.0031
Aleatoric 0.01846 0.00310
Epistemic 0.01992 0.00637

With a single system-level training history, both trained frameworks improve substan-
tially over the Zero-Shot Baseline, as reported in Table and illustrated in Figure [6.7]
The Standard Transfer Learning Baseline reduces MAE to 0.1511 and CRPS to 0.1119,
a reduction of approximately 17% and 16% respectively relative to the Zero-Shot Base-

line. The LoRA framework further improves upon this, achieving a mean MAE of 0.1180

and CRPS of 0.0886, representing reductions of approximately 35% and 33% relative
to the Zero-Shot Baseline, and approximately 22% and 21% relative to the Standard

Transfer Learning Baseline. Coverage remains high for both frameworks, with the LoRA

framework maintaining 0.9698. Within the LoRA framework, the aleatoric uncertainty
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(0.03225) substantially exceeds the epistemic component (0.00883), consistent with the
pattern observed under the Min criterion (Subsection |6.2.1]), and reflecting the inherent

variability of the parallel failure process.

Figure 6.7: RUL predictions under the Maximum criterion with a single system-level
training history: Comparison between the Standard Transfer Learning Baseline (red)

and the LoRA framework (blue).

Table 6.8: Comparative predictive performance under the Max criterion with a single

system-level training history.

Standard TL LoRA
Metric Mean Std Mean Std
MAE 0.1511  0.0197 0.1180  0.0158
MAE (cycles) 1657.2 237.2 1334.3 182.4
RMSE 0.1732  0.0230 0.1344  0.0167
RMSE (cycles) 1899.1 278.3 1517.2 188.1
CRPS 0.1119  0.0180 0.0886  0.0119
CRPS (cycles) 1219.6  210.2 999.0 129.8
Coverage 0.9928  0.0115 0.9698  0.0417
Aleatoric 0.04163 0.01598 0.03225 0.02192
Epistemic 0.01288 0.00138 0.00883  0.00285

When five system-level training histories are available, both frameworks continue to
improve, as reported in Table [6.9) and illustrated in Figure The Standard Transfer
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Learning Baseline achieves a mean MAE of 0.1250 and CRPS of 0.0910, while the LoRA
framework reaches 0.1080 and 0.0854 respectively. Although the absolute gains of the
LoRA framework over the Standard Transfer Learning Baseline are more modest under
the Max criterion compared to the Min criterion, they remain consistent across all metrics.
Notably, the Standard Transfer Learning Baseline achieves perfect coverage (1.000) under
this regime, which must be interpreted with caution. The elevated aleatoric uncertainty
(0.03232) relative to the LoRA framework (0.02020) suggests that the frozen backbone
produces less precise distributional estimates, resulting in inflated predictive intervals
that achieve nominal coverage by width rather than by accuracy. The LoRA framework
achieves a coverage of 0.9163, marginally below the nominal 95% level. This is attributed
to the sharper predictive intervals produced by the LoRA adaptation, as reflected in the
lower aleatoric uncertainty (0.02020 vs 0.03232 for the Standard TL baseline): a more
precise distributional estimate naturally yields a narrower confidence interval, which in

turn reduces coverage.

Figure 6.8: RUL predictions under the Maximum criterion with 5 system-level training
histories: Comparison between the Standard Transfer Learning Baseline (red) and the

LoRA framework (blue).
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Table 6.9: Comparative predictive performance under the Max criterion with five system-
level training histories.

Standard TL LoRA
Metric Mean Std Mean Std
MAE 0.1250  0.0435 0.1080  0.0621
MAE (cycles) 1376.4 450.0 1191.6 682.1
RMSE 0.1435 0.0441 0.1268  0.0666
RMSE (cycles) 1588.6 453.1 1398.9 725.5
CRPS 0.0910  0.0356 0.0854  0.0531
CRPS (cycles) 999.7 351.9 939.1 580.1
Coverage 1.0000  0.0000 0.9163 0.1186
Aleatoric 0.03232 0.00471 0.02020 0.00333
Epistemic 0.00954 0.00228 0.00605 0.00054

Overall, under the Max criterion the LoRA framework consistently outperforms both
baselines in terms of point estimate accuracy and uncertainty calibration. The more
moderate absolute improvements compared to the Min criterion are consistent with the
inherently greater difficulty of the parallel failure assumption, where system lifetime is
governed by the last surviving component and is therefore more sensitive to inter-specimen
variability. Nevertheless, the LoRA framework demonstrates robust and reliable perfor-
mance across both training regimes, confirming its suitability for system-level prognostics
under different structural assumptions.

The proposed LoRA framework is compared against the RUL Inference via RUL In-
operabilities Model (RIM) approach of [37], which was evaluated on the same in-house
fatigue dataset under a parallel (Max) failure assumption using two base predictors: a
Hidden Semi-Markov Model (HSMM) and a Particle Filter (PF). Both studies operate
under a single system-level training history regime; however, an important methodologi-
cal distinction exists: in [37] a fixed specimen was selected as the training history, whereas
the proposed framework employs a leave-one-out cross-validation scheme in which every
available specimen cyclically occupies the training role, yielding a more statistically ro-
bust and unbiased performance estimate. This distinction limits the directness of the
comparison, and the following results should be interpreted accordingly. In terms of
point estimate accuracy, the RIM method reports mean RMSE values of 6.82 kcycles
(HSMM) and 7.32 keycles (PF), whereas the proposed LoRA framework achieves a mean
RMSE of 1.517 kcycles under the Max criterion with a single training history. A sim-
ilar trend is observed in probabilistic calibration: RIM achieves mean CRPS values of
4.52 kcycles (HSMM) and 4.06 keycles (PF), while the LoRA framework reaches 0.999
keycles. Regarding coverage, RIM reports mean values of 0.93 and 0.65 for the two base
predictors respectively, while the LoRA framework achieves 0.9698, comparable to the
HSMM-based RIM while maintaining considerably sharper predictive intervals. Overall,

despite the methodological differences, the LoRA framework demonstrates competitive
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predictive performance across all evaluated metrics.

6.3 Effect of the Number of System-Level Training

Histories

To investigate the data efficiency of the proposed LoRA framework, a systematic
sensitivity analysis is conducted on the impact of the number of available system-level
training histories on predictive performance. The analysis spans configurations from one
to five training histories, evaluated in terms of MAE and CRPS. This investigation focuses
exclusively on the LoRA framework, as it demonstrated superior performance over both
baselines under both criteria in Section [6.2] A consistent monotonically decreasing trend
is observed across both criteria as the number of training histories increases, confirming
that the LoRA framework is capable of effectively exploiting additional system-level data

to improve both point estimate accuracy and probabilistic calibration.

6.3.1 Min Criterion

Under the Min criterion, both MAE and CRPS exhibit a consistent decreasing trend
as the number of system-level training histories increases from one to five, as illustrated
in Figure The most notable improvement occurs between four and five training his-
tories, where both metrics undergo a pronounced drop, suggesting that the LoRA adap-
tation mechanism derives particular benefit from the additional system-level context in
this regime. Specifically, MAE decreases from approximately 0.105 at a single training
history to 0.064 at five histories, representing a relative reduction of approximately 39%.
Similarly, CRPS decreases from 0.076 to 0.046 over the same range, a reduction of ap-
proximately 40%. These results indicate that the LoRA framework is not only capable
of operating under severe data scarcity, but scales favourably as more system-level infor-
mation becomes available. The steeper decline observed in the final training step further
suggests that the model has not yet reached saturation, and performance may continue

to improve with additional training data beyond the five histories available in this study.
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Figure 6.9: Impact of the number of system-level training histories on MAE (left) and
CRPS (right).

6.3.2 Max Criterion

Under the Max criterion, the sensitivity analysis reveals a similarly decreasing trend
in MAE as the number of training histories increases, as shown in Figure [6.10 MAE
decreases monotonically from approximately 0.118 at a single training history to 0.108 at
five histories, a relative reduction of approximately 8%. While the overall magnitude of
improvement is more moderate compared to the Min criterion, the trend remains consis-
tent, reflecting a steady accumulation of system-level knowledge by the LoRA adaptation
layers.

The CRPS curve, however, exhibits a non-monotonic behaviour: it decreases from
0.089 at one history to a minimum of 0.084 at four histories, before rising slightly to 0.085
at five histories. This minor uptick at the final step may reflect variability in the leave-
one-out evaluation folds rather than a genuine degradation in probabilistic calibration,
given the small dataset size. Overall, the CRPS at five histories remains substantially
lower than at one history, confirming a net improvement in uncertainty quantification
as more system-level data is incorporated. The comparatively smaller gains under the
Max criterion relative to the Min criterion suggest that the parallel failure assumption
presents a more challenging learning problem, likely due to the greater variability in

system lifetime dictated by the last-surviving component.

Department of Mechanical Engineering & Aeronautics — Division of Applied Mechanics, 54
Materials Technology & Biomechanics



Diploma Thesis Vlachopoulou Evangelia

Figure 6.10: Impact of the number of system-level training histories on MAE (left) and
CRPS (right).

6.3.3 Impact of the Low-Rank Constraint: LoRA vs. Full Fine-
Tuning

To isolate the contribution of the low-rank adapter constraint, an ablation study was
conducted under the single system-level training history regime. The proposed parameter-
efficient design is compared directly against a traditional full fine-tuning strategy (Fine-
Tune), where all weights of the pretrained model (LSTM and dense layers) are updated
without any low-rank constraints. The quantitative comparisons are summarized in Ta-
ble [6.10] for the Min criterion and Table [6.11] for the Max criterion.

Under the Min criterion (Table , the proposed single-adapter framework achieves
a CRPS of 0.0774 (665.7 cycles) and an RMSE of 0.1251 (1074.8 cycles), substantially
outperforming the full fine-tuning approach, which yields a CRPS of 0.1002 (859.3 cy-
cles) and an RMSE of 0.1585 (1359.0 cycles). A similar performance trend is observed
under the Max criterion (Table [6.11]); the LoRA framework reaches a CRPS of 0.0886
(999.0 cycles) and an RMSE of 0.1344 (1517.2 cycles), whereas the fully fine-tuned model
degrades to a CRPS of 0.1110 (1203.6 cycles) and an RMSE of 0.1674 (1823.9 cycles).

Furthermore, the uncertainty decomposition reveals that full fine-tuning results in
higher aleatoric uncertainty estimates under both criteria (0.03565 for Min and 0.04928
for Max), indicating that the unconstrained dense layer produces less precise distribu-
tional predictions. Conversely, the proposed LoRA configuration maintains tighter, well-
calibrated prediction intervals, achieving a superior coverage probability of 1.0000 under
the Min criterion and 0.9698 under the Max criterion.

These results conclusively demonstrate that the low-rank constraint itself, rather than
merely a reduction in the number of trainable parameters, acts as a critical implicit regu-

larizer. Under severe system-level data scarcity, unconstrained optimization leads to over-
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fitting and severe calibration degradation, while the proposed shared LoRA framework

successfully balances model adaptability with robust structural knowledge preservation.

Table 6.10: Ablation study results under the Min criterion, comparing the proposed
LoRA framework against unconstrained full fine-tuning using a single system-level train-
ing history.

Metric Fine-Tune LoRA Framework
MAE 0.1345 0.1078

MAE (cycles) 1153.1 928.2

RMSE 0.1585 0.1251
RMSE (cycles) 1359.0 1074.8

CRPS 0.1002 0.0774
CRPS (cycles) 859.3 665.7
Coverage 0.9776 0.9778
Aleatoric 0.03565 0.02774
Epistemic 0.01204 0.01326

Table 6.11: Ablation study results under the Max criterion, comparing the proposed
LoRA framework against unconstrained full fine-tuning using a single system-level train-
ing history.

Metric Fine-Tune LoRA Framework
MAE 0.1468 0.1180

MAE (cycles) 1597.9 1334.3
RMSE 0.1674 0.1344
RMSE (cycles) 1823.9 1517.2

CRPS 0.1110 0.0886

CRPS (cycles) 1203.6 999.0
Coverage 0.9665 0.9698
Aleatoric 0.04928 0.03225
Epistemic 0.01389 0.00883
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Chapter 7

Limitations and Future Work

The proposed LoRA-based transfer learning framework demonstrates promising per-
formance for system-level RUL prediction under data-scarce conditions. Nevertheless,
several limitations of the current study should be acknowledged, and directions for future
work are identified accordingly.

A natural extension of the present framework is the adoption of a Bayesian low-
rank adaptation strategy [38], which would propagate parameter uncertainty through
the adaptation matrices themselves, providing a more principled treatment of model
uncertainty during system-level fine-tuning.

The present framework operates under an offline training paradigm, in which the
LoRA adaptation layers are trained on a fixed set of system-level histories prior to de-
ployment. In practice, condition monitoring data arrive sequentially as a continuous
stream, and the degradation state of the system evolves over time. The current archi-
tecture does not exploit this temporal structure during inference, and is therefore unable
to update its parameters as new observations become available. A natural extension of
this work is the development of an online adaptation mechanism, in which the model
continuously refines its predictions as the data stream progresses. This aligns with the
paradigm of Test-Time Training (TTT) [39, 40], where the model is allowed to update a
subset of its parameters at inference time using the incoming test data, without requiring
access to the original training set. Given the low-rank structure of the LoRA layers, such
online updates would involve only a small number of parameters, making this extension
computationally feasible even under real-time operational constraints.

The comparison between the LoRA-based framework and the Standard Transfer
Learning baseline is subject to a parameter imbalance: the inclusion of the LoRA adap-
tation matrices introduces additional trainable parameters not present in the baseline,
meaning that part of the observed performance gap could be attributable to increased
model capacity rather than exclusively to the inductive bias of low-rank adaptation. A
controlled ablation study matching parameter counts across both configurations would

provide a more rigorous attribution of the performance gains. Furthermore, the current
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study considers a simplified system configuration comprising identical and mechanically
equivalent components; extending the framework to heterogeneous component configura-
tions would require modifications to the aggregator architecture and the failure criterion
embedding, and represents an important step toward industrial applicability. Both of
these directions are left for future work.

A further limitation of the current framework concerns the choice of output distribu-
tion. Since a Gaussian negative log-likelihood loss is employed, the predictive distribution
is defined over the entire real line, and the lower bound of the predictive interval may
extend into negative values as the true RUL approaches zero near end-of-life. This is
physically inadmissible, as remaining useful life is strictly non-negative by definition.
Addressing this constraint formally, for instance through the adoption of a strictly pos-
itive output distribution such as a log-normal or a Weibull formulation, represents a

natural direction for future work.
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Chapter 8
Conclusions

This work introduced a novel LoRA-based transfer learning framework designed for
system-level RUL prediction under limited data availability. By leveraging parameter-
efficient fine-tuning, the proposed approach effectively bridges the gap between coupon-
level degradation modeling and full system-level prognostics, requiring minimal target-
system data for adaptation. The framework addresses a critical obstacle in PHM by
offering a scalable, computationally efficient alternative to traditional full-scale models,
which are often non-viable in industrial settings due to high data demands.

The methodology was thoroughly validated through an extensive benchmarking cam-
paign utilizing experimental fatigue data from aluminum 7075-T6 multi-coupon spec-
imens, representing a simplified system-level configuration with mechanical coupling.
When evaluated against standard baselines, specifically a non-parametric Zero-Shot ap-
proach and a Standard Transfer Learning model, the proposed LoRA-based framework
demonstrated superior performance across both low-data and moderate-data training
regimes. It consistently enhanced SRUL prediction accuracy and generated more reli-
able probabilistic profiles, even when adapted using only a single system-level history.
The low-rank adaptation layers proved highly capable of capturing complex load-sharing
and degradation dynamics while maintaining a remarkably low parameter footprint, ef-
fectively mitigating the risks of overfitting that typically compromise standard transfer
learning approaches under data scarcity.

These findings underscore the practical utility of parameter-efficient transfer learning
for safety-critical sectors like aerospace, where full-scale experimental testing is econom-
ically and logistically constrained. By providing high-fidelity predictions with minimal
training overhead, the framework establishes a robust, interpretable, and data-efficient
pathway toward practical, uncertainty-aware, and system-level prognostics in modern

engineering applications.
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