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Abstract

In the last few years, more and more applications on the internet exploit the power that users

(or agents) have, in order to rate, grade, vote, review, and rank sets of services, local businesses,

software, etc. (or, more generally, alternatives). Of course, the aim of these applications is

to provide better information, and services to the general public. Put it simply, users have

knowledge upon different aspects, and internet applications want to use this knowledgewhich

needs to be aggregated. Voting and in general Social Choice Theory from Microeconomics

equips us with methods and procedures in order to aggregate this information.

In this thesis, we study the application of aggregation methods upon rankings in order

to recover a ground truth. We make use variations of simple voting rules that are very well-

known in Social Choice Theory, which help us aggregate small in size partial or incomplete

rankings, into a global one. An immediate application comes from peer grading in Massive

OpenOnline Courses (MOOCs). These platforms are used extensively from students all around

the world, and in most cases, the grading is performed by the students that are enrolled in a

course themselves. The idea behind peer grading in MOOCs is that every student gets a small

in size bundle of exam papers (of other students) to grade with the restriction that no student

will get its exam paper to grade. We are particularly interested in grading where students do

not use numerical scores, but they provide a ranking of the exam papers in their bundle from

the best to the worst. Then voting rules are applied so as to aggregate these rankings in order

to come up with a full ranking of all exam papers. The efficiency objective requires this full

ranking to be as close as possible to the ground truth. We prove that a very simple voting rule,

specifically Borda count, can recover a 1 − O( 1√
k
) fraction of the true ranking, where k is the

number of exam papers that every student has to rank.

We also define and study a large class of simple aggregation rules, which we call Type-

Ordering Aggregation Rules. We present a theoretical framework for assessing the performance

of each member of this class. We infer statistical information about the grading behaviour of

students and then our framework can serve as an optimization toolkit for selecting the optimal

Type-Ordering Aggregation Rule. This requires an exact solution to an instance of the feedback

arc set problem which, albeit NP-hard in general, can be solved exactly for the instances that

do arise in practice. Our theoretical framework allows us to obtain a series of results. We

prove that Borda rule is the optimal Type-Ordering Aggregation Rule when students act as
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perfect graders, and its performance is always extremely close to optimality. Furthermore, the

decision of the optimal aggregation rule strongly depends on the information about the grading

behaviour of the students.

Finally, we design and analyse algorithms for the aggregation of incomplete rankings that

are useful in rating applications. Applications of this kind can be found in recommendation

systems and platforms. Here, every user can provide us with an incomplete ranking of the

restaurants, hotels, or movies that she has used as a product. Then we design algorithms to

find the best scoring rule in order to aggregate the individual rankings. The assumption here

is that we have some knowledge about the correct comparisons a priori, which are used as

constraints. Given these constraints and the individual rankings, the optimisation problem is

to find the best positional scoring rule (OptPSR) which is NP-hard.

We design an algorithm which is exact and solves OptPSR in time that depends

exponentially only on the parameter d, where d is the number of alternatives that each user

ranks. Hence, our algorithm runs in polynomial time when d is constant. Then we seek to

approximately solve OptPSR, and we prove that a simple combination of t-approval voting

rules yields a 1/d-approximate solution. Then, we design a more sophisticated approximation

algorithm ApxPSRk, which is parameterized by a positive integer k and yields a (ϵd)−1-

approximate solution. Last, we prove that OptPSR is hard to approximate and present an

explicit inapproximability bound of 23/24.

In addition to theoretical results, the thesis contains simulation and experiments that aim

to test the simplicity and the performance of our algorithms in practical scenarios. We use

synthetic data that we have generated, and more importantly, we have designed real–world

experiments (or field experiments), in which we managed to extract specific information

from real users in order to create datasets that we use in extensive simulations to verify or

complement our theoretical results.
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Περίληψη

Τα τελευταία χρόνια, όλο και περισσότερες εφαρμογές στο διαδίκτυο εκμεταλλεύονται τη δύ-

ναμη που έχουν οι χρήστες (ή πράκτορες) για να αξιολογούν, να βαθμολογούν, να ψηφίζουν,

να ανασκοπούν και να ταξινομούν σύνολα αντικειμένων (ή εναλλακτικών επιλογών). Φυσικά,

αυτή η εκμετάλλευση χρησιμεύει ως μέθοδος παροχής καλύτερης πληροφόρησης και παροχής

υπηρεσιών στο ευρύ κοινό. Θέτοντάς το απλά, οι χρήστες έχουν γνώση για διαφορετικά θέματα

και πολλές εφαρμογές στο διαδίκτυο θέλουν να χρησιμοποιήσουν αυτή τη γνώση που πρέπει

να συναθροιστεί. Για να γίνει αυτό, γνώστες μέθοδοι όπως ψηφοφορίες και γενικότερα η Θεω-

ρία της Κοινωνικής Επιλογής από τη Μικροοικονομική θεωρία, μας εξοπλίζει με μεθόδους και

διαδικασίες για τη συγκέντρωση και συνάθροιση τέτοιου είδους πληροφοριών.

Στην παρούσα διατριβή μελετάμε την εφαρμογή των μεθόδων συνάθροισης κατατάξεων

προκειμένου να ανακτήσουμε την αντικειμενική αλήθεια. Χρησιμοποιούμε απλούς κανόνες

ψηφοφορίας που είναι ευρέως γνωστοί στη Θεωρία της Κοινωνικής Επιλογής, οι οποίοι μας

βοηθούν να συναθροίσουμε μικρές σε μέγεθος κατατάξεις, μερικές ή ελλιπείς, σε μια παγκόσμια

κατάταξη. Μια άμεση εφαρμογή έχει αντίκρισμα στα μαζικά ανοικτά διαδικτυακά μαθήματα

(γνωστά και ωςMOOCs) και ιδιαίτερα στην αξιολόγηση μεταξύ ομότιμων (peer grading), όπου

αυτού του είδους οι πλατφόρμες χρησιμοποιούνται εκτενώς από φοιτητές σε όλο τον κόσμο και

στις περισσότερες περιπτώσεις η βαθμολόγηση (αξιολόγηση των γραπτών) γίνεται από τους

ίδιους τους συμμετέχοντες που είναι εγγεγραμμένοι σε ένα μάθημα.Η ιδέα της αξιολόγησης με-

ταξύ ομότιμων είναι το εξής, δίνεται σε κάθε φοιτητή ένας μικρός αριθμός από γραπτά (άλλων

φοιτητών) ώστε να τα αξιολογήσει με τον περιορισμό ότι κανένας φοιτητής δεν θα αξιολογήσει

το δικό του γραπτό, ταυτόχρονα ένας ακόμα περιορισμός είναι ότι οι φοιτητές δεν χρησιμο-

ποιούν σκορ για την αξιολόγηση των γραπτών, αλλά κατάσσουν τα γραπτά από το καλύτερο

στο χειρότερο. Στη συνέχεια, εφαρμόζουμε κανόνες ψηφοφορίας για να συναθροίσουμε αυτές

τις κατατάξεις προκειμένου να καταλήξουμε σε μία συνολική κατάταξη των γραπτών. Στόχος

μας είναι αυτή η συνολική κατάταξη να είναι όσο το δυνατόν πιο κοντά στην αντικειμενική

αλήθεια. Αποδεικνύουμε ότι ένας πολύ απλός κανόνας ψηφοφορίας, συγκεκριμένα ο κανόνας

του Borda, μπορεί να ανακτήσει 1−O( 1√
k
) μέρος της αληθινής κατάταξης (δηλαδή της θεμελιώ-

δους αλήθειας), όπου k είναι ο αριθμός των γραπτών που κάθε φοιτητής πρέπει να αξιολογήσει

και να μας επιστρέψει με τη μορφή κατάταξης.

Επίσης, ορίζουμε και μελετούμε μια μεγάλη κλάση κανόνων συνάθροισης, την οποία ονο-

iii



μάζουμε Type Ordering Aggregation Rules (Κανόνες Συνάθροισης με τη μορφή Ταξινόμησης Τύπων).

Παρουσιάζουμε ένα θεωρητικό πλαίσιο για την αξιολόγηση της απόδοσης κάθε μέλους αυτής

της κλάσης. Καταλήγουμε σε στατιστικές πληροφορίες σχετικά με τη αξιολογητική συμπερι-

φορά των μαθητών και στη συνέχεια το θεωρητικό μας πλαίσιο μπορεί να χρησιμεύσει ως εργα-

λείο βελτιστοποίησης για την επιλογή του βέλτιστου Κανόνα Συνάθροισης με τη μορφή Ταξινό-

μησης Τύπων. Αυτό απαιτεί μια ακριβής λύση σε ένα στιγμιότυπο του προβλήματος feedback

arc set, το οποίο, αν και γενικά είναι ένα NP-δύσκολο πρόβλημα, μπορεί να λυθεί ακριβώς

για τις περιπτώσεις που προκύπτουν στη μελέτη μας. Το θεωρητικό πλαίσιο μας επιτρέπει να

επιτύχουμε μια σειρά αποτελεσμάτων. Αποδεικνύουμε ότι ο κανόνας του Borda είναι ο βέλτι-

στος κανόνας όταν οι φοιτητές δρουν ως τέλειοι αξιολογητές και η απόδοσή του είναι πάντα

πολύ κοντά στη βέλτιστη. Επιπλέον, η απόφαση για το βέλτιστο κανόνα συνάθροισης εξαρ-

τάται σε μεγάλο βαθμό από τις πληροφορίες σχετικά με τη αξιολογητική συμπεριφορά των

σπουδαστών.

Επίσης, σχεδιάζουμε και αναλύουμε αλγορίθμους για την συνάθροιση ελλιπών κατατάξεων

που βρίσκουν χρησιμότητα σε εφαρμογές αξιολόγησης επιχειρήσεων. Εφαρμογές αυτού του εί-

δους μπορούν να βρεθούν σε πλατφόρμες και συστήματα συστάσεων. Εδώ, κάθε χρήστης μας

“προμηθεύει” με μία ελλιπή κατάταξη εστιατορίων, ξενοδοχείων, ταινιών και πολλών άλλων

που έχει χρησιμοποιήσει ως προϊόν. Σχεδιάζουμε αλγορίθμους οι οποίοι βρίσκουν τον καλύ-

τερο θεσιακό κανόνα βαθμολόγησης και ως στόχο έχουμε να συναθροίσουμε τις επιμέρους ελ-

λιπείς κατατάξεις. Η υπόθεση που κάνουμε είναι η εξής, έχουμε μία μερική γνώση των σωστών

συγκρίσεων εκ των προτέρων, τις οποίες συγκρίσεις τις χρησιμοποιούμε ως περιορισμούς. Δε-

δομένου αυτών των περιορισμών και των επιμέρους ελλιπών κατατάξεων, το πρόβλημα βελ-

τιστοποίησης είναι να βρούμε τον καλύτερο θεσιακό κανόνα βαθμολόγησης, το οποίο είναι

NP-δύσκολο. Σχεδιάζουμε αλγόριθμο ο οποίος είναι ακριβής και λύνει το πρόβλημα βελτιστο-

ποίησης σε χρόνο ο οποίος εξαρτάται εκθετικά μόνο από μία παράμετρο d, όπου d είναι ο αριθ-

μός των εναλλακτικών επιλογών που κατατάσσει κάθε χρήστης. Επομένως, ο αλγόριθμός μας

τρέχει σε χρόνο πολυωνυμικό όταν το d είναι μία σταθερά. Έπειτα λύνουμε το πρόβλημα βελ-

τιστοποίησης προσεγγιστικά και αποδεικνύουμε ότι ένα απλός κανόνας βαθμολόγησης όπως ο

κανόνας t-approval αποδίδει μία 1/d-προσεγγιστική λύση. Έπειτα, σχεδιάζουμε έναν πιο εκλε-

πτυσμένο προσεγγιστικό αλγόριθμο ο οποίος παραμετροποιείται από ένα θετικό ακέραιο k και

αποδίδει μία (ϵd)−1-προσεγγιστική λύση. Τέλος, αποδεικνύουμε ότι το πρόβλημα βελτιστοποί-
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ησης που μελετάμε είναι δύσκολο να προσεγγιστεί καλύτερα από 23/24 και παρουσιάζουμε

αυτό το φράγμα μη-προσεγγισιμότητας.

Συνολικά, αυτή η διατριβή δεν βασίζεται μόνο σε θεωρητικά αποτελέσματα. Η πρόθεσή

μας είναι να εξετάσουμε την απλότητα και την απόδοση αυτών των θεωρητικών αποτελεσμά-

των. Έτσι, συμπληρώνουμε τα θεωρητικά μας αποτελέσματα με πειραματικά αποτελέσματα και

προσομοιώσεις. Πρώτον, τα εργαστηριακά πειράματά μας εξαρτώνται σε τεχνητά δεδομένα τα

οποία δημιουργήσαμε και ως στόχο είχαμε να εξετάσουμε την απόδοση των αλγόριθμών μας.

Δεύτερον, σχεδιάσαμε δύο πραγματικά πειράματα (ή πειράματα πεδίου), από τα οποία κα-

ταφέραμε να εξάγουμε συγκεκριμένες πληροφορίες από τους συμμετέχοντες με στόχο να τις

χρησιμοποιήσουμε για εκτεταμένες προσομοιώσεις. Καταφέραμε έτσι να επιβεβαιώσουμε τα

θεωρητικά μας αποτελέσματα.
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Chapter 1

Introduction

Notions such as elections and voting come from ancient times when communities and societies

had the need to make collective decisions on different aspects. An election is the formal way to

express the preference of a group in a democraticway. Today, thisway of expression falls under

the scope of Social Choice Theory, which considers the problem of aggregating the preferences

of a group in order to derive a social preference that represents this group.

Although the systematic study of voting rules and elections began in the late 18th century,

an early reference has been observed in one of Aristotle’s work “Athenaion Politeia”, where

the Nine Archons1 elected six Lawgivers and their clerk, the Archon, the King and War-lord,

from each tribe in turn, by lottery [5].

Later in Plutarch’s work “Paralleloi Bioi” in “Life of Aristeides” [70], we learn that

Aristeides was exiled from Athens by the procedure of “Ostracism”. Cleisthenes was the one

who around 600BC established the law of Ostracism. The procedure was the following,

“each voter took an ostrakon, or potsherd, wrote on it the name of that citizen whom he wished to

remove from the city, and brought it to a place in the agora which was all fenced about with railings. The

archons first counted the total number of ostraka cast. For if the voters were less than six thousand, the

ostracism was void. Then they separated the names, and the man who had received the most votes they

proclaimed banished for ten years, with the right to enjoy the income from his property” [71].

Later, in 1785, Marie JeanAntoineNicolas de Caritat, known asMarquis de Condorcet, who

was a French philosopher, mathematician and political scientist, proposed an election method

that elects the candidate who beats every other candidate in pairwise majority, whenever there

1“Archon” can be translated to “Lord” in English
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is such a candidate. A winner under this property is called the Condorcet winner.

At the same period, there was a dispute between Marquis de Condorcet and the French

engineer Jean-Charles de Borda, who proposed the well known today Borda count, according

to which each voter ranks all candidates (i.e., from the most preferred to the least preferred),

and each candidate receives, for each vote, a number of points corresponding to the number of

candidates ranked below her [16]. In the 19th century another famous mathematician Charles

LutwidgeDodgson (also known by his pen name, Lewis Carroll), proposed a voting rulewhich

extends Condorcet’s method by swapping candidates until a Condorcet winner is found.

It was not until later in the middle 20th century, when Kenneth Joseph Arrow in [6] proved

a more general theorem stating that there exists no social welfare function (operating on more

than two candidates) that satisfies simultaneously a series of properties, unless it is dictatorial.

This is known as Arrow’s impossibility theorem, and has led the way until today for the

study of strategic implications in voting rules [64]. Later, Allan Gibbard in [41] and Mark

Satterthwaite in [74] independently proved an impossibility theorem that states that there

does not exist a social choice function that can simultaneously satisfy three conditions: non-

manipulability (that is, a voting rule is not susceptible to strategic voters), ontoness (that is, any

candidate can be the winner under some profile), and non-dictatorship (that is, no voter can be

the dictator in order to impose her most favourite candidate as the winner of the election), see

also [16].

Nowadays, an extensive study is being carried out in the field of Computational Social

Choice theory from economists, mathematicians, and computer scientists. More and more

internet and mobile applications exploit methods that are inspired from Social Choice theory,

which serve in helping the general public/users to make their decisions. Notable examples are

robovote.org, which is a tool that aims to facilitate collective decision making among people

(this exciting idea utilizes algorithms from [13] and [24], and it is closer to the theme of the

current thesis), aand www.spliddit.org, which is a tool that provides easy access to carefully

designed fair division methods.

2
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1.1 Computational Social Choice Theory

Traditionally, Social Choice Theory has attempted an axiomatic treatment of voting the sense

that has aimed to prove socially-desirable properties that the several voting rules enjoy. In the

second half of the 20th century, with the advent of computational systems, there was a need

to examine voting rules from the complexity perspective. Until then, Social Choice theory was

a subject of study for philosophers, economists, mathematicians, and political scientists who

“neglected the computational complexity effort of voting rules to determine the outcome” [17].

Put it simply, when an election is held, people vote for their most preferred candidate, and then

a voting rule aggregates these votes to output the outcome, meaning the candidate that wins

the elections.

Formally, in an election systemwe have a setM ofm candidates (or alternatives), and a set

N of n voters (or agents). We denote by P a profile consisting of n linear orders over M. We

say that each voter i has a preference (or vote)≻i∈ P , which is a complete order (or ranking) on

M. For example, if a voter i has the preference α ≻i β, over two candidates α and β, this means

that this voter prefers α to β. A function W : Pn → P , is called a social welfare function, which

aggregates the preferences (votes) of all voters into a single preference (or ranking). Also, a

function w : Pn → M, is called a social choice function, which aggregates the preferences of the

voters to the most preferable candidate (the winner).

Two famous voting rules are Plurality and Borda count. Plurality is the voting rule

which assigns scores to the candidates according to the following scoring vector plurality =

(1, 0, 0, 0, ..). That is, a candidate gets one point if she is the most preferred candidate of a voter

and zero points otherwise. The candidate with the most total number of points is selected as

thewinner, i.e., thewinner is argmaxj∈M
{∑

i∈N sci(j)
}
. Borda count assigns scores according

to the vector borda = (m− 1,m− 2, ..., 0) or (m,m− 1, ..., 1), that is, a candidate gets one point

for every other candidate ranked below her in each vote. The Borda score of a candidate is

defined as
∑
i∈N

sci(j), and the candidates are sorted in non-increasing order in terms of their

Borda score, breaking ties in some way.

Research about the computational complexity of voting rules has been based on two main

axes. The first one concerns the impracticality of voting rules. This means that there exist rules

for which it is difficult to determine the winning candidate. One of the first that examined
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the complexity of voting rules were Bartholdi et al. in [10], who showed that it is NP-hard

to determine whether any particular candidate is the winner of a Dodgson election or of a

Kemeny election. Thewinner in a Dodgson election is the candidate that requires theminimum

number of pairwise swaps in order to become a Condorcet winner. Kemeny’s rule measures

the distance between two rankings, by counting pairs of alternatives on which they disagree.

For any profile P , the Kemeny rule returns the ranking that minimize this distance. For a very

good introduction to this subject, we refer the interesting reader to [20].

The second axis concerns the resistance of voting rules to strategic manipulation, meaning

that no voter canmanipulate an election in polynomial time. In [9], Bartholdi et al., showed that

voting rules such as Plurality, Borda count,Maximin, andCopeland’smethod aremanipulable.

Specifically they showed that if a voting rule can be represented as a scoring function and is

monotone, then it can bemanipulated. Of course, there are rules that are difficult tomanipulate.

Such an example is the thewell-knownCopeland’s voting rule [9]. For a brief overviewwe refer

the interesting reader to [30].

1.2 Applications of Computational Social Choice Theory

During the recent years, there has been a blooming of educational platforms such as Coursera,

EdX andmanymore, that provide easy access to high level education courses. These platforms

have become a trend and have attracted significant funding from venture capitals and support

from leading academics. At the end of 2017, these platforms had more than 81 million users

— essentially, students attending the offered courses — and this number is expected to further

increase in the near future. The term “massive open online course”, or simply MOOC, is very

descriptive of the service these platforms offer.

A MOOC is the result of the partnership with a faculty member in a top university or/and

with professionals from the industry, whose role is to design the course and organize the

material so that it takes advantage of the most popular Internet apps that the platform utilizes.

Their vision is to use the Internet and provide (to a huge number of students) an educational

experience that is typical in courses targeted to smaller audiences in top-class universities.

One can find courses for almost all scientific fields such as Computer Science, Mathematics,

Economics and many more. The courses are offered from a plethora of universities around
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the world, and from professors therein. At the same time, if a student manages to successfully

complete the course, then she can get a certification of completion.

The big issue is in the massive student participation. Of course, the Internet provides

the necessary tools to make exams with huge numbers of students possible. But what about

assessment and grading? Even though the service provided is certainly useful, the viability

of MOOCs will strongly depend on their revenue sources. Currently, investments from VCs

have secured their survival for a short term, but their long term success requires a more stable

businessmodel. A feature that is one of themain sources of revenue forMOOCs is the so-called

verified certificate which the students can get at a reasonable cost. The verified certificate keeps

information about the performance of a student in a course (or in a chain of courses) and can be

used to justify a student’s quality to potential employers. So, the verified certificate should have

reliable information about the student performance in the courses she has participated in. Even

though the means to guarantee this in the traditional University system is well-established,

achieving this in a MOOC is a challenge.

The most popular courses attract 50 000 students or more and the vision of MOOCs

enthusiasts is for millions of students per course. Given this, a crucial question is: is grading

of assignments or exams possible, due to the massiveness of the participation? An apparent

bottleneck for the full deployment and success of MOOCs is the fact that assessment and

grading with the classical means is extremely costly. A typical approach is to use closed type

questions (i.e., multiple choice, or “fill in the gap”) in exams or assignments so that grading

can be done automatically. This is highly unsatisfactory when, as part of a course, one would

like to evaluate the students’ ability of proving a mathematical statement, or expressing their

critical thinking over an issue, or even demonstrating their creative writing skills. Evaluating

this ability is inherently a human computation task [50].

The only solution that seems consistent to the MOOCs vision is known as peer grading [48,

79], according to which the grading task is outsourced to the students that participated to the

exam themselves; for example, they can be required to grade (a small number of) their peers’

assignments as part of their own assignment [66]. Of course, allowing the students to grade

using cardinal scores is risky; they are not experienced in assessing the performance of their

peers in absolute terms2 and they may have strong incentives to assign low scores to everyone

2This is in contrast to the main assumption behind the reviewing systems that are used in academic conferences.
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in order to increase their own relative success in the assignment.

This has already been implemented in some MOOCs and standalone experimental

tools such as crowdgrader.org [31], peergrading.org [73], and our own co-rank3 [21]

(which is discussed in Chapter 4) are already available. Even though the approach seems

straightforward, there are subtle implementation issues. For example, allowing the students

to use cardinal scores is problematic, since they participate both in the exam and in grading

and they may have incentives to assign low grades in order to improve their personal relative

performance. Even if we assume that they grade honestly, their experience in doing so is very

limited and the result will most probably be unreliable.

An alternative that sounds feasible is to ask each student to provide a ranking of a small

number of her peers’ assignments and then compute a global ranking by merging the partial

ones; this is known as ordinal peer grading, which has recently received significant attention in

the AI and machine learning community (e.g., see [73, 76]). We are now ready to pose our first

significant set of questions:

Question 1. Can this global ranking be in accordance to the objective comparison of students in terms

of their performance in the assignment? Which are the necessary methods for this computation? And

how accurate can this global ranking be?

Social choice theory [16] studies voting rules (also known as social choice or social welfare

functions) that compute a winning alternative or a ranking of the available alternatives from

voter preferences. Typically, the preference of each voter is supposed to be a ranking over all

available alternatives. We deviate from this assumption and, instead, we focus our attention

to settings in which each voter (or, better, agent for our purposes) ranks only a small subset of

the alternatives. Such incomplete rankings seem to be non-standard in the literature; the papers

[33, 36, 75] are some notable exceptions.

Our adoption of incomplete rankings is further motivated by crowdsourcing [50] and rating

applications. For example, assume that a requester would like to rank a huge set of alternatives

using expert opinions from a crowd of workers. Asking each worker for her opinion on the

whole set of alternatives (i.e., for a full ranking of them) could be problematic since, most

probably, the worker will not be aware of most of the alternatives. Even if she tries to obtain

3Available at co-rank.ceid.upatras.gr.
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additional information, coming up with consistent comparisons between alternatives that she

knowswell and alternatives that she has no idea about, would be rather impossible, given their

huge number. Instead, this task would be much easier if workers focused on small fixed sets of

alternatives. The requester could give each worker a different set of few alternatives to rank.

Then, processing smaller inputs and merging them to come up with a global ranking of all

alternatives would be easier for the requester as well.

An example of the rating application that we envision is as follows. Users of a hotel booking

system are asked to rank hotels in a specific city, inwhich they have recently stayed. The goal of

the system is to compute a full ranking of the hotels (or, possibly, different rankings depending

on different relevant criteria, such as price, cleanliness, location, etc.) that can help new users.

Clearly, each user can providemeaningful feedback for just a fewhotels. Again, in this scenario,

the system might ask each user to focus only on a subset of the hotels she knows. Similar

examples of rating applications include systems related to ranking restaurants, universities,

and so on.

Besides the different sets of alternatives each individual is asked to rank in the above

scenarios, another implicit feature is that there is an underlying true ranking of all alternatives

(e.g., the ranking of exam papers in terms of their quality or the ranking of hotels in terms

of their facilities) that we would like to compute when aggregating the individual preferences.

Canwe do so using simple voting-like rules? Such concerns are summarizedwith the following

question.

Question 2. Assuming that we have partial knowledge of the underlying true ranking and access to

sampled profiles, which is the rule that yields an outcome that is as consistent as possible to (our partial

knowledge of) the underlying true ranking when applied to the sampled profiles?

To address this we follow an optimization approach which aims to compute the best

possible rule from a quite large family of rank aggregation rules.

1.3 Our contribution and thesis overview

In this Section we give a brief overview of the next chapters, and provide the corresponding

reference to our publications. Very briefly, we begin with a formal analysis of a simple method

for aggregating partial rankings in MOOCs. Then, we present a theoretical framework that
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we designed, which serves as an optimization toolkit that seeks for the best type ordering

aggregation rule. We also developed an internet tool called co-rank, in order to apply our

findings to real world cases. Lastly, we design algorithms for optimizing positional scoring

rules.

1.3.1 Aggregating partial rankings with applications to peer grading in massive

open online courses

In this thesis, we address questions like Question 1 and provide both conceptual and technical

answers. Aggregating individual rankings into a global one is the main goal of voting rules

from social choice theory, where a set of voters provide rankings over all available alternatives,

and a voting rule has to transform this input into a winning alternative or a ranking of all

alternatives.

At first glance, ordinal peer grading seems to be a natural application area for classical

voting theory. Interestingly, its particular characteristics deviate from those usually assumed

in the voting literature. First, each voter is also an alternative. This is a rare assumption in

social choice in works that focus mostly on incentives issues (e.g., see [4, 45]). Second, the input

consists of partial rankings over small subsets of alternatives. The closest such approach in

social choice is known as preference elicitation [28] where simple queries are asked to each

voter about their preferences; for example, in top-k elicitation [39], each voter provides the

partial ranking of the k alternatives she likes the most.

In general, ordinal peer grading involves three tasks. After the end of an exam, copies

of exam papers are distributed to the students. Then, each student acts as grader and ranks

the exam papers she received. Afterwards, the partial rankings are aggregated into a global

ranking. In Chapters 2 and 3we assume that the distribution of the exampapers to the students

is so that the grading load is balanced. Ourmodel uses a grading scheme that asks each student

to rank the assignments of k other students. For fairness reasons, we restrict ourselves to

grading schemes that distribute each assignment to exactly k students. InChapter 2we consider

a perfect grading scenario where each student simply ranks the k exam papers in her bundle

in strictly decreasing order of quality. Unlike recent studies [22, 73, 76], we investigate the

potential of applying ordinal peer grading exclusively, i.e., without involving any professionals

in grading. We assume that there is an underlying true (strict) ranking of the assignments (the
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ground truth) and we would like to recover correctly an as high as possible fraction of it using

input from the students.

The (complexity) effects of using only partial rankings in voting have been studied under

the possible and necessary winner problems (e.g., see [82]). An important characteristic of

ordinal peer grading is that the partial rankings have the same size and that each assignment is

given to the same number of graders. And finally, there is an objectiveway to assess the ordinal

peer grading outcome by comparing it to the objective comparison of the students in terms of

performance in the assignment. This is close in spirit to recent approaches that use voting in

order to learn a ground truth, such as a winning alternative [27] or an underlying true ranking

[26]. In this thesis, we deviate from these studies as well since we aim to learn the ground truth

only approximately. So, ordinal peer grading is a setting where ideas and analysis techniques

from human computation, voting, and learning are blended together in non-trivial ways.

We have two scenarios that determine the input. In the first one, we assume that, after

the students have submitted their assignments, the instructor announces indicative solutions

and grading instructions. Here, we make the simplifying assumption that each student grades

the assignments in her bundle consistently to the ground truth; we refer to this scenario as

perfect grading. In a second scenario that is also considered in [73], we assume that grading

is performed without any guidance by the instructor. Here, the natural assumption is that the

quality of a student determines both her performance in the assignment as well as her grading

ability.

We theoretically analyse the Borda–like method for aggregating the partial rankings

(mentioned in Section 1.2). We rigorously prove that this method, can guarantee an expected

fraction of 1 −O(1/
√
k) correctly recovered pairwise relations compared to the ground truth.

Under mild assumptions, this guarantee can be improved to 1 − O(1/k) . These theoretical

guarantees hold under the (seemingly unrealistic) scenario that graders are consistent to the

ground truth (students act as perfect graders).

We complement this first set of theoretical results with experiments for two scenarios.

First, students act as perfect graders like in our assumption behind the theoretical analyss of

Borda, and second, students grade imperfectly (imperfect scenario). In the second scenario we

assume that graders are not consistent to the ground truth, and they grade (rank) according

to a noisy generator (probabilistic distribution) that affects the position of the student in the

9



ground truth, and also her ability to grade. We experimentally show that Borda–like method

is robust and performs well under both scenarios. The results above can be found in [22].

1.3.2 How effective can simple ordinal peer grading be?

The analysis of the Borda-like method in Chapter 2 is quite involved, hence, in Chapter 3, we

simplify things by neglecting any dependencies due to the distribution of the exam papers to

bundles. We define a new class of aggregation rules which we call Type-Ordering Aggregation

Rules. A type-ordering aggregation rule determines the position each exam paper has in the

final ranking based only on the ranks that it has in the bundles which contain it. By the term

typewemean an exam paper that refers to the grading result for it. Each exam paper belongs to

the bundles of k different graders, its type is a vector of k integers that contain the position the

exam paper has in the k partial rankings provided by the graders that have it in their bundle. A

type-ordering aggregation rule uses a strict ordering of the types, and the final ranking of the

exam papers follows the ordering of their types, breaking ties uniformly at random. Following

Question 1, and the result of simple aggregation rules in Chapter 2, the second significant

question that we pose in this thesis is, what is the best possible type-ordering aggregation rule?

Can an accurate estimation of its performance be theoretically predicted?

In search of a generalisation, in Chapter 3, we deviated from previous works (including

our findings in Chapter 2), and came up with a radically different approach. We defined

a framework that seeks for the optimal type-ordering aggregation rule. Type-ordering

aggregation rules can be seen as a broad class of rules that are defined through types; Borda

is one such rule. Our framework is not restricted to perfect graders but exploits statistical

information about grading behavior when computing the performance estimate for a rank

aggregation rule.

Now, our goal is to find an ordering of the types in order tomaximize the objective function.

Note that, the objective function is the expected fraction of correctly recovered pairwise

relations. We must mention here that the objective function takes as input an integer k which

is the number of exam papers a student has in her bundle, an ordering of the types, and a

noise matrix P , which represents the statistical information about the grading behavior of the

students. Our optimization problem now is shown to be equivalent to solving the feedback arc
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set (FAS) problem on an edge-weighted complete directed graph. Even though FAS is an NP-

hard problem, it can be solved exactly for the instances that do arise in our setting. Interestingly,

we managed to prove that under the assumption that students act as perfect graders, Borda is

the optimal type ordering aggregation rule.

This work is also accompaniedwith two field experiments andmultiple sets of simulations.

We designed field experiments where our goal was to investigate how effective real students

can be in ordinal grading. For this purpose, we created hypothetical exams and bundles of

k = 6 exam papers, and asked the students to rank the exam papers in their bundles. This gave

us the opportunity to extract specific statistical information on how students rank and, thus,

wewere able to conduct simulations in order to examine the performance of our framework on

realistic scenarios. At the same time, we also considered statistical information extracted from

theoretical models such as Mallows [56] and a random utility like model [78]. The exciting

part here is that the performance of all optimal type-ordering aggregation rules for all practical

scenarios that we considered coincides with the theoretically predicted values. These results

have been published in [23].

1.3.3 co-rank: An Online Tool for Collectively Deciding Efficient Rankings among

Peers

The culmination of our previous works in ordinal peer grading, was the design of an internet

tool that can assist academics in the evaluation of examination papers. This tool provides

functionalities for both instructors (academics) and students (graders). Such functionalities are

the distribution of exam papers to students in order to evaluate them, various aggregation

algorithms, and different performance objectives that an instructor can use. In Chapter 4 we

present detailed information about the implementation, the workflow, and the algorithms that

we have designed. These results have been published in [21].

1.3.4 Optimizing positional scoring rules for rank aggregation

In addition to ordinal peer grading, in this thesis, we also study problems that arise in

the context of rating applications. Nowadays, several crowdsourcing projects exploit social

choice methods for computing an aggregate ranking of alternatives given individual rankings

provided by workers. Motivated by such systems, in Chapter 5, we consider a setting where
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each worker is asked to rank a fixed (small) number of alternatives and, then, a positional

scoring rule is used to compute the aggregate ranking.

The ever-growing usage of platforms that ask users to review “items” that they have used,

in order to come up with a global ranking of these items, motivated us to design algorithms

for the aggregation of individual reviews. With that in mind, instead of asking from a user to

rate and review a specific item with a cardinal score, we consider a setting where each user is

asked to rank a fixed (small) number of alternatives and, then, a positional scoring rule is used

to compute the aggregate ranking.

Hence, in Chapter 5, we define an optimization problem in which given a profile of

individual (possible) incomplete rankings and desired pairwise relations of alternatives (to be

thought of as parts of the underlying true ranking towhichwe have access) with corresponding

weights (indicating the importance of each relation), we would like to compute the positional

scoring rule, whose outcome, when applied on the profile, maximizes the total weight of the

desired pairwise relations it satisfies. We refer to this seemingly fundamental optimization

problem as OptPSR, standing for “Optimizing Positional Scoring Rules”.

We study the Question 2 for positional scoring rules (or, simply, scoring rules), which have

played a central role in social choice theory. Two factors that have led to this decision are their

simplicity and effectiveness. Simplicity follows by their definition and effectiveness is justified

by our experimental results. In particular, we consider settings in which each agent is asked to

rank the same number d of alternatives; this is consistent to the ordinal peer grading approach

as it has been applied in MOOCs [23, 73] as well as in a pilot review process [43] that has been

used by the National Science Foundation in USA. A positional scoring rule in our setting is

defined by a scoring vector (s1, s2, ..., sd). It takes as input the incomplete individual rankings

of the agents and computes scores for alternatives as follows. An alternative gets sk points each

time it is ranked k-th by an agent and its score is its total number of points. The final ranking

is obtained by ordering all alternatives in terms of their scores, in non-increasing order.

Firstly, we designed an exact algorithm which solves the optimization problem in time

that depends exponentially only on the parameter d, that is the number of alternatives a

user is asked to rank. This result urged us to design two approximation algorithms. The first

one, searches among the class of t-approval scoring rules, and returns the one that satisfies

constraints of highest total weight. The solutions returned are always at least 1/d-approximate.
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The second one is a more sophisticated approximation algorithm, and achieves even better

approximation ratios at the expense of higher (but still polynomial) running time. We also

present a negative result, where we show that the optimization problem that we considered

is not only computationally hard to solve exactly, but also NP-hard to approximate within an

explicit inapproximability bound of 23/24.

We also describe experiments from the execution of positional scoring rules/algorithms on

many instances of our optimization problem. We use two real-world profiles, which we have

carefully collected, as well as numerous synthetic profiles that are produced by simulating

agents whose ranking behavior follows the Bradley-Terry [15] and Plackett-Luce [55, 69] noise

models. In contrast to our theoretical work, which is based on worst-case assumptions, our

experimental results show that well-known positional scoring rules as well as our algorithms

perform remarkably well and recover almost 100% of the desired constraints in all scenarios

we have examined. These results have been published here [19].
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Chapter 2

A theoretical analysis of a Borda–like

rank aggregation for peer grading

In this Chapter we present a theoretical analysis of Borda when the partial rankings that

are given as input are consistent to the ground truth. In Section 2.1 we begin by presenting

the model that we follow in this chapter, and give the necessary definitions. Afterwards, in

Section 2.2 we formally define the problem definition, and give insight for the difficulty of the

problem with a preliminary result. We continue in Section 2.3 by presenting our theoretical

result and prove that by using random k-regular graphs as a way to distribute k assignments

per student, Borda recovers correctly an expected fraction of 1 − O(1/
√
k) of the pairwise

relations in the ground truth. If the distribution of the assignments has some particularly

desired simple structure, an even better guarantee of 1−O(1/k) is obtained. The independence

of these results from the number of students is rather surprising. Our proofs exploit the

beautiful theory of martingales in order to cope with dependencies between random variables

that are involved in the analysis.

We also present extensive experiments with Borda and other aggregation rules in Section

2.4. Our findings further justify the robustness of Borda, even in the scenario of imperfect

grading. For example, Borda is shown to recover more than 88% of the ground truth

by distributing 8 assignments per student (with students having highly varying grading

capabilities). Here, we borrow ideas from recent studies on voting and learning (e.g., [26]) and

use noisemodels for the generation of randompartial rankingswhose distance from the ground

truth depends on the quality of the graders.
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2.1 Model

Let A denote a universe of n elements. A collection B of subsets of A is called a grading scheme

with parameters n and k ≤ n (or (n, k)-grading scheme) if B consists of n subsets of A called

bundles, each bundle has size k, and each element ofA belongs to exactly k subsets of B. To see

the relation to peer grading, we can view the elements of the universe A as the n exam papers

of students participating in an assignment. Each bundle contains k exam papers that will be

graded by a distinct student. Of course, we require that no student will grade her own exam

paper. This can be easily achieved by a matching computation.1

Alternatively, we can represent the (n, k)-grading scheme with a bipartite graph G =

(U, V,E) which we will call (n, k)-bundle graph. The set of nodes U has size n and contains a

distinct node for each element of A. The set of nodes V has size n too and contains a node for

each bundle of B. The set of edges E contains an edge (u, v) connecting node u ∈ U with node

v ∈ V if and only if the element corresponding to node u belongs to the bundle corresponding

to node v. Clearly, an (n, k)-bundle graph is k-regular. Actually, every k-regular bipartite graph

has the same number n of nodes in both bipartition sides and be used as an (n, k)-bundle graph.

A partial ranking ≻b associated with a bundle b ∈ B is simply a ranking of the elements b

contains. We remark that ≻b is undefined for elements not belonging to B. A profile is simply

the collection that contains the partial ranking ≻b for each bundle b of B. An aggregation rule

takes as input a profile of partial rankings and computes a complete ranking of all elements.

A typical example is the following rule that extends Borda count from classical voting theory.

Each element gets a score from each appearance in a partial ranking. The Borda score of an

element is then the sum of the scores from all partial rankings. Within each partial ranking,

a score of k is given to the element that is ranked first, a score of k − 1 to the element that

is ranked second, and so on. The final complete ranking is computed by sorting the elements

in decreasing order in terms of their Borda scores. We will use the term Borda to refer to this

aggregation rule. Even though one can think of several different ways to resolve ties, we simply

ignore ties in our theoretical analysis (Section 2.3) and use uniformly random tie-breaking in

our experiments (Section 2.4).

1Indeed, for every student i, there are n − k bundles that do not contain her exam paper. Then, the bipartite
graph that represents the information about the bundles that a student is allowed to grade is regular and, by Hall’s
matching theorem, has a perfect matching. This matching can be used to assign bundles of exam papers to students.
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For comparison reasons, we have also considered another aggregation rule which we call

Random Serial Dictatorship (RSD). The term is inspired by the well-knownmechanism for house

allocation markets [1]. A complete ranking is computed gradually starting from an initially

empty one. In a first serial phase, the partial rankings are considered in a random order. When

considering a partial ranking, we copy to the global one all the pairwise relations that do not

contradict (i.e., do not form cycles with) relations copied earlier.When all partial rankings have

been considered, the global partial ranking is augmented by the pairwise relations implied due

to transitivity (e.g., the pairwise relations x ≻ y and y ≻ z copied from two partial rankings

imply that x ≻ z as well). Then, we use a second random completion phase to complete the global

ranking as follows. In each step, we pick a random pair of elements whose relation has not

been decided so far. We make this decision randomly and update all pairwise relations that

this decision and the existing ones imply due to transitivity. We continue this way until all

pairwise relations have been decided.

2.2 Problem Statement

We are now ready to give the statement of the problem that we consider more formally. In

general, we would like to use the grading schemes and aggregation rules in order to learn

an unknown ground truth, i.e., a ranking of the elements representing their relative quality.

A first question is whether the ground truth can be learnt with certainty when the partial

rankings are consistent to it. In other words, we ask for an order-revealing grading scheme (and

a corresponding order-revealing bundle graph) which defines the bundles in such a way that

the partial rankings contain enough information so that all pairwise relations in the ground

truth can be recovered with certainty.

Unfortunately, order-revealing grading schemes have severe limitations. In particular, they

should have the following too demanding property: for every pair of elements, there should be

some bundle that contains both of them.2 Indeed, let B be an order-revealing grading scheme

over a universe A of n elements and assume that there are two elements x and y so that no

bundle contains both x and y. Now, consider a ranking ≻ that has x and y in the first two

2This property essentially asks for a k-regular bipartite graph of diameter at most 3. Our order-revealing bundle
graphs are known as Moore bipartite graphs, i.e., they are the smallest bipartite graphs of degree at least k and of
diameter at most 3; see [61] for a detailed survey on the degree-diameter problem.
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positions and let ≻′ be the ranking that differs from ≻ only in the order of x and y. Clearly,

the partial rankings within the bundles are identical in both cases and, as a result, there is no

way to identify whether the ground truth is the ranking ≻ or the ranking ≻′. Notice that the

above property implies that RSD combinedwith order-revealing grading schemes recovers the

ground truth with certainty (and does not have to run the random completion phase). This is

not the case for Borda unless any two elements co-exist in the same number of bundles (like in

the bundle graphs constructed below).

Clearly, the maximum number of elements that belong to a bundle with x is k(k − 1) and

this number should be at least n − 1 if we want x to belong to some bundle with every other

element. This immediately implies that order-revealing grading schemes should have bundles

of size Ω(
√
n). In sharp contrast to this disappointing observation, we will see that the goal of

approximate order-revealing grading schemes is a very feasible one and leads to effective and

scalable grading solutions in theory and practice. Interestingly, many of our findings in this

chapter make use of bundle graphs that are order-revealing; this is why we have included the

following explicit construction of order-revealing grading schemes for particular values of the

parameters n and k here.

Let p ≥ 1 be a prime and letA be a universe with n = p2+p+1 elements. We will construct

the grading scheme B in which each bundle has size exactly k = p + 1. Observe that these

values for n and k satisfy the lower-bound condition mentioned above with equality. Rename

the elements of A as A = {u} ∪ {vi|i = 0, ..., p − 1} ∪ {wi,j |i = 0, ..., p − 1, j = 0, ..., p − 1} and

define the bundles of B as follows:

• F = {u, v0, v1, ..., vp−1};

• For i = 0, ..., p− 1, Ri = {u} ∪ {wi,j |j = 0, ..., p− 1};

• For i = 0, ..., p− 1 and s = 0, ..., p− 1, Ci,s = {vs} ∪ {wj,(i+j·s) mod p|j = 0, ..., p− 1}.

An order-revealing (7, 3)-bundle graph is depicted in Figure 2.1; it represents the following

grading scheme B. The underlying universe is A = {1, 2, 3, 4, 5, 6, 7} and B has the following

seven 3-sized bundles: {1, 2, 3}, {1, 4, 5}, {1, 6, 7}, {2, 4, 6}, {2, 5, 7}, {3, 4, 7}, and {3, 5, 6}. The

numbering of nodes in set V indicates an assignment of bundles to students for grading and,

hence, nodes with the same number are not adjacent.
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Figure 2.1: An order-revealing (7, 3)-bundle graph.

We prove the correctness of our construction using basic facts from number theory.

Lemma 1. The above construction yields an order-revealing grading scheme.

Proof. Clearly, the above grading scheme consists of n = p2 + p+ 1 bundles of size k = p+ 1.

Also, observe that each element belongs to exactly p+1 bundles. Indeed, element u belongs to

sets F and Ri for i = 0, 1, ..., p − 1. Element vs belongs to sets F and Ci,s for i = 0, 1, ..., p − 1.

Element wi,j belongs to sets Ri and Ct,s such that j = (t+ i · s) mod p.

We complete the proof by showing that for every pair x, y ∈ A, there exists a bundle that

contains both x and y. This is clearly true if one of x and y is u or if both x and y belong to F

or to some Ri, for i = 0, ..., p − 1. So, there are two more cases to be considered. First, assume

that x = vs for s ∈ {0, ..., p − 1} and y = wj,ℓ. Then, there exists an i ∈ {0, ..., p − 1} such that

i + j · s = ℓ (mod p) and, hence, both x and y belong to set Ci,s. It remains to consider the

case where x = wi1,j1 and y = wi2,j2 with 0 ≤ i1 < i2 ≤ p − 1. Then, there exists a unique

s ∈ {0, ..., p − 1} such that (i2 − i1) · s = (j2 − j1) mod p. This follows from the facts that p is

prime and that any linear equation of the form a · z = b (mod n) has gcd(a, n) solutions if and

only if gcd(a, n) divides b. Now, set i = (j1−i1 ·s) mod p and observe that i1 = (i+j1 ·s) mod p

and i2 = (i+ j2 · s) mod p. Hence, both x and y belong to Ci,s and the proof is complete.

We now relax our requirements and seek for an approximate order-revealing grading

scheme. Our aim is to use a bundle graph of simple structure and of very low (i.e., independent

of n) degree and still be able to correctly recover a high fraction of the
(
n
2

)
pairwise relations

in the ground truth. Our grading schemes will be randomized in the sense that we will always
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randomly permute the elements before associating them to nodes of set U of the bundle graph;

let π : U → Adenote this bijection (or permutation). Sometimes, in our experiments, the bundle

graphs we use are themselves random. Much of our work presented in this chapter (i.e., our

theoretical analysis in Section 2.3, aswell as the first among the two sets of experiments reported

in Section 2.4) has focused on the scenario where the partial rankings are consistent to the

ground truth. Our second set of experiments in Section 2.4 uses partial rankings that deviate

from the ground truth according to a noise model.

We have to mention here that in Chapter 3 we will present a radically different approach,

which aims to bypass the limitations of the rigorous theoretical analysis that we present in

Section 2.3, and even get performance estimates of the highest possible accuracy.

2.3 Analysis of Borda – like ordinal peer grading method

In this section, we assume that the (n, k)-bundle graphG = (U, V,E) has k ≥ 3 and n ≥ 3k(k−

1) + 2. These are technical assumptions that do not affect the applicability of our results; recall

that, in practice, we would like n and k to be huge and very small, respectively. Surprisingly,

Borda correctly recovers a very large fraction of the ground truth as the next statement suggests.

Theorem 2. When Borda is applied on partial rankings that are consistent to the ground truth, the

expected fraction of correctly recovered pairwise relations is at least 1−O (1/k) when the (n, k)-bundle

graph has girth at least 6, and at least 1−O
(
1/

√
k
)
in general.

We prove this theorem by relating the performance of Borda only to the degree k and on a

quantity η(G) that characterizes the structure of the bundle graph. For the definition of η(G),

we need some notation; this will be heavily used throughout this section. Given two nodes

u, v of U , we use λu,v to denote their common neighbourhood in V , i.e., λu,v = |N(u) ∩N(v)|.

Observe that

∑
v∈U\{u}

λu,v = k(k − 1)

since G is k-regular. Also, we define the quantity θu,v as

θu,v = 4
∑

z∈N(N(u,v))\{u,v}

(λu,z + λv,z)
2.
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Then,

η(G) =
1

n(n− 1)

∑
u,v∈U

√
θu,v,

where the sum runs over all ordered pairs of u, v in U .

Intuitively, the quantity η(G) is small when, on average, the common neighbourhood

between pairs of nodes is small. The extreme case is when the common neighbourhood consists

of a single node; in this case, the graph has girth3 at least 6. The next lemma provides upper

bounds on η(G) that will be useful later.

Lemma 3. For every k-regular bipartite graph G, η(G) ≤
√

8k(k − 1)(4k − 3). Every k-regular

bipartite graph G of girth at least 6 has η(G) ≤ 4
√

k(k − 1).

Proof. Consider two nodes u, v ∈ U of an arbitrary k-regular bipartite graph. We will show

that θu,v is at most 8k(k− 1)(4k− 3). Consider the sets of nodesN(u)∩N(v),N(u) \N(v), and

N(v) \N(u), and the edges connecting these nodes to N(N(u, v)) \ {u, v}.

Each edge from a node of N(u) ∩ N(v) to a node z ∈ N(N(u, v)) \ {u, v} contributes 2 to

the quantity λu,z + λv,z , which can be up to 2k. Hence, each edge from a node of N(u) ∩N(v)

to a node z ∈ N(N(u, v)) \ {u, v} contributes at most (2k)2 − (2k− 2)2 = 8k− 4 to the quantity

(λu,z + λv,z)
2 and there are |N(u) ∩N(v)|(k − 2) such edges.

Similarly, each edge from a node ofN(u)\N(v) andN(v)\N(u) to a node z ∈ N(N(u, v))\

{u, v} contributes 1 to the quantity λu,z + λv,z , which can be up to 2k − 1. Hence, each edge

from a node ofN(u)\N(v) orN(v)\N(u) to a node z ∈ N(N(u, v))\{u, v} contributes at most

(2k−1)2−(2k−2)2 = 4k−3 to the quantity (λu,z+λv,z)
2 and there are 2(k−|N(u)∩N(v)|)(k−1)

such edges.

So, θu,v is bounded by 4 times the total contributions to quantities (λu,z+λv,z)
2 by the edges

betweenN(u, v) andN(N(u, v)) \ {u, v}, i.e., by 4(|N(u)∩N(v)|(k− 2)(8k− 4)+2(k−|N(u)∩

N(v)|)(k − 1)(4k − 3)) ≤ 8k(k − 1)(4k − 3).

Now, assume that the graph has girth at least 6; this means that λu,z + λv,z ≤ 2 for any

node z ∈ N(N(u, v)) \ {u, v}, otherwise z would be in a 4-cycle with either u or v. We will

show that θu,v ≤ 16k(k − 1). Each node z ∈ N(N(u, v)) \ {u, v} can be adjacent to either one

node ofN(u)∩N(v) or (exclusive) to at most one node ofN(u) \N(v) and at most one node of
3The girth of a graph is the length of its smallest cycle.
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N(v) \N(u). Among the nodes in N(N(u, v)) \ {u, v}, denote by D2 the ones that are adjacent

to one node from N(u) \N(v) and to one node from N(v) \N(u).

So, any node z that is among the |N(u) ∩ N(v)|(k − 2) neighbours of N(u) ∩ N(v) in

N(N(u, v)) \ {u, v} or belongs to D2 has λu,z + λv,z = 2. Any node z among the remaining

2(k − |N(u) ∩N(v)|)(k − 1)− 2|D2| nodes of N(N(u, v)) \ {u, v} has λu,z + λv,z = 1.

Hence,

θu,v = 4(4(|N(u) ∩N(v)|(k − 2) + |D2|) + 2(k − |N(u) ∩N(v)|)(k − 1)− 2|D2|)

= 8k(k − 1) + 8(|N(u) ∩N(v)|(k − 2) + |D2|)− 8|N(u) ∩N(v)|.

The second part of the lemma follows by observing that the quantity |N(u)∩N(v)|(k−2)+ |D2|

is the number of nodes z of N(N(u, v)) \ {u, v} with λu,z + λv,z = 2 which cannot be higher

than k(k − 1).

The important step in the proof of Theorem 2 is to focus on two elements ar and aq with

ranks (positions) r < q in the ground truth and to bound from above the probability that the

difference in their Borda scores is inconsistent to their rank difference. This will require to take

care of several subtle dependencies among the random variables involved. We will do so by

exploiting the beautiful theory ofmartingales and awell-known tail inequality about them. The

necessary background from martingale theory is presented below; the interested reader can

refer to the textbooks [62] and [63] for an introduction to martingales and their applications.

Definition 4. A sequence of random variables Z0, Z1, ..., Zm is a martingale with respect to

a second sequence of random variables X1, X2, ..., Xm if for every i = 1, ...,m, it holds that

E [Zi|X1, ..., Xi] = Zi−1.

The next definition provides a general way to define martingales associated with any

random variable and was first used by Doob [34].

Definition 5. Consider a random variableW and a sequence of random variablesX1, . . . , Xm.

Then, the sequence of random variables Z0, . . . , Zm such that Z0 = E [W ] and Zi =

E [W |X1, . . . , Xi] for every i = 1, . . . ,m is a martingale, called a Doob martingale.

We can now present a powerful tail inequality for martingales that is known as Azuma-

Hoeffding inequality (see Azuma [8] and Hoeffding [44]).
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Lemma 6 (Azuma-Hoeffding inequality). Let Z0, Z1, ..., Zm be a martingale with |Zi −Zi−1| ≤ ci

for i = 1, ...,m. Then, for all t ≥ 0, it holds that

Pr[Zm − Z0 ≤ −t] ≤ exp
(
− t2

2
∑m

i=1 c
2
i

)
.

We are now ready to show that the probability that the Borda score of a high-rank element

is larger than the Borda score of a low-rank element is small. Importantly, it turns out that this

probability decreases exponentially in terms of the rank difference. We will first study such

phenomena under particular conditions on our bijection π.

Lemma 7. Let u, v ∈ U , and consider the two elements ar, aq ∈ A with ranks r < q in the ground

truth. Let Wr,q be the random variable denoting the difference of the Borda score of ar minus the Borda

score of aq and let Γr,q
u,v be the event that π(u) = ar and π(v) = aq. Then,

E
[
Wr,q|Γr,q

u,v

]
= (k(k − 1)− λu,v)

q − r − 1

n− 2
+ λu,v

and

Pr[Wr,q ≤ 0|Γr,q
u,v] ≤ exp

(
−E [Wr,q|Γr,q

u,v]
2

2θu,v

)
.

Proof. We begin the proof by computing the expectation of the Borda scores. Element ar gets

one point for each bundle it belongs to plus one additional point for each appearance of an

element with rank higher than r in the bundles ar belongs to. Assuming that π(u) = ar and

π(v) = aq, there are λu,v appearances of aq in the bundles of ar and k(k− 1)−λu,v appearances

of elements different than ar and aq; each of them has probability n−r−1
n−2 to have higher rank

than r. Hence, the expected Borda score of element ar is k + (k(k − 1)− λu,v)
n−r−1
n−2 + λu,v.

Similarly, element aq gets one point for each bundle it belongs to plus one additional point for

each appearance of an element with rank higher than q. There are k(k−1)−λu,v appearances of

elements different than ar and aq in bundles of aq and each of them has rank higher than qwith

probability n−q
n−2 . Hence, the expected Borda score of element aq is k+(k(k − 1)− λu,v)

n−q
n−2 , and

the expectation of the differenceWr,q is indeed

E
[
Wr,q|Γr,q

u,v

]
= (k(k − 1)− λu,v)

q − r − 1

n− 2
+ λu,v.
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Given Γr,q
u,v, define S = N(N(u, v)) \ {u, v} to be the set of nodes in G that are at distance

exactly 2 from u or v (not including u and v); notice that |S| ≤ 2k(k − 1). Now, consider

an arbitrary ordering o : [|S|] → S of the nodes of S and let Xi be the random variable

denoting the rank of the element π(o(i)). Using the random variables Xi and the random

variable Wr,q, we define the Doob martingale Z0, Z1, ..., Z|S| such that Z0 = E [Wr,q|Γr,q
u,v] and

Zi = E [Wr,q|Γr,q
u,v, X1, ..., Xi] (hence, given Γr,q

u,v,Wr,q = Z|S|). The next technical lemma bounds

the difference |Zi − Zi−1| for i = 1, ..., |S|.

Lemma 8. For every i = 1, ..., |S|, it holds that |Zi − Zi−1| ≤ 2
(
λu,o(i) + λv,o(i)

)
.

Proof. Throughout this proof, all random variables and probabilities are conditioned on the

event Γr,q
u,v, even if, in order to simplify notation, we do not explicitly write so.

For every node w ∈ S, denote by µu,v,w = |N(u) ∩ N(v) ∩ N(w)| the number of common

neighbours between u, v, and w. We can now express Wr,q using the following observations:

the Borda score difference

• increases for each appearance of element aq in the same bundle with ar,

• for each appearance of element π(o(j)) in a bundle containing ar but not aq provided that

the rank of π(o(j)) is higher than r, and

• for each appearance of an element π(o(j)) in a bundle containing both ar and aq provided

that the rank of π(o(j)) is between r and q, and

• decreases for each appearance of element π(o(j)) in a bundle containing aq but not ar

provided that the rank of π(o(j)) is higher than q.

Using our notation λu,v and µu,v,o(j), we have

Wr,q =λu,v +

|S|∑
j=1

(
λu,o(j) − µu,v,o(j)

)
1{Xj > r}+

|S|∑
j=1

µu,v,o(j)1{r < Xj < q}

−
|S|∑
j=1

(
λv,o(j) − µu,v,o(j)

)
1{Xj > q}

=λu,v +

|S|∑
j=1

(
λu,o(j)1{Xj > r} − λv,o(j)1{Xj > q}

)
.
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Here, we have used the notation Y 1{T} to denote the random variable that is equal to Y if the

event T is true, and is zero otherwise.

Denoting by Xi the sequence X1, ..., Xi, we have that the difference |Zi − Zi−1| is

Zi − Zi−1 =

|S|∑
j=i

λu,o(j) (Pr[Xj > r|Xi]− Pr[Xj > r|Xi−1])

−
|S|∑
j=i

λv,o(j) (Pr[Xj > q|Xi]− Pr[Xj > q|Xi−1]) . (2.1)

Once the values ofX1, ..., Xi−1 are determined, let x and y be the number of available ranks

from [n] \ {r, q,X1, ..., Xi−1} that are between r and q and higher than q, respectively. Hence,

for j = i, ..., |S|, we have

Pr[Xj > r|Xi−1] =
x+ y

n− i− 1
,

Pr[Xj > q|Xi−1] =
y

n− i− 1
,

and for j = i+ 1, ..., |S|, we have

Pr[Xj > r|Xi] =
x+ y − 1{Xi > r}

n− i− 2
,

Pr[Xj > q|Xi] =
y − 1{Xi > q}

n− i− 2
.

Now, (2.1) yields

Zi − Zi−1 =λu,o(i)

(
1{Xi > r} − x+ y

n− i− 1

)
− λv,o(j)

(
1{Xi > q} − y

n− i− 1

)

+

|S|∑
j=i+1

λu,o(j)

(
x+ y − 1{Xi > r}

n− i− 2
− x+ y

n− i− 1

)

+

|S|∑
j=i+1

λv,o(j)

(
y − 1{Xi > q}

n− i− 2
− y

n− i− 1

)

=

(
λu,o(i) −

∑|S|
j=i+1 λu,o(j)

n− i− 2

)(
1{Xi > r} − x+ y

n− i− 1

)

+

(
λv,o(i) −

∑|S|
j=i+1 λv,o(j)

n− i− 2

)(
y

n− i− 1
− 1{Xi > q}

)
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The second and fourth parenthesis in the above expression are obviously between−1 and 1.

Recall that
∑|S|

j=i+1 λu,o(j) ≤ k(k− 1) and
∑|S|

j=i+1 λv,o(j) ≤ k(k− 1). Also, by the definition of S,

λu,o(i)+λv,o(i) ≥ 1, for every i = 1, ..., |S|. Combinedwith our assumption that n ≥ 3k(k−1)+2,

these properties imply that the first parenthesis is between−max{λu,o(i), 1} andmax{λu,o(i), 1},

and the third one is between −max{λv,o(i), 1} and max{λv,o(i), 1}. The lemma follows since

|max{λu,o(i), 1}+max{λv,o(i), 1}| ≤ 2(λu,o(i) + λv,o(i)).

Lemma 7 then follows by applying the Azuma-Hoeffding inequality (Lemma 6) with t =

E [Wr,q|Γr,q
u,v] and using Lemma 8 to bound the difference |Zi − Zi−1|.

The proof of Theorem 2 can now be completed using Lemmas 3 and 7.

Proof of Theorem 2. Consider the pair of elements with true ranks r and q so that r < q. The

correct pairwise relation between the two elements will be recovered when the Borda score of

the low-rank element is higher than the Borda score of the high-rank one (there is the additional

case where the two elements are tied and the tie is resolve in favour of the low-rank element

but we will ignore this case; this will only make our result stronger). Again, Wr,q will be the

random variable denoting the difference between the Borda scores of the low- and high-rank

elements. Then, by Lemma 7 the probability that the relation between the elements with ranks

r and q is correctly recovered is

Pr[Wr,q > 0] = 1−
∑

u,v∈U

(
Pr[Wr,q ≤ 0|Γr,q

u,v]Pr[Γr,q
u,v]
)

≥ 1− 1

n(n− 1)

∑
u,v∈U

exp

(
−E [Wr,q|Γr,q

u,v]
2

2θu,v

)

= 1− 1

n(n− 1)

∑
u,v∈U

e−(β(u,v)y(q−r)+δ(u,v))2 ,

where β(u, v) =
k(k−1)−λu,v√

2θu,v
, δ(u, v) =

λu,v√
2θu,v

, and y(t) = t−1
n−2 . Now, denoting the expected

number of correctly recovered pairwise relations by C, we have

C =

n−1∑
r=1

n∑
q=r+1

Pr[Wr,q > 0]
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≥
n−1∑
r=1

n∑
q=r+1

1− 1

n(n− 1)

∑
u,v∈U

e−(β(u,v)y(q−r)+δ(u,v))2


=

n(n− 1)

2
− 1

n(n− 1)

∑
u,v∈U

n−1∑
d=1

(n− d)e−(β(u,v)y(d)+δ(u,v))2

≥ n(n− 1)

2
−
∑

u,v∈U

∫ 1

0
(1− y)e−(β(u,v)y+δ(u,v))2 dy.

We will estimate the (Gaussian) integral using the following claim.

Claim 9. Let β > 0 and δ ≥ 0. Then,
∫ 1
0 (1− y)e−(βy+δ)2 dy ≤ β+δ

2β2

√
π.

Proof. Denote by erf(y) = 2√
π

∫ y
0 e−t2 dt the error function. Then, we can verify by tedious

calculations that

∫ 1

0
(1− y)e−(βy+δ)2 dy =

β + δ

2β2

√
π (erf(β + δ)− erf(β)) +

1

2β2

(
e−(β+δ)2 − e−β2

)
≤ β + δ

2β2

√
π,

where the inequality follows since the error function erf(y) takes values in [0, 1]when y ≥ 0.

Now, we use Claim 9 and the facts β(u, v) = k(k−1)−λu,v√
2θu,v

≤ k(k−2)√
2θu,v

and δ(u, v) =
λu,v√
2θu,v

to

obtain

C ≥ n(n− 1)

2
−
∑

u,v∈U

β(u, v) + δ(u, v)

2β(u, v)2
√
π

≥ n(n− 1)

2
− k − 1

k(k − 2)2

√
π

2

∑
u,v∈U

√
θu,v

=
n(n− 1)

2

(
1− k − 1

k(k − 2)2

√
2πη(G)

)
.

Now, the theorem follows by Lemma 3. Recall that η(G) is at most
√

8k(k − 1)(4k − 3) for

every k-regular bipartite graph G and at most 4
√

k(k − 1) when G has girth at least 6. Using

the assumption that k ≥ 3, we obtain that the rightmost parenthesis in the above expression

becomes at least 1− 48
√
2π√
k

and 1− 16
√
3π

k , respectively.
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2.4 Some experimental results

We now describe two sets of experiments that we have conducted.4 In the first one, we have

studied perfect grading with Borda and RSD. We have considered three different types of

bundle graphs.

The first type is that of random k-regular bipartite graphs.We build these graphs by picking

k perfect matchings in the complete bipartite graph Kn,n as follows. For each node of Kn,n in

–say– the upper5 node side, we select one edge among its incident ones uniformly at random.

We remove this edge from Kn,n and continue for the remaining nodes; this defines a random

perfect matching. We repeat the above procedure k times. If a node at the upper side becomes

isolated before the completion of the above procedure, we repeat from scratch. Otherwise, the

set of edges that have been removed constitutes the bundle graph.

The second type of graphs consists ofmany components of small girth-6 graphs. For k = p+

1, where p is a prime, we use the k-regular bipartite graph with k2−k+1 nodes per side whose

construction is described in Section 2.1 and which was proved to be order-revealing in Lemma

1. The bundle graph consists of multiple disconnected copies of this graph. Similarly, the third

type of bundle graphs contains copies of the complete bipartite graphKk,k (possibly, containing

one small non-complete k-regular bipartite graph if k does not divide n). The selection of highly

disconnected bundle graphs is intentional; these graphs are in a sense extreme (within their

category) and can challenge our methods.

Table 2.1 depicts the data (percentage of correctly recovered pairwise relations) from the

execution of Borda and RSD on 18 distinct triplets of graph type and values6 for the parameters

n and k. The data in the column labelled “random k-regular” show the average performance

of Borda and RSD using 50 random bundle graphs. A different random permutation is used

each time in order to assign elements to nodes. For graphs of the second and third type, one

graph is used for each pair of values for n and k. For example, the data entries in the columns

labeled “girth-6” and “copies of Kk,k” in the line with k = 3 and n = 1001 correspond to the

performance of Borda and RSD on a girth-6 bundle graph which consists of 143 copies of the

4All experiments presented in this chapter have been conducted in an Intel 12-core i7 machine with 32Gb of
RAM running Windows 7. Our methods have been implemented in Matlab R2013a.

5Consider the graph with a bipartition into an upper and lower set of nodes like in Figure 2.1.
6In all experiments reported in this chapter, n equals or is very close to 1000. This is because the results are

essentially identical when significantly higher values of n are used (up to 10, 000).
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(7, 3)-bundle graph of Figure 2.1, and on a third-type graph that consists of 332 copies of K3,3

and one more 3-regular graph with 5 nodes per side. Again, the data are average performance

values from 50 executions; in each execution, a different random assignment of the elements to

the nodes of the bundle graph is used.

graph random k-regular girth-6 copies ofKk,k

k n Borda RSD Borda RSD Borda RSD
2 1002 73.3 62.7 73.5 60.3 66.8 56.8
3 1001 83.0 77.2 83.2 66.0 73.1 60.2
4 1001 87.5 86.8 87.7 68.7 77.1 62.2
6 1023 92.0 94.6 92.1 72.7 81.6 65.2
8 1026 94.2 97.2 94.1 72.8 84.3 66.5
12 1064 96.3 98.9 96.6 76.0 87.3 68.5

Table 2.1: Performance of Borda and RSD with perfect grading on different bundle graphs of

similar size.

The results for Borda complement our theoretical analysis from Section 2.3. Indeed, the

Borda-columns with bundle graphs of the second and third type indicate that the fraction

of correctly recovered pairwise relations follows patterns of 1 − O(1/k) and 1 − O(1/
√
k),

respectively. Interestingly, the constants hidden in theO notation are significantly smaller than

the theoretical constants 16
√
3π and 48

√
2π, respectively, obtained in the proof of Theorem 2.

The results from the execution of Borda on randombundle graphs shows a pattern of 1−O(1/k)

as well, albeit with a slightly higher constant hidden in theO notation. We believe that this can

be proved by extending our analysis in Section 2.3. Even thoughwe have notmanaged to prove

that the quantity η(G) is O(k2) for these graphs, we strongly believe that this is the case.

RSD has poor performance on bundle graphs of the second and third type. This can be

easily explained by recalling that these bundle graphs consist of small connected components.

Even though all pairwise relations between elements assigned to nodes of the same component

are correctly recovered, the vast majority of the pairwise relations are between elements that

are assigned to different components. The probability that such a relation will be recovered

correctly is only 1/2. This explains the small percentages in the second and third RSD-columns.

In contrast, the first RSD-column (for random bundle graphs) shows a very interesting

pattern. RSD is clearlyworse thanBorda for values of k up to 4 and becomes better as k increases

further. Actually, this is more apparent in Figure 2.2 where Borda and RSD are compared in
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(n, k)-bundle graphs for all values of k from 2 up to 25 (and n = 1000). Each data point in Figure

2.2 corresponds to the average performance among 50 executions.Here,we can again recognize

the 1 − O(1/k) pattern for Borda that was observed in Table 2.1 and we further conjecture an

even better pattern of 1 − O(1/k2) for RSD. Proving such a statement formally seems to be a

challenging task.
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Figure 2.2: Borda vs. RSD with perfect grading and bundle size ranging from 2 to 25.

In a second set of experiments, we have studied imperfect grading. Now, we do not

assume that the partial rankings are consistent to the ground truth any more. Instead, we have

implemented generators of noisy rankings that may differ from the ground truth. In particular,

we assume that each student has a quality that affects her position in the ground truth but also

her ability to grade. First, the ground truth is the ranking of the elements in decreasing order of

quality. Then, the ability of a student to rank the elements in a bundle depends on her quality q

and is modelled by the following process. For every pair of elements a and b in the bundle that

is ranked as a ≻ b in the ground truth, decide the correct pairwise relation with probability

q and the opposite relation with probability 1 − q. If this process creates a circular pairwise

relation, we repeat the whole process from scratch. Otherwise, the output induces a ranking in

the obvious way; this ranking is the one computed by the student. Clearly, a student of quality

1will always produce a ranking that is consistent to the ground truth while a student of quality

1/2will produce a totally random ranking. This model was proposed by Condorcet in the 18th

century; today, it is known as the Mallows model [56].
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In our experiments, we use different noise levels that indicate the range of student qualities.

For example, a noise level of 30%means that the qualities of the students are drawn uniformly

at random from the interval [0.7, 1]. We use random bundle graphs for different values of k

and besides Borda and RSD, we have also consider Markov chain-based aggregation methods.

Dwork et al. [36] have studied a series of such methods; we describe the most powerful among

them (even though we have experimented with a lot of variations of all the methods presented

in [36]), which is known as MC4. MC4 defines a Markov chain (or random walk) over the

elements and ranks them in decreasing order of their probabilities in the stationary distribution

of this chain. The transition matrix of the Markov chain is defined as follows: when at an

element a, pick an element b uniformly at random; if the number of partial rankings where

b is ranked above a is higher than the number of partial rankings where a is ranked above b,

we have a transition to element b, otherwise we stay with element a.

Table 2.2 presents experimental data from the execution of Borda, RSD, and MC4 with

random bundles for different values of the bundle size parameter and noise levels ranging

from 50% to perfect grading. RSD has poor performance for high noise levels and small values

of k. For non-zero noise levels, Borda has the best performance. MC4 and RSD are good choices

only in the case of perfect grading, with RSD outperforming MC4 for the high values of k = 8

and 12. Overall, our experiments suggest that Borda is extremely robust.

k = 5 k = 8 k = 12

noise level Borda RSD MC4 Borda RSD MC4 Borda RSD MC4
50 81.6 70.2 78.4 88.3 74.0 84.3 ##.# ##.# ##.#
40 84.9 75.1 81.2 91.1 80.1 86.5 ##.# ##.# ##.#
30 87.1 80.0 83.7 92.6 85.4 88.3 ##.# ##.# ##.#
20 88.6 84.2 86.0 93.5 89.6 89.8 95.5 92.2 92.6
10 89.6 88.4 88.8 93.9 93.2 91.2 96.1 95.7 93.6
0 90.4 92.0 92.7 94.2 97.2 96.4 96.2 98.9 97.8

Table 2.2: Performance of Borda, RSD, and MC4 with random bundle graphs of size 1000 and

noise levels ranging from 50% to perfect grading.

We conclude by examining how sharply concentrated around the expectations the

outcomes of the above experiments are. In Figure 2.3, we have plotted the fractions of correctly

recovered pairwise relations obtained by Borda and RSD in the two extreme cases of perfect

grading andnoise level of 50%.Each figure contains data from 500 executions (a randombundle
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graph and a random element-to-node assignment defines each execution) with n = 1000 and

k = 8. The spread of fractions of correctly recovered pairwise relations achieved by Borda is

almost the same in both cases. In contrast, RSD has a very high spread when the noise level is

high (observe the long and narrow form of the left plot in Figure 2.3) while it is only marginally

better than Borda in the perfect grading case. In conclusion, Borda appears to be robust with

respect to this metric as well.
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Figure 2.3: A comparison of Borda and RSD in 500 executions for two different noise levels

(n = 1000, k = 8).

2.5 Conclusion

In this chapter we studied the problem of learning the ground truth given partial rankings. As

a first attempt, we proposed order-revealing grading schemes, where its main disadvantage is

that we must have bundles of size Ω(
√
n). Of course, this makes the task of grading from the

students too demanding and difficult. Hence, we relaxed our requirements and sought for an

approximate order-revealing grading scheme. The relaxation here is that we would like k to be

small. Hence, by applying Borda rule, in order to recover the ground-truth, we can correctly

recover an expected fraction of pairwise relations of at least 1 − O
(
1/

√
k
)
in general. This

shows that performance approaches optimality as the bundle size increases. We also described

two sets of experiments, for perfect and imperfect grading, and showed that Borda performs

robustly in different scenarios.
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Chapter 3

A general framework for ordinal peer

grading

In Chapter 2, we formally proved that a simple aggregation rule, inspired from Borda’s rule

from social choice theory [16], recovers correctly an expected fraction of 1 − O(1/k) of the

pairwise relations in the underlying ground truth ranking, when bundles of size k are used

and students make no mistakes when grading. The assumption for a ground truth and the

comparison of the grading outcome to it is similar in spirit to recent approaches that combine

voting and learning [26, 25, 27, 29, 51, 68, 81, 84].

Our experimental results in Chapter 2 show that Borda has very good performance in an

imperfect grading scenario inspired by a noisy model of generating random rankings that has

been proposed by Mallows [56]. Note that, unlike other studies [73, 76], we investigate the

potential of applying ordinal peer grading exclusively, without involving any professionals in

grading.

We remark that the theoretical analysis in Section 2.3 required to handle with extra care

dependencies between several random variables that appear due to the distribution of exam

papers to bundles. The analysis of Borda was possible only due to its particular definition; we

have not managed to extend the analysis to any other aggregation rule. Also, theO notation in

the theoretical guarantee for Borda above hides large constant terms that constitute the bound

of theoretical interest only. We follow a different approach here. We would like to develop a

“theory” for determining the performance of Borda with the highest possible accuracy. And,

of course, why should we restrict our study only to Borda?
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We define and study a large class of simple aggregation rules, which we call type-ordering

aggregation rules. A type-ordering aggregation rule determines the position each exam paper

has in the final ranking based only on the ranks each paper has in the bundles that contain it.

This class includes Borda. We present a theoretical framework for assessing the performance

of each member of this class with respect to a series of performance objectives. A crucial step

in our study is that we have completely neglected the dependencies between the random

variables that make the rigorous analysis difficult. This sacrifice of mathematical rigor is

formally incorrect unless the number of students tends to infinity; this can be justified by the

massive participation in MOOCs.

The best justification of our approach is that the theoretical predictions of performance

are experimentally shown to be exact, which means that the dependencies have no positive or

negative impact on performance. Furthermore, once (statistical) information about the grading

behaviour of students and the desired performance objectives are known, our framework can

serve as an optimization toolkit for selecting the optimal type-ordering aggregation rule. This

requires an exact solution to an instance of the feedback arc set problem which, albeit NP-hard

in general, can be solved exactly for the instances that do arise in practice.

Our theoretical framework allows us to obtain a series of results. For example, we establish

that Borda is the optimal type-ordering aggregation rule when students act as perfect graders.

This is rather surprising, since Borda is among the simplest aggregation rules in the class we

consider. Even though it was not observed to be optimal in any other scenario we considered,

its performance is always extremely close to optimality. Furthermore, as mentioned above, the

optimization task of deciding the optimal aggregation rule strongly depends on the information

about grading behaviour. We study how inaccuracies of this information affect the choice of

the optimal aggregation rule and its performance for theMallowsmodel as well as for a simple

random utility model. The results suggest a very minor impact and, essentially, a tiny sample

of a student population is enough for building a fairly accurate model of grading behaviour.

Overall, our approach combines theory, simulations, and experimentation and is presented

graphically in Figure 3.1. The lower chain of the figure describes what one would expect

from a simulated exam. There is a student population and some of them participate in an

exam. The preparation level of the students that determines their performance in the exam is

a random variable following a uniform probability distribution. After the exam, each student
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acts as the grader of a small number of exam papers submitted by other students. The grading

performance can depend on the preparation level as well. The grades are combined using the

aggregation rule and the final ranking is compared to the ground truth to come up with the

observed performance.

student 

population 

optimization 

simulated 

exam /grading 

field 

experiment 
noise model 

aggregation 

rule 

performance 

prediction 

observed 

performance 

Figure 3.1: A graphical overview of our approach.

The most interesting part of Figure 3.1 is the upper chain. First, a field experiment can

be used to extract information about the student population. We have performed such field

experiments with students in our home institution; we describe them in detail and present the

collected data later in the chapter. These data are used to build noise modelswhich, togetherwith

the desired performance objective, are given as input to the optimization engine. The optimal

aggregation rule for the particular scenario is then constructed, and a theoretical prediction

about the performance the rule is expected to have is reported. The optimal aggregation rule

can also be applied to the grades from our simulated exams (hence, the downward arrow in

Figure 3.1) and a comparison of the theoretically predicted performance with the observed

performance of the simulated exam can validate our theory.

The rest of the chapter is structured as follows. We begin with preliminary definitions

and useful notation in Section 3.1. The type-ordering aggregation rules and our theoretical

framework are presented in Section 3.2. Its formal justification is given in Section 3.3. The field

experiments and the validation of our framework are discussed in Section 3.4. We summarize

in Section 3.5 where we briefly present some open problems. Section 3.6 contains the dataset

from the field experiments.
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3.1 Modeling assumptions

As in Chapter 2 we assume that n students have participated in an exam and have submitted

their exam papers. Our approach to ordinal peer grading has three distinct tasks: the

distribution of exam papers to students, the grading task by each student, and the aggregation

of the grades into a final result. We describe these tasks in detail here and give definitions that

will be useful later.

3.1.1 Distributing the exam papers

All students that participated in the exam will have to participate in grading as well. The goal

of the first task is to balance their grading load. As mentioned in Chapter 2, this is done by

distributing (copies of) each exam paper to the students so that each exam paper is given to

exactly k students and each student receives exactly k (distinct) exam papers. The k exam

papers that a student receives form her bundle. These are the exam papers which the student

has to grade. Crucially, the bundle of a student should not contain her own exam paper.

A k-regular bipartite graphG = (U, V,E)withn nodes on each side of the bipartition (called

bundle graph) can be used to represent the distribution of exam papers to students. Each node

of sets U and V represents a student. An edge of the graphG between a node u ∈ U and a node

v ∈ V indicates that the exam paper of the student corresponding to node u is in the bundle of

the student corresponding to node v. The restriction on the degree of the nodes of set U means

that each exam paper is given to exactly k students and the restriction on the degree of the

nodes of V means that all bundles have size k.

In Chapter 2, we considered bundle graphs that satisfy a particular structural property,

namely they contain no cycle of length 4. This was a technical constraint, required only in

theoretical analysis. Simulation results in that paper indicate that uniformly random k-regular

bipartite graphs are almost as good as bundle graphs. These are the bundle graphs we consider

in the current work. A random k-regular graph can be built as follows. Starting from the

complete bipartite graph Kn,n with node sets U and V , first remove the edges between nodes

corresponding to the same student in U and V . Then, draw a perfect matching uniformly at

random among all perfect matchings of Kn,n that do not include previously removed edges.

The edges in the k perfect matchings obtained by repeating the above step k times form the
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bundle graph.1

3.1.2 Modelling the grading task

Throughout the chapter, we assume that there is an underlying strict ranking of the exam

papers, the ground truth, which we aim to recover. As it will shortly become apparent, the

setting we consider is so restrictive that we should not expect to recover the ground truth

exactly. Instead, we aim to recover the ground truth approximately.

A restriction of our setting is that each student is given only k exam papers to grade.

Another restriction is that the grading task for each student is simply to rank the exam papers

in her bundle, in decreasing order of quality. We consider different scenarios for the grading

behaviour of the students. In a first scenario, we assume that, after the end of the exam, the

instructor announces indicative solutions and gives detailed instructions that the students can

use during grading. Here, we assume that students will act as perfect graders. Admittedly, this

is an unrealistic assumption but we include it as an extreme case in our study together with

many others.

In a second scenario, we assume that the students receive no solutions or grading guidelines

by the instructor after the end of the exam. In this case, students will inevitably make mistakes

when grading and it is reasonable to assume that the performance of a student in grading is

strongly correlated to her preparation level and her performance in the exam. We will use the

term imperfect grading to refer to this scenario.

In the study of imperfect grading scenarios, we will consider student populations with

different characteristics. In the first such population which has also been used in the

experiments in Chapter 2, each student has a quality drawn uniformly at random from the

interval [1/2, 1], which affects her position in the ground truth and her ability to grade as well.

The ground truth is the ranking of the students in decreasing order of quality. A student b of

quality q performs the grading task as follows: she considers every pair of exam papers x and y

in her bundle, such that x appears ahead of y in the ground truth, and temporarily determines

x ≻b y with probability q and y ≻b xwith probability 1−q; the pairwise relation≻b will evolve

1Equivalently,we can start fromKn,n, obtain k perfectmatchings (by selecting each of themuniformly at random
among all perfect matching ofKn,n that do not include edges that have been included in previous matchings), and
then rename the nodes in one side of the bipartition so that no student is assigned a bundle that contains her exam
paper. This alternative process is used in our formal analysis in Section 3.3.
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into her ranking of the exam papers in her bundle. If, after considering all pairs of exam papers

in the bundle, the pairwise relation ≻b is cyclic, the whole process is repeated from scratch.

Otherwise, the ranking of the exam papers in the bundle induced by≻b is the grading outcome

of student b. Due to its similarities with the well-known Mallows model [56] for generating

random rankings, we refer to this grading behaviour asMallows grading.

In another interesting type of student population, grading behaviour follows the general

structure of random utility models in the literature; e.g., see [78]. Each student has a quality

drawn uniformly at random from the interval [0, 1]. The ground truth is again defined as the

ranking of the students in decreasing order of quality. A student b of quality q performs the

grading task by assigning a score to every exam paper x of quality qx in her bundle as follows:

with probability q she sets the score of x equal to qx andwith probability 1−q the score is drawn

uniformly at random from the interval [0, 1]. Then, the ranking of the exam papers is computed

by sorting them in non-increasing order of these scores. We use the term RUM grading to refer

to this grading behaviour.

The twoparagraphs above describe how the behaviour of populations ofMallows andRUM

graders is simulated in the experiments that we discuss in Sections 3.4.2 and 3.4.3. Admittedly,

these two populations are very stylized. We will introduce two more in Section 3.4.1, which

are closer to the grading behaviour of real students.

3.1.3 Aggregation rules

The third important task is to aggregate the partial rankings provided by the graders into a

final output ranking. This is done using an aggregation rule. A simple but very compelling

aggregation rule is inspired by the Borda count voting rule. In our context, Borda computes

a score for each exam paper by examining the positions it has in the rankings of the graders

that have this exam paper in their bundles. A first position by an exam paper contributes k

points to its score, a second position contributes k− 1 points, and so on. The outcome of Borda

is a ranking of the exampapers in non-increasing order in terms of their Borda scores.Whenwe

use Borda, we assume that ties are broken uniformly at random but other tie-breaking schemes

could be considered as well.

In Chapter 2, we also considered several other aggregation rules such as a rule that we

call Random Serial Dictatorship (RSD) as well as rules that are based on appropriately defined
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Markov chains, motivated by early work on rank aggregation on the web [36, 65]. RSD is very

slow in the computation of the final outcome and, even though it performs remarkably well

with perfect graders, it has a poor performance in simulated exams with Mallows graders. We

will not consider it in the current chapter; actually, applying it with input from 10 000 graders,

which is the typical scenario we consider in this chapter, is a computational challenge. The

aggregation rules that are based on Markov chains were defined in an unsuccessful attempt to

distinguish between high and low quality graders and put more weight on the partial rankings

of the former. These ideas are not considered in this chapter either. Instead, we focus on much

simpler aggregation rules.

3.2 Type-ordering aggregation rules and their theoretical analysis

We will use the term type to refer to the grading result for an exam paper. Its type consists of

the ranks the exam paper gets from the k graders that have it in their bundles. So, the type is a

vector of k integers from [k] = {1, 2, ..., k}. We follow the convention that the k entries in types

appear in monotone non-decreasing order. We use

Tk = {σ = (σ1, σ2, ..., σk)|1 ≤ σ1 ≤ σ2 ≤ ... ≤ σk ≤ k}

to denote the set of all types for bundle size k. It is not hard to see that Tk contains
(
2k−1
k

)
different types.

As an example with k = 6, an exam paper of type (1, 2, 2, 2, 2, 5) is ranked first by one of its

graders, second by four graders, and fifth by one grader. Now, consider another exam paper of

type (2, 2, 2, 2, 3, 3) and observe that Borda would give the same Borda score of 28 to both exam

papers. Is there some particular reason forwhich these two exampapers should be very close in

the final ranking?Now, consider the two types (1, 1, 1, 2, 5, 6) and (2, 2, 2, 3, 3, 3) of Borda scores

26 and 27, respectively. Borda indicates that an exam paper with the second type is better. But

looking carefully at the ranks, we could come up with the following interpretation. The first

exam paper is very good (and most probably in one of the two top positions in any bundle)

and the two low ranks are due to poor judgement by the graders. In contrast, the second exam

paper is just above average and this is reflected in all grades. Of course, such interpretations

are valid only when they can be supported by information about the graders. But, certainly,

39



there are cases where such interpretations are indeed valid.

So, it seems that Borda is restrictive; then, one would think that this is due to the particular

scores that Borda uses. We will not investigate whether different scores could yield better

results. This, in a slightly different context, is the subject of Chapter 5. Instead, we will define a

much broader class of aggregation rules. A type-ordering aggregation rule uses a strict ordering

≻ of the types in Tk. Then, the final ranking of the exam papers follows the ordering ≻ of

their types, breaking ties uniformly at random. In general, rules of this class seem to be very

powerful. Compared to Borda which partitions the set of exam papers into only k2 − k + 1

different scores, a type-ordering aggregation rule can distinguish between exponentially many

(in terms of k) different types. In the following, we use the term Borda ordering to refer to any

ordering of the types in non-increasing order of Borda score. We also use B(σ) to denote the

Borda score of an exam paper with type σ = (σ1, ..., σk). Clearly, B(σ) =
∑k

i=1 (k + 1− σi) =

k2 + k −
∑k

i=1 σi.

We remark that the use of types in the definition of a broad class of aggregation rules has

been possible due to the regularity that we imposed on the bundles and the distribution of

exam papers to them. Of course, this creates issues related to the theoretical analysis of these

rules (such as dependencies between the random variables involved in the distribution to

bundles and in grading). In the next section,wediscuss how to overcome such issues bymaking

several simplifying assumptions. A (muchmore involved) rigorous analysis that justifies these

assumptions is presented in Section 3.3.

3.2.1 A framework for theoretical analysis

For the analysis of type-ordering aggregation rules, we will assume an infinite number of

students. This is close to the vision of MOOCs with huge numbers of enrolled students and

is the important assumption that constitutes the theoretical analysis possible. So, the positions

of students in the ground truth ranking can be thought of as occupying the continuum of the

interval [0, 1] with uniform density. We will usually identify an exam paper as a real number

x ∈ [0, 1], i.e., by its rank in the ground truth ranking.2

Furthermore, we will assume that in each of the k bundles to which exam paper x belongs,
2Notice that the interval [0, 1] is used only to represent the rank of a student and not some kind of absolute

cardinal quality. In our analysis, the only information we infer from two students with ranks x and y with x < y is
that x is better than y; we make no additional assumption about the difference in quality between the two students.
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the remaining k− 1 exam papers are selected uniformly at random with replacement from the

student population. Our assumption of infinitely many students allows us to ignore subtleties

such as the requirement that all students in a bundle should be distinct and also different than

the student that acts as the grader of the bundle (the probability that this requirement will not

be satisfied in some bundle is zero).3

In our theoretical modelling of imperfect grading, we make further simplifying

assumptions. In particular, we ignore the fact that grading behaviour is correlated to student

quality, and instead assume independence of the two characteristics. The ground truth is selected

uniformly at random among all possible rankings of all students. Equivalently, this can be

thought of as selecting independently the quality of each student uniformly at random from a

given interval, and then sorting the students in non-increasing order in terms of these qualities.

Grading behaviour of the students is independent of quality. When a student receives a bundle

of exam papers, she draws a random ranking of them according to a probability distribution

that characterizes the grading behaviour of all students participating in the exam. In particular,

the behaviour of each grader is characterized by a k× k noise matrix P = (pi,j)i,j∈[k], where pi,j

denotes the probability that the exam paper with correct rank j among the k exam papers in a

bundle is ranked at position i by the grader.

Clearly, a noisematrix is doubly stochastic, i.e., the sumof the entries in any column and any

row is equal to 1. Observe that the corresponding noise matrix for perfect grading is the k × k

identity matrix. We will often use the term noise model as a synonym of the term noise matrix.

Note that a noise matrix provides only aggregate information for all students of a population.

Furthermore, this information is actually rough, as it is not hard to see that a doubly stochastic

matrix may correspond to many different probability distributions over rankings.

Consider an aggregation rule that uses an ordering≻ of the types defined by bundles of size

k and is applied to partial rankings provided by graders whose behaviour follows the noise

model P . Let us focus on computing the expected number of pairwise relations in the ground

truth ranking that are correctly recovered in the outcome of the rule. It suffices to consider every

pair of exam papers x, y ∈ [0, 1] with x < y (i.e., exam paper x has a better rank in the ground

truth compared to exam paper y) and add one point if x has a better type than y according to

3Admittedly, this analysis is non-rigorous. A formal analysis should assume a finite number of students, take
into account all dependencies between randomvariables thatwe neglect here, and conclude that these dependencies
vanish as the number of students approaches infinity. Such a rigorous analysis is presented in Section 3.3.
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the ordering≻, and half a point if both exam papers have the same type. In this last case, the tie

is resolved uniformly at random and the probability that the correct pairwise relation will be

recovered is 1/2. Hence, denoting by C the expected4 fraction of pairwise relations recovered

by the rule (we will refine this notation in a while), and by x ▷ σ the event that exam paper x

gets type σ after grading, we have

C =

∫ 1

0

∫ 1

x

 ∑
σ,σ′:σ≻σ′

Pr[x▷ σ and y ▷ σ′] +
1

2

∑
σ

Pr[x▷ σ and y ▷ σ]

 dy dx

=
∑

σ,σ′:σ≻σ′

∫ 1

0

∫ 1

x
Pr[x▷ σ and y ▷ σ′]dy dx+

1

2

∑
σ

∫ 1

0

∫ 1

x
Pr[x▷ σ and y ▷ σ]dy dx

The first sum runs over all pairs of different types σ, σ′ of Tk with order σ ≻ σ′ and the second

sum runs over all types. The scary (at first glance) double integral can be hidden under the

notationW (σ, σ′) to obtain

C =
∑

σ,σ′:σ≻σ′

W (σ, σ′) +
1

2

∑
σ

W (σ, σ). (3.1)

We will use the term weight to refer to the quantity W (σ, σ′). Our assumption for an infinite

number of students nullifies any dependencies between the types that exam papers x and y get

after grading. So, the events x▷ σ and y ▷ σ′ are independent and the definition of the weight

W (σ, σ′) becomes

W (σ, σ′) =

∫ 1

0

∫ 1

x
Pr[x▷ σ] · Pr[y ▷ σ′]dy dx. (3.2)

Let us now compute the probability that exam paper x gets type σ = (σ1, ..., σk). By

considering all ways to distribute the entries of the type vector as ranks of an exam paper by

the graders that handle it (ignoring symmetries), there are

N(σ) =
k!

d1! · ... · dk!

ways that the exam paper can get type σ, where di is the number of graders that have the exam

paper ranked i-th. Again, due to our assumption for infinitely many students and the uniform
4Here, the expectation is taken over the randomness in the assignment of exam papers to bundles, in the student

grading, as well as in the resolution of ties.
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inclusion of them into bundles, the quality of each exam paper included in a bundle does not

affect the quality of other exam papers (in the same or different bundles). Clearly, the grading

by different students is performedwithout dependencies either. Denoting by E(x, σi) the event

that exam paper x is ranked σi-th in a bundle, the probability that x is of type σ is

Pr[x▷ σ] = N(σ)

k∏
i=1

Pr[E(x, σi)].

To compute Pr[E(x, σi)], it suffices to consider all possible true ranks that exam paper x may

have in a bundle and account for the probability of having such a rank and being ranked σi-th

by the grader that is handling the bundle. Let us denote by E∗(x, j) the event that the true rank

of x in a bundle is j. Then,

Pr[x▷ σ] = N(σ)

k∏
i=1

k∑
j=1

pσi,j Pr[E∗(x, j)].

Now, the probability Pr[E∗(x, j)] is equal to the number of ways we can choose j − 1 exam

papers to be ahead of x, times the probability that all of them will indeed be ahead of x in the

bundle, times the probability that the rest k− j exam papers in the bundle will have true ranks

worse than j. We use Lk to denote the set of all k-entry vectors ℓ = (ℓ1, ..., ℓk)with ℓi ∈ [k] and,

for compactness of notation, we abbreviate
∑k

i=1 ℓi by |ℓ|1. We have

Pr[x▷ σ] = N(σ)

k∏
i=1

k∑
j=1

pσi,j

(
k − 1

j − 1

)
xj−1(1− x)k−j (3.3)

= N(σ)
∑
ℓ∈Lk

k∏
i=1

pσi,ℓi

(
k − 1

ℓi − 1

)
xℓi−1(1− x)k−ℓi

= N(σ)
∑
ℓ∈Lk

( k∏
i=1

pσi,ℓi

(
k − 1

ℓi − 1

))
x|ℓ|1−k(1− x)k

2−|ℓ|1 , (3.4)

where the second equality is obtained by exchanging the sum and product operators. Using

the fact that (1− x)m =
∑m

j=0

(
m
j

)
(−1)jxj form = k2 − |ℓ|1, we obtain

Pr[x▷ σ] = N(σ)
∑
ℓ∈Lk

( k∏
i=1

pσi,ℓi

(
k − 1

ℓi − 1

))
x|ℓ|1−k

k2−|ℓ|1∑
j=0

(
k2 − |ℓ|1

j

)
(−1)jxj
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= N(σ)
∑
ℓ∈Lk

k2−|ℓ|1∑
j=0

( k∏
i=1

pσi,ℓi

(
k − 1

ℓi − 1

))(
k2 − |ℓ|1

j

)
(−1)jx|ℓ|1−k+j . (3.5)

Interestingly, Pr[x ▷ σ] is a univariate polynomial of degree k2 − k. Then, the double integral

can be computed analytically. The computation is tedious but straightforward; see Subsection

3.2.3.

3.2.2 Computing optimal type-ordering aggregation rules

The approach in Section 3.2.1 suggests a generalway of evaluating the performance of any type-

ordering aggregation rule. In order to compute the expected number of correctly recovered

pairwise relations, it suffices to use equations (3.1), (3.2), and (3.5). Equation (3.5) can be used

to obtain Pr[x ▷ σ], which is then used in equation (3.2) to compute the weights (for any

possible pair of types σ and σ′). Finally, equation (3.1) returns the expected number of correctly

recovered pairwise relations. This process is given in detail in the Section!3.2.3.

Of course, the expected number of correctly recovered pairwise relations is not the only

performance objective one would like to measure. For example, we could simply ignore exam

papers that are very close to each other in the ground truth ranking. The ground truth ranking

is mostly a modelling assumption and it should not be very restrictive in the evaluation of

an aggregation rule. So, we could just measure the expected number of correctly recovered

pairwise relations between pairs of exam papers with ranks in the ground truth that differ

by at least a% (for small values such as 5%). Another possibility would be to ignore pairwise

relations between pairs of exam papers that have both very low rank in the ground truth. For

example, why is it important to recover correctly the pairwise relation between the students

that have true ranks 80% and 95%? A general objective in this direction would be to measure

the correctly recovered relations between pairs of exam papers that involve one with true rank

in the top a% (e.g., 20%).

Our theoretical framework can be easily extended to handle such cases usingmanydifferent

performance objectives. In general, a bivariate performance objective is defined by a bivariate

function f : [0, 1]2 → [0, 1] which returns the importance of measuring a correctly recovered

relation between two students x and y with x ≤ y. In the presentation of our framework in

Section 3.2.1, we have assumed such a function with f(x, y) = 1 for every pair of students. The
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two scenarios of the previous paragraph can be captured by the function (i) f(x, y) = 1 when

y − x ≥ a% and f(x, y) = 0 otherwise, and (ii) f(x, y) = 1 when x ≤ a% (and x ≤ y) and

f(x, y) = 0 otherwise. Many other performance objectives can be defined including ones in

which the function f returns fractional values between 0 and 1.

The only modification in the computation of Section 3.2.1 is in the computation of the

weights which should now become

W (σ, σ′) =

∫ 1

0

∫ 1

x
f(x, y) · Pr[x▷ σ] · Pr[y ▷ σ′]dy dx. (3.6)

In order to capture the generality of the scenarios considered, we overload the notation for the

performance measure C to specify the bundle size k, the aggregation rule ≻, the noise matrix

P describing the grading behaviour, and the bivariate performance objective f .

Theorem 10. Consider a type-ordering aggregation rule ≻ that is applied on k-sized partial rankings

from an infinite population of students with grading behaviour that follows a noise matrix P . Then,

the fraction of correctly recovered pairwise relations that satisfy the performance objective given by the

bivariate function f is

C(k,≻, P, f) =
∑

σ,σ′:σ≻σ′

W (σ, σ′) +
1

2

∑
σ

W (σ, σ), (3.7)

whereW (σ, σ′) is given by (3.6) and Pr[x▷ σ] is in turn given by (3.5).

Note that the weights do not depend on the aggregation rule at all. They depend on

the grading behaviour and the bivariate performance objective. Instead, the aggregation rule

determines only the particular weights that should be summed up in order to compute

C(k,≻, P, f). This means that, once we have information about the bundle size, the grading

behaviour, and the desired bivariate performance objective, we can seek for the type-ordering

aggregation rule that is optimal for this particular scenario. All we have to do is to compute

the type-ordering aggregation rule ≻ that maximizes C(k,≻, P, f) which, actually, translates

to computing an ordering of the types so that the leftmost summation in the definition (3.7) is

maximized.

It is not hard to see that the problem is equivalent to solving a maximization variant of the

feedback arc set (FAS) problem. On input a complete directed graph G = (V,E,w) with non-
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negative edge weights, the objective of FAS is to find an ordering ≻ of the nodes of G such

that
∑

u,v:u≻v w(u, v) (i.e., the total weight of “consistently directed” edges with respect to ≻)

is maximized. In our case, the input is a complete directed graph that has a node for each type

σ ∈ Tk. A directed edge from a node corresponding to type σ to a node corresponding to type

σ′ has weightW (σ, σ′). The next statement should now be obvious.

Theorem 11. Computing the optimal type-ordering aggregation rule for a scenario involving an

infinite population of students, specific bundle size, grading behaviour, and desired bivariate performance

objective is equivalent to solving feedback arc set on an edge-weighted complete directed graph.

FAS is NP-hard even in its very simple variant on unweighted tournaments [3]. The

particular weighted version we consider here admits a PTAS [46]. Unfortunately, the

solutions that such a PTAS can guarantee in reasonable time are quite far from optimality

and the resulting type-ordering aggregation rule will consequently have highly suboptimal

performance. Fortunately, the FAS instances that we had to solve in order to compute optimal

rules have a very nice structure for all the scenarios considered. This structure allows us to

compute the optimal FAS solution (almost) exactly by a straightforward algorithm that we

present in the following. We strongly believe that this nice property holds in any scenario that

can appear in practice.

Let us assume that we would like to solve FAS on an edge-weighted complete directed

graph G = (V,E,w) and to compute an ordering of the nodes of V so that the total weight

of edges in the direction that is consistent to the ordering is as high as possible. First observe

that if two opposite directed edges have the same weight, the ordering of its endpoints does

not affect the contribution of the consistently directed edge. So, the decision about the relative

order of such non-critical node pairs can be postponed until the very end of the algorithm and

any decision about them will be just fine. Now, consider two nodes u and v of G such that

w(u, v) > w(v, u); then, the consistently directed edge that we would like to have in the final

solution is (u, v). We will call such pairs of nodes critical pairs. Decisions about the ordering of

critical pairs of nodes have to be taken first. An ideal situation would be if after deciding the

critical node pairs, we came up with a partial ordering of all nodes that participate in at least

one critical pair. The ordering could then be completed by appropriate decisions about non-

critical node pairs. And, luckily, this process would have resulted in an optimal solution for
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FAS since every pair of nodes would have the maximum possible contribution to the objective.

Of course, things are not as easy in general since the decisions about critical pairs may lead to

cycles of nodes, which cannot be part of the final ordering.

Our algorithm proceeds as follows. It takes as input an edge-weighted complete directed

graph G = (Tk, E,W ) with Tk as the node set and weight W (σ, σ′) (computed using (3.6))

for every directed edge from type σ to type σ′. Our algorithm builds an auxiliary unweighted

directed graph H = (Tk, A) again over the types. For every critical pair of types σ, σ′ with

W (σ, σ′) > W (σ′, σ), the auxiliary graph has a directed edge from type σ to type σ′. The next

step is to compute all strongly connected components of H ; two types σ and σ′ belong to the

same strongly connected component if H contains a directed path from σ to σ′ and a directed

path from σ′ to σ. This computation is easily performed by computing breadth first search

trees rooted at every node of H . After this step, the ordering of the types in different strongly

connected components is irrevocably decided. In order to decide the ordering of types within

the same strongly connected component, we use brute force on the corresponding subgraph

of G. If the size of a strongly connected component is so large that brute forcing is prohibitive,

we just order the types within the component according to a Borda ordering (breaking ties

uniformly at random). As a final straightforward step, we decide the order of non-critical node

pairs.

The approach to use Borda ordering when brute forcing is very costly in terms of running

time, might give the impression that the outcome of the above algorithm is always very close

to a Borda ordering. Surprisingly, our algorithm returns Borda orderings (or orderings that are

very close to Borda) very rarely. One such situation is presented in the next section where

we show that Borda is indeed the optimal type-ordering aggregation rule in all scenarios

that involve perfect graders. For imperfect graders, brute forcing has been proved extremely

useful as the vast majority of strongly connected components are small. We report statistical

information from the size distribution of strongly connected components in Section 3.4 (see

Table 3.1 in Section 3.4.2).

3.2.3 Computing the weights

We now elaborate on how to analytically compute the weight W (σ, σ′); the following

computations are implemented in Algorithm 1. Recall thatW (σ, σ′) is given by equation (3.6),
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i.e.,

W (σ, σ′) =

∫ 1

0

∫ 1

x
f(x, y)Pr[x▷ σ] · Pr[y ▷ σ′]dy dx,

and that the performance objective bivariate function f indicates whether a correctly recovered

pairwise relation between two students x and y (with x < y) should be accounted for or not.

All performance objectives we consider in this chapter can generically be described by such

a function f with f(x, y) = 1 when x ∈ [α, β] and y ∈ [x + γ, δ] for appropriate values of

α, β, γ, δ ∈ [0, 1], and f(x, y) = 0 otherwise. In particular, all2all can be expressed with the

tuple (α, β, γ, δ) = (0, 1, 0, 1), th-10% and th-50% with the tuples (0, 0.1, 0, 1) and (0, 0.5, 0, 1),

and acc-2% and acc-5% with the tuples (0, 0.98, 0.02, 1) and (0, 0.95, 0.05, 1).

Then,W (σ, σ′) is equal to

W (σ, σ′) =

∫ β

α

∫ δ

x+γ
Pr[x▷ σ] · Pr[y ▷ σ′]dy dx

=

∫ β

α
Pr[x▷ σ]

∫ δ

x+γ
Pr[y ▷ σ′]dy dx. (3.8)

Now, recall that Pr[x▷σ] is given by equation (3.5) and is a univariate polynomial of degree

k2 − k. Hence, it can be written as

Pr[x▷ σ] =
k2−k∑
s=0

cs(σ)x
s, (3.9)

where the coefficients cs(σ) with s = 0, ..., k2 − k are computed by equation (3.5), and have

been included for completeness in the first part of Algorithm 1.

The inner integral in equation (3.8) is computed as follows:

∫ δ

x+γ
Pr[y ▷ σ′]dy =

∫ δ

x+γ

k2−k∑
s=0

cs(σ
′)ys dy

=
k2−k∑
s=0

cs(σ
′)

∫ δ

x+γ
ys dy

=

k2−k∑
s=0

cs(σ
′)

s+ 1

(
δs+1 − (x+ γ)s+1

)
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=
k2−k∑
s=0

cs(σ
′)δs+1

s+ 1
−

k2−k+1∑
s=1

cs(σ
′)(x+ γ)s

s
.

Using the fact that (z + w)m =
∑m

i=0

(
m
i

)
zm−iwi for z = γ, w = x, andm = s, we obtain

∫ δ

x+γ
Pr[y ▷ σ′]dy =

k2−k∑
s=0

cs(σ
′)δs+1

s+ 1
−

k2−k+1∑
s=1

cs(σ
′)

s∑
i=0

1

s

(
s

i

)
γs−ixi. (3.10)

Observe that the inner integral is also a univariate polynomial of degree k2 − k + 1 and it can

be written as

∫ δ

z+γ
Pr[y ▷ σ′]dy =

k2−k+1∑
t=0

dt(σ)x
t, (3.11)

where the coefficients dt(σ′) with t = 0, ..., k2 − k + 1 are computed by equation (3.10) at the

second part of Algorithm 1.

By substituting equations (3.9) and (3.11) in equation (3.8), we obtain

W (σ, σ′) =

∫ β

α
Pr[x▷ σ]

(∫ δ

x+γ
Pr[y ▷ σ′]dy

)
dx

=

∫ β

α

k2−k∑
s=0

cs(σ)x
s
k2−k+1∑

t=0

dt(σ
′)xt dz

=

k2−k∑
s=0

k2−k+1∑
t=0

cs(σ)dt(σ
′)

∫ β

α
xs+t dz

=

k2−k∑
s=0

k2−k+1∑
t=0

cs(σ)dt(σ
′)

s+ t+ 1

(
βs+t+1 − αs+t+1

)
.

This computation is described in the last part of Algorithm 1.

3.2.4 Borda is optimal for perfect graders

We will now exploit our theoretical framework to obtain our first concrete result.

Theorem 12. For every scenario that involves an infinite population of perfect graders, specific bundle

size, and a bivariate performance objective, Borda (with any tie-breaking rule) is the optimal type-

ordering aggregation rule.

Proof. Assume that we have a scenario with a bundle size of k, perfect grading (i.e., a k × k
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Algorithm 1: ComputingW (σ, σ′)

// Compute the coefficient vector c(σ)
for s := 0 . . . k2 − k do

set cs(σ) := 0
end
for ℓ1 := 1 . . . k do

. . .
for ℓk := 1 . . . k do

set |ℓ|1 :=
∑k

i=1 ℓi
for j := 0 . . . k2 − |ℓ|1 do

set c|ℓ|1−k+j(σ) := c|ℓ|1−k+j(σ) +N(σ)

(∏k
i=1 pσi,ℓi

(
k−1
ℓi−1

))(
k2−|ℓ|1

j

)
(−1)j

end
end

end
// Compute the coefficient vector d(σ′)

set d0(σ′) :=
∑k2−k

s=0
cs(σ′)δs+1

s+1

for t := 1 . . . k2 − k + 1 do
set dt(σ′) := 0

end
for s := 1 . . . k2 − k + 1 do

for i := 0 . . . s do
set di(σ′) := di(σ

′)− cs(σ′)
s

(
s
i

)
γs−i

end
end
// Compute W (σ, σ′)
setW (σ, σ′) := 0
for s := 0 . . . k2 − k do

for t := 0 . . . k2 − k + 1 do
setW (σ, σ′) := W (σ, σ′) + cs(σ)dt(σ′)

s+t+1

(
βs+t+1 − αs+t+1

)
end

end

identity noise matrix), and the bivariate function f that represents the performance objective.

We first compute the probability that exam paper x gets type σ using (3.3) and the fact that

pσi,ℓ = 1 if σi = ℓ and pσi,ℓ = 0 otherwise. Hence,

Pr[x▷ σ] = N(σ)

k∏
i=1

(
k − 1

σi − 1

)
xσi−1(1− x)k−σi

= N(σ)

(
k∏

i=1

(
k − 1

σi − 1

))
xk

2−B(σ)(1− x)B(σ)−k.

Now, consider two exam papers with ranks x and y in the ground truth such that x < y
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and let σ and σ′ be two types. Using the above equality, we obtain

Pr[x▷ σ]Pr[y ▷ σ′]

Pr[x▷ σ′]Pr[y ▷ σ]
=

(
y(1− x)

x(1− y)

)B(σ)−B(σ′)

. (3.12)

Since y > x, it is also 1− x > 1− y and the right hand side of the last equation is above, equal,

or below 1 if and only if the quantity B(σ) − B(σ′) is positive, zero, or negative. Hence, the

quantity

Pr[x▷ σ]Pr[y ▷ σ′]− Pr[x▷ σ′]Pr[y ▷ σ]

and the Borda score difference B(σ) − B(σ′) between the two types σ and σ′ have the same

sign. Now, let sgn : R → {−1, 0, 1} be the signum function. We have that

sgn
(
W (σ, σ′)−W (σ′, σ)

)
= sgn

(∫ 1

0

∫ 1

x
f(x, y)(Pr[x▷ σ]Pr[y ▷ σ′]− Pr[x▷ σ′]Pr[y ▷ σ])dy dx

)
= sgn

(
B(σ)−B(σ′)

)
This implies that any Borda ordering≻ of the typesmaximizes the quantity

∑
σ,σ′:σ≻σ′ W (σ, σ′)

and, consequently, the quantity C(k,≻, I, f); the theorem follows.

The statement of Theorem 12 is rather surprising as Borda is among the simplest type-

ordering aggregation rules. For example, when k = 6, Borda classifies the exam papers into

only 31 different levels (based on their Borda scores) while there are type-ordering rules that

exploit a more refined classification of the papers into 462 different levels; the gap is much

higher for larger values of k. Theorem 12 essentially says that this extra power is not at all

necessary and Borda is always the best choice when perfect grading is used.

3.3 Formal analysis of type-ordering aggregation rules

Our assumptions about infinite number of students make our analysis in Section 3.2.1 non-

rigorous. We now present a rigorous analysis that handles formally all subtleties involved. We

denote by n the number of students and by k the bundle size.

In our non-rigorous analysis, exam papers are represented by their fractional true ranks in
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[0, 1]. Here, as the number of exam papers is considered to be finite, we adjust this notation as

follows. The integer χ ∈ [n]will denote both an exam paper and its true rank (i.e., exam paper

χ is the χ-th best paper in the ground truth). For an exam paper χ and type σ ∈ Tk, we will use

Prn[χ▷ σ] to denote the probability that χ gets type σ. Then, the notation Pr[x▷ σ] that is used

in Section 3.2.1 can be thought of as the limit, as n approaches infinity, of the probability that

exam paper χ (with x = χ/n) gets type σ.

Recall that for a type σ ∈ Tk, the quantity N(σ) denotes the number of different ways the

graders can give type σ to a given exampaper. It can be easily seen thatN(σ) ≤ k!. The notation

Lk is again used to denote the set of all k-entry vectors ℓ = (ℓ1, ..., ℓk) with ℓi ∈ [k]. We use the

abbreviation |ℓ|1 =
∑k

t=1 ℓt. Finally, p is the noise matrix.

For a real z ∈ [0, 1], define

θσ(z) = N(σ)
∑
ℓ∈Lk

( k∏
i=1

pσi,ℓi

(
k − 1

ℓi − 1

))
z|ℓ|1−k(1− z)k

2−|ℓ|1 .

Notice that θσ(x) is the equivalent expression (3.4) for Pr[x ▷ σ] in our non-rigorous analysis.

Clearly, θσ(z) ≤ 1 for every z ∈ [0, 1].

Here, we will focus on exam paper χ ∈ [n] and will show that θσ(χ/n) is an approximation

for Prn[χ▷ σ], which becomes sharp as n approaches infinity. This approximation is stated in

Corollary 15, which is obtained through the two next Lemmas 13 and 14.

We denote by ∆ the event that the exam papers that are contained in the k bundles in

which χ appears are all different. So, when ∆ is true, we can view the k(k − 1) exam papers

that appear in bundles together with χ as selected uniformly at random without replacement

among all exam papers besides χ.

Also, we denote by η(k) a sufficiently large quantity that depends only on k. Setting

η(k) = kk
2+2k+4 is enough for our proof below. Note that we have made no particular attempt

to optimize η(k).

Lemma 13. For every exam paper χ ∈ [n] and type σ ∈ Tk, it holds that

|Prn[χ▷ σ]− Prn[χ▷ σ|∆]| ≤ η(k)/n.
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Proof. Using the law of total probability, we have

Prn[χ▷ σ] = Prn[χ▷ σ|∆] · Prn[∆] + Prn[χ▷ σ|∆] · Prn[∆]

= Prn[χ▷ σ|∆] + Prn[∆] ·
(
Prn[χ▷ σ|∆]− Prn[χ▷ σ|∆]

)
,

which implies that

|Prn[χ▷ σ]− Prn[χ▷ σ|∆]| ≤ Prn[∆]. (3.13)

It remains to bound Prn[∆]. Consider the random process of forming the bundles (recall

the discussion in Section 3.1.1 and specifically footnote 1). The process consists of k rounds.

For i = 1, ..., k, the i-th exam paper in each bundle is decided in round i. We denote by Bi the

bundle that receives exam paper χ in round i. Without loss of generality, we assume that, in

each round j, the j-th exam paper in the bundles is decided as follows. By definition, if j = i,

the j-th exam paper in bundle Bi is exam paper χ. If i ̸= j, the j-th exam paper in bundle

Bi is selected uniformly at random among all exam papers besides exam paper χ, the exam

papers that have been included in bundleBi in rounds 1, 2, ..., j−1, and the j-th exam paper of

bundlesB1,B2, ...,Bi−1. Hence, if i ̸= j, the j-th exam paper in bundleBi is selected uniformly

at random among n− i− j + 2 exam papers.

The number of distinct exam papers that have been included in bundles before deciding

the j-th exam paper of bundle Bi is (j − 1)(k − 1) + i if i < j and (j − 1)(k − 1) + i− 1 if i > j.

Hence,

Prn[∆] =

k∏
j=1

j−1∏
i=1

n− (j − 1)(k − 1)− i

n− i− j + 2

k∏
i=j+1

n− (j − 1)(k − 1)− i+ 1

n− i− j + 2

≥
k∏

j=1

j−1∏
i=1

n− k2

n

k∏
i=j+1

n− k2

n
≥
(
1− k2

n

)k2

≥ 1− k4

n
≥ 1− η(k)/n.

The second last inequality follows by Bernoulli inequality. Hence, Prn[∆] ≤ η(k)/n and the

lemma follows due to inequality (3.13).
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Lemma 14. For every exam paper χ ∈ [n] and type σ ∈ Tk, it holds that

|Prn[χ▷ σ|∆]− θσ(χ/n)| ≤ η(k)/n.

Proof. Let B1, B2, ..., Bk be the k bundles which contain exam paper χ. In order to compute

Prn[χ ▷ σ|∆], we will compute the probability that χ will be ranked σi-th in bundle Bi for

i = 1, ..., k and, due to symmetry, we will multiply byN(σ) in order to account for all possible

different ways to get type σ. We denote by Ei the event that exam paper χ is ranked σi-th by the

grader of bundleBi. For a vector ℓ = (ℓ1, ..., ℓk) ∈ Lk, we denote by Zi the event that χ has true

rank ℓi among the exam papers in bundle Bi (i.e., χ is the ℓi-th best among the exam papers in

bundle Bi). Then,

Prn[χ▷ σ|∆] = N(σ) · Prn[∩k
i=1Ei|∆]

= N(σ) ·
∑
ℓ∈Lk

Prn[∩k
i=1Zi|∆] · Prn[∩k

i=1Ei| ∩k
i=1 Zi,∆]. (3.14)

Now, observe that

Prn[∩k
i=1Ei| ∩k

i=1 Zi,∆] =

k∏
i=1

Prn[Ei|Zi] =

k∏
i=1

pσi,ℓi (3.15)

by the definition of the noise matrix. Furthermore, using the chain rule,

Prn[∩k
i=1Zi|∆] =

k∏
i=1

Prn[Zi|Z1, ...,Zi−1,∆]. (3.16)

Now, the conditions Z1, ..., Zi−1 indicate that among the exam papers in bundles B1, ...,

Bi−1, exactly
∑i−1

t=1 ℓt − i + 1 have better true rank than χ and exactly k(i − 1) −
∑i−1

t=1 ℓt have

worse true rank than χ. Assuming ∆ and Z1, ..., Zi−1, the k − 1 exam papers in bundle Bi

(besides χ) are selected uniformly at random without replacement between all exam papers

that have not been included in bundles B1, ..., Bi−1. Then, the probability that exactly ℓi − 1

among the k − 1 exam papers of bundle Bi have better rank than exam paper χ is

Prn[Zi|Z1, ...,Zi−1,∆]
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=

(
k − 1

ℓi − 1

) ℓi−1∏
j=1

χ+ i− j − 1−
∑i−1

t=1 ℓt
n− j − (k − 1)(i− 1)

k∏
j=ℓi+1

n+ 1− χ− (i− 1)k − j +
∑i−1

t=1 ℓt
n+ 1− (k − 1)(i− 1)− ℓi − j

. (3.17)

We bound the fractions in the above expression using the property α
β ≤ α+γ

β+γ when 0 ≤ α ≤

β and γ > 0 and the facts that i, j, ℓi ∈ [k]. We have

χ+ i− j − 1−
∑i−1

t=1 ℓt
n− j − (k − 1)(i− 1)

≤
χ+ (i− 1)k −

∑i−1
t=1 ℓt

n
≤ min

{
1,

χ

n
+

k2

n

}
(3.18)

and

n+ 1− χ− (i− 1)k − j +
∑i−1

t=1 ℓt
n+ 1− (k − 1)(i− 1)− ℓi − j

≤
n− χ+

∑i
t=1 ℓt

n
≤ min

{
1, 1− χ

n
+

k2

n

}
. (3.19)

Using equalities (3.16) and (3.17) and inequalities (3.18) and (3.19), we get

Prn[∩k
i=1Zi|∆] ≤

k∏
i=1

(
k − 1

ℓi − 1

)(
min

{
1,

χ

n
+

k2

n

})ℓi−1(
min

{
1, 1− χ

n
+

k2

n

})k−ℓi

=

(
min

{
1,

χ

n
+

k2

n

})|ℓ|1−k (
min

{
1, 1− χ

n
+

k2

n

})k2−|ℓ|1 k∏
i=1

(
k − 1

ℓi − 1

)
.

(3.20)

Using the variation of Bernoulli inequality, which states that (α+β)γ ≤ αγ+βγ when α, β > 0,

α+ β ≤ 1, and γ is a non-negative integer, we have

(
min

{
1,

χ

n
+

k2

n

})|ℓ|1−k (
min

{
1, 1− χ

n
+

k2

n

})k2−|ℓ|1

≤ min
{
1,
(χ
n

)|ℓ|1−k
+

k2

n
(|ℓ|1 − k)

}
·min

{
1,
(
1− χ

n

)k2−|ℓ|1
+

k2

n
(k2 − |ℓ|1)

}
≤
(χ
n

)|ℓ|1−k
·
(
1− χ

n

)k2−|ℓ|1
+

k4

n
. (3.21)

Putting (3.14), (3.15), (3.20), and (3.21) together and using the definition of θσ(χ/n), we obtain

that

Prn[χ▷ σ|∆] ≤ θσ(χ/n) +
k4

n
·N(σ)

∑
ℓ∈Lk

k∏
i=1

(
k − 1

ℓi − 1

)
pσi,ℓi

≤ θσ(χ/n) + kk
2+2k+4/n ≤ θσ(χ/n) + η(k)/n. (3.22)
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Similarly,we bound the fractions in theRHSof (3.17) frombelowusing the facts that i, j, ℓi ∈

[k]. We have

χ+ i− j − 1−
∑i−1

t=1 ℓt
n− j − (k − 1)(i− 1)

≥
χ+ i− j − 1−

∑i−1
t=1 ℓt

n
≥ max

{
0,

χ

n
− k2

n

}
(3.23)

and

n+ 1− χ− (i− 1)k − j +
∑i−1

t=1 ℓt
n+ 1− (k − 1)(i− 1)− ℓi − j

≥
n+ 1− χ− (i− 1)k − j +

∑i−1
t=1 ℓt

n
≥ max

{
0, 1− χ

n
− k2

n

}
.

(3.24)

Using equalities (3.16) and (3.17) and inequalities (3.23) and (3.24), we get

Prn[∩k
i=1Zi|∆] ≥

k∏
i=1

(
k − 1

ℓi − 1

)(
max

{
0,

χ

n
− k2

n

})ℓi−1(
max

{
0, 1− χ

n
− k2

n

})k−ℓi

=

(
max

{
0,

χ

n
− k2

n

})|ℓ|1−k (
max

{
0, 1− χ

n
− k2

n

})k2−|ℓ|1 k∏
i=1

(
k − 1

ℓi − 1

)
.

(3.25)

Using the variation of Bernoulli inequality, which states that (α−β)γ ≥ αγ−βγ when α, β > 0,

α− β ≥ 0, and γ is a non-negative integer, we have

(
max

{
0,

χ

n
− k2

n

})|ℓ|1−k (
max

{
0, 1− χ

n
− k2

n

})k2−|ℓ|1

≥ max
{
0,
(χ
n

)|ℓ|1−k
− k2

n
(|ℓ|1 − k)

}
·max

{
0,
(
1− χ

n

)k2−|ℓ|1
− k2

n
(k2 − |ℓ|1)

}
≥
(χ
n

)|ℓ|1−k
·
(
1− χ

n

)k2−|ℓ|1
− k4

n
. (3.26)

Putting (3.14), (3.15), (3.25), and (3.26) together and using the definition of θσ(χ/n), we obtain

that

Prn[χ▷ σ|∆] ≥ θσ(χ/n)−
k4

n
·N(σ)

∑
ℓ∈Lk

k∏
i=1

(
k − 1

ℓi − 1

)
pσi,ℓi

≥ θσ(χ/n)− kk
2+2k+4/n ≥ θσ(χ/n)− η(k)/n. (3.27)

The lemma follows by inequalities (3.22) and (3.27).
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Lemmas 13 and 14 imply the following.

Corollary 15. For every exam paper χ ∈ [n] and type σ ∈ Tk, it holds that

|Prn[χ▷ σ]− θσ(χ/n)| ≤ 2η(k)/n.

We next focus on two exam papers χ, υ ∈ [n]. We will show that the events that they get

types σ, σ′ ∈ Tk are almost independent.

Lemma 16. For every pair of exam papers χ, υ ∈ [n] and pair of types σ, σ′ ∈ Tk, it holds that

|Prn[χ▷ σ and υ ▷ σ′]− Prn[χ▷ σ] · Prn[υ ▷ σ′]| ≤ η(k)/n.

Proof. Consider the two exampapersχ and υ and letΓ denote the event that no bundle contains

both χ and υ. Using Bayes’ rule and the law of total probability, we have

Prn[χ▷ σ and υ ▷ σ′]

= Prn[χ▷ σ] · Prn[υ ▷ σ′|χ▷ σ]

= Prn[χ▷ σ] ·
(
Prn[υ ▷ σ′|χ▷ σ,Γ]Prn[Γ] + Prn[υ ▷ σ′|χ▷ σ,Γ]Prn[Γ]

)
= Prn[χ▷ σ] ·

(
Prn[υ ▷ σ′|Γ]Prn[Γ] + Prn[υ ▷ σ′|χ▷ σ,Γ]Prn[Γ]

)
= Prn[χ▷ σ] · Prn[υ ▷ σ′] + Prn[Γ] · Prn[χ▷ σ] ·

(
Prn[υ ▷ σ′|χ▷ σ,Γ]− Prn[υ ▷ σ′|Γ]

)
.

In the third equality, we have used the fact that, whether exam paper υ gets type σ′ does not

depend on whether exam paper χ gets type σ when no bundle contains both χ and υ, i.e.,

Prn[υ ▷ σ′|χ▷ σ,Γ] = Prn[υ ▷ σ′|Γ]. Hence,

|Prn[χ▷ σ and υ ▷ σ′]− Prn[χ▷ σ] · Prn[υ ▷ σ′]| ≤ Pr[Γ].

It remains to show that Pr[Γ] ≤ η(k)/n. Let t ∈ {k, k + 1, ..., k(k − 1)} be the random variable

indicating the number of papers different than χwhich appear in the bundles of χ. Given t, the

probability that paper υ is one of these papers is Prn[Γ|t] = t
n−1 ≤ η(k)

n . Hence, Prn[Γ] ≤ η(k)/n

as well and the lemma follows.

Now, we use Cn to denote the expected fraction of pairwise relations between exam papers

57



that are recovered correctly by the type-ordering aggregation rule ≻. Using Lemma 16 and

Corollary 15, we have

Cn =

(
n

2

)−1 n−1∑
χ=1

n∑
υ=χ+1

 ∑
σ,σ′:σ≻σ′

Prn[χ▷ σ and υ ▷ σ′] +
1

2

∑
σ

Prn[χ▷ σ and υ ▷ σ]


≤
(
n

2

)−1 n−1∑
χ=1

n∑
υ=χ+1

 ∑
σ,σ′:σ≻σ′

(
Prn[χ▷ σ] · Prn[υ ▷ σ′] +

η(k)

n

)

+
1

2

∑
σ

(
Prn[χ▷ σ] · Prn[υ ▷ σ] +

η(k)

n

))

≤
(
n

2

)−1 n−1∑
χ=1

n∑
υ=χ+1

 ∑
σ,σ′:σ≻σ′

(
θσ(χ/n) · θσ′(υ/n) + 5

η(k)

n

)
+

1

2

∑
σ

(
θσ(χ/n) · θσ(υ/n) + 5

η(k)

n

)
=

(
n

2

)−1 n−1∑
χ=1

n∑
υ=χ+1

 ∑
σ,σ′:σ≻σ′

θσ(χ/n) · θσ′(υ/n) +
1

2

∑
σ

θσ(χ/n) · θσ(υ/n)

+
5|Tk|2η(k)

2n
.

In the second inequality, besides Corollary 15, we have also used the fact that θσ(χ/n) and

θσ′(υ/n) are at most 1.

Similarly, we can obtain the following lower bound:

Cn ≥
(
n

2

)−1 n−1∑
χ=1

n∑
υ=χ+1

 ∑
σ,σ′:σ≻σ′

θσ(χ/n) · θσ′(υ/n) +
1

2

∑
σ

θσ(χ/n) · θσ(υ/n)

− 5|Tk|2η(k)
2n

.

So far, we have shown that Cn takes values that range in an interval of width 5|Tk|2η(k)/n. We

remark that our experiments indicate that the concentration is much sharper.

Notice that the quantity 5|Tk|2η(k)
2n , which appears in the above upper and lower bounds of

Cn, approaches 0 as n tends to infinity, as both |Tk| and η(k) depend only on k. Hence,

lim
n→+∞

Cn =

∫ 1

0

∫ 1

x

 ∑
σ,σ′:σ≻σ′

θσ(x) · θσ′(y) +
1

2

∑
σ

θσ(x) · θσ(y)

 dy dx

=
∑

σ,σ′:σ≻σ′

W (σ, σ′) +
1

2

∑
σ

W (σ, σ),

where the weights W are exactly as we have defined them in Section 3.2.1. We conclude that

the quantity C that we study in our non-rigorous analysis is indeed the limit of the expected

number of correctly recoveredpairwise relations as the number of students approaches infinity.
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Extending the analysis for more general bivariate performance objectives f (as we did in

Section 3.2.2) is straightforward.

3.4 Validation of our framework

In this section, we present our field experiments and simulation results that validate the

theoretical framework we developed in Section 3.2.

3.4.1 Building realistic noise models using field experiments

We have run two field experiments with the students that attended the course on

Computational Complexity in our Department during the Spring 2015 and Spring 2016

semesters. The course is taught by the Associate Professor Ioannis Caragiannis and usually

includes an optional mid term exam. Cardinal integer and half-integer scores between 0 and 10

are used in such exams and they represent how correct the answers of the students to the exam

questions are. Hence, these cardinal scores represent the success of the students in the exam in

absolute terms.

In our experiments, our goal has been to investigate how effective the students can be

in ordinal grading. For this purpose, we created hypothetical exams with three questions

and prepared several answers for them. In particular, for the 2015 experiment, we prepared

16 different answers to question 1, 12 answers to question 2, and 8 answers to question 3.

Combinations of these answers into all different ways resulted in a pool of 1536 different

exam papers. We created bundles of size 6 from this pool. Each student was given a bundle

of exam papers which was asked to rank (for a bonus grade). Note that the selection of exam

papers in each bundle was not arbitrary. The answers for the questions belonged to different

levels of correctness and included excellent ones, almost excellent ones with a minor issue not

fully resolved, answers in the right direction but with sloppy write-up, completely incorrect

answers, no answer at all, etc. Specifically, we had 7, 6, and 5 different levels of correctness for

the answers in questions 1, 2, and 3, respectively. For the 2016 experiment, these numbers were

only slightly modified. When bundles were formed, we imposed the following constraint for

any pair of exam papers A and B in a bundle: if the correctness level of paper A in an answer

is strictly higher than that in paper B, then paper B cannot have a strictly higher correctness
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level than A in any other answer. Furthermore, there was at least one question for which the

answers (in A and B) had different levels of correctness. This guaranteed a strict ranking of

the exam papers in each bundle and, furthermore, that this ranking would be well-defined and

independent of any assumptions about the importance of the different questions.

In this ranking exercise, each student was given a bundle of 6 exam papers and returned a

ranking of them. In addition, the students participated in the traditional mid term exam. This

allowed us to quantify the correlation between their grading behaviour and their success in

the traditional exam. So, the outcome of each experiment is a list consisting, for each student,

of a ranking of the exam papers in her bundle (as a permutation of the correct ranking)

together with her performance in the exam. These data are depicted in Tables 3.8 (for the 2015

experiment), 3.9, and 3.10 (for the 2016 experiment) in Section 3.6. Figures 3.2(a) and 3.2(b) show

the correlation between grading error (Kendall-tau distance of the ranking returned by each

grader from the correct ranking of the exam papers in her bundle) and quality for the 136 and

241 students that participated in the mid term exams in 2015 and 2016, respectively. Observe

that, in 2015, the grading performance of the majority of the non-excellent students seems to

be uniformly distributed between average and excellent, with just a few under-performing

outliers, whereas the picture is more clear in 2016 and the grading performance has improved.

An explanation for this grading behaviour is that, even though the students have participated in

many exams like the mid term in the past and have a very good idea of what they are expected

to do, in 2015, it was the very first time they were asked to rank. In contrast, before the 2016

exam,wemade the datawe collected in the previous year available in order to help the students

prepare for the ordinal grading task as well.

For comparison, we have also plotted this correlation for randomly chosen students for

the Mallows and RUM populations in Figures 3.2(c) and 3.2(d). Both figures show data about

200 students as a representative number in between the number of participants in the two

field experiments. For the Mallows population, the correlation between student quality (to be

thought of as equivalent to the success in the traditional exam) and grading performance is

clear. However, for the RUM population, the correlation seems to be more noisy.

The data depicted in Tables 3.8, 3.9, and 3.10 have been used extensively in simulated exams

with two “realistic” populations. Essentially, each student in the corresponding experiments

serves as the support of the distribution of the grading behaviour of the realistic populations.
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(d) RUM noise

Figure 3.2: Correlation between (cardinal) grade of students in the traditional examandgrading

error (Kentall-tau distance from the correct ranking). Data refer (a) to the 136 students that

participated in our field experiment in 2015, (b) to 241 students that participated in our field

experiment in 2016, (c) to 200 random students/graders drawn from the Mallows distribution,

and (d) to 200 random students/graders drawn from the RUM distribution. Each bubble

corresponds to a number of students that is proportional to its area. The data in (a) and (b)

have been obtained by processing the data in Tables 3.8, 3.9, and 3.10.

For sampling students from these populations, we draw pairs (consisting of a ranking of exam

papers and the corresponding quality) from the tables uniformly at randomand independently,

with the quality values slightly perturbed (randomly) so that a strict ground truth ranking of

the sampled students is obtained.

The information about the grading behaviour of students in our two experiments has also

been distilled into the noisematriceswhich are usedwhen applying our theoretical framework.

We will use the terms realistic 2015 and realistic 2016 to refer to the noise model represented

by matrices P2015 and P2016, respectively. The information in the matrices was obtained by
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measuring the frequency that the i-th ranked exam paper by students should be correctly

ranked at position j. For example, in 2015, 28 out of 136 students ranked third an exam paper

in their bundles which should have been ranked fourth; thus, cell (3, 4) in P2015 contains the

value 28/136 ≈ 0.2059. We present these matrices at the end of the subsection.

We have also implemented the two processes that define Mallows and RUM graders (see

Section 3.1.2) for bundles of size 6, and use them in simulations. By sampling 109 Mallows

and RUM students with uniform qualities and simulating their grading behaviour, we have

computed the corresponding noise matrices, andwe present them at the end of this subsection.

The noise matrices P2015, P2016, Pmallows, and Prum are used in the computation of the

optimal type-ordering aggregation rules for the corresponding student populations according

to the methodology developed in Sections 3.2.1 and 3.2.2. We stress again that these noise

matrices do not include any information about the correlation between the grading behaviour

and the quality of the student that acts as grader. This is a feature that our theoretical

framework completely neglects. In contrast, this correlation is implemented in our simulations.

Surprisingly, as we will see in the next section, our theory leads to very accurate performance

predictions, in spite of its several simplifying assumptions compared to practice.

P2015 =



0.4632 0.2573 0.1029 0.0588 0.0588 0.0588

0.2058 0.3162 0.2279 0.1103 0.0662 0.0735

0.1617 0.1912 0.2574 0.2059 0.1324 0.0515

0.1029 0.1176 0.1912 0.2426 0.2794 0.0662

0.0441 0.0661 0.1397 0.2206 0.3015 0.2279

0.0221 0.0514 0.0808 0.1618 0.1618 0.5221


(3.28)
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P2016 =



0.6224 0.2199 0.0788 0.0373 0.0124 0.0290

0.1826 0.4896 0.1867 0.1037 0.0249 0.0124

0.0664 0.1494 0.4647 0.1992 0.0788 0.0415

0.0664 0.0664 0.1411 0.4315 0.2116 0.0830

0.0456 0.0498 0.0913 0.1618 0.4730 0.1784

0.0166 0.0249 0.0373 0.0664 0.1992 0.6556


(3.29)

Pmallows =



0.6337 0.1753 0.0824 0.0494 0.0339 0.0253

0.1753 0.5112 0.1549 0.0768 0.0479 0.0339

0.0824 0.1549 0.4865 0.1500 0.0768 0.0494

0.0494 0.0768 0.1500 0.4865 0.1549 0.0824

0.0339 0.0479 0.0768 0.1549 0.5112 0.1753

0.0253 0.0339 0.0494 0.0824 0.1753 0.6337


(3.30)

Prum =



0.5046 0.1587 0.0963 0.0824 0.0793 0.0788

0.1587 0.4048 0.1709 0.1026 0.0836 0.0793

0.0963 0.1709 0.3746 0.1732 0.1026 0.0823

0.0824 0.1026 0.1732 0.3746 0.1709 0.0963

0.0793 0.0836 0.1026 0.1709 0.4048 0.1586

0.0788 0.0793 0.0824 0.0963 0.1586 0.5046


(3.31)

3.4.2 On the accuracy of theoretical performance predictions

We have applied the theoretical framework that we developed in Sections 3.2.1 and 3.2.2 in

order to obtain the optimal type-ordering aggregation rules for several scenarios together with

theoretical predictions regarding their performance. In all scenarios, we use the same bundle

size of k = 6 and distinguish between the realistic 2015, the realistic 2016, the Mallows, and the

RUMnoise models by using the correspondingmatrices P2015, P2016, Pmallows and Prum defined

in equations (3.28), (3.29), (3.30) and (3.31), respectively. As bivariate performance objectives,
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we have considered the following:

• all2all: the total number of all correctly recovered pairwise relations. The corresponding

bivariate function is defined as f(x, y) = 1 for x, y ∈ [0, 1] with x ≤ y and f(x, y) = 0

otherwise;

• th-10% and th-50%: the total number of correctly recovered relations between pairs that

include an exam paper that is ranked in the top 10% and top 50% in the ground truth,

respectively, i.e., f(x, y) = 1 if x ≤ 0.1 and x ≤ 0.5 and x ≤ y, respectively;

• acc-2% and acc-5%: the total number of correctly recovered relations between pairs with

positions that differ by at least 2% and 5% in the ground truth, respectively, i.e., f(x, y) =

1 if y − x ≥ 0.02 and y − x ≥ 0.05, respectively.

For each scenario, we use (3.6) and (3.5) to compute the weight W (σ, σ′) for every pair

of types σ and σ′ from T6. Then, following Theorem 11, we solve the corresponding instance

of FAS (as described in Section 3.2.2) to compute the type-ordering aggregation rule that

is optimal (of course, under the simplifying assumptions of our theoretical framework) for

the particular scenario. The theoretical prediction of performance is then given by (3.7) from

Theorem 10.

Computations required for the application of our theoretical framework (i.e., those

described in Subsection 3.2.3 for the computation of the weights as well as the FAS algorithm

described in Section 3.4.2) have been automated. All the computational results that we report

in the following have been obtained using an Intel 12-core i7 machine with 32Gb of RAM

running Windows 7. Our methods have been implemented in C using the GNU Multiple

Precision Arithmetic Library (GMP) and in Matlab R2013a. In particular, high precision is

absolutely necessary in order to compute the weights even for bundles of size 6 since, by

inspecting equations (3.6) and (3.5) carefully (see also Section 3.2.3 for a detailed discussion on

the computation of the weights), we can see that there are products with more than 30 factors

and factorials of integers up to 30 that are involved in the computations.

In all scenarios we have considered, the algorithm for solving FAS is fast. This is due to

the fact that the strongly connected components have small size. In all cases, among the 462

different types that we can have for bundles of size 6, more than 97% of them form singleton

components and the maximum component size never exceeded 50 (for the RUMmodel). Brute

64



forcing has been used to order the types in strongly connected components of size up to 10.

For larger components, Borda orderings have been used as described in Section 3.2.2. The

distribution of the strongly connected components for the scenarios we considered is depicted

in Table 3.1.

size 1 3–7 8–11 ≥ 12 max

realistic
2015

all2all 448 13 1 0 10
th-50% 460 2 0 0 3
acc-2% 449 12 1 0 10
acc-5% 451 10 1 0 10

realistic
2016

all2all 458 4 0 0 5
th-50% 460 2 0 0 3
acc-2% 458 4 0 0 5
acc-5% 460 2 0 0 4

mallows

all2all 453 6 2 1 20
th-50% 459 3 0 0 4
acc-2% 449 10 2 1 20
acc-5% 449 12 0 1 20

rum

all2all 443 10 2 7 50
th-50% 448 11 2 1 17
acc-2% 439 14 4 5 50
acc-5% 435 16 10 1 50

Table 3.1: Distribution of the size of strongly connected components. Results about th-10% are

not shown; curiously, all strongly connected components are singletons in these cases.

In parallel to the application of our theoretical framework (see again Figure 3.1 which

summarizes our overall approach), we have also performed extensive simulations for all

scenarios considered. For each scenario, we have simulated exams with 10 000 students (as

explained in Section 3.4.1), using the optimal type-ordering aggregation rule, that was obtained

by applying our theoretical framework for the scenario, as discussed above. Tables 3.2 and 3.3

contain the average values (from 1000 simulated exams) of the performance measure for each

simulated grading scenario in columns labelled as “simulation”. The columns labelled “theory”

contain the theoretical performance predictions for the same aggregation rule and scenario.

Data for perfect grading scenarios are reported in Table 3.3, where Borda is the optimal type-

ordering aggregation rule.

In contrast to the simplifying assumptions of our theoretical framework, correlation of

grading behaviour and performance in the exam is a key feature in our simulations. Therefore,

the information contained in Tables 3.2 and 3.3 is rather surprising and shows that, in spite
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of our assumptions, our theory provides extremely accurate predictions for the performance

of type-ordering aggregation rules in practice. Note that the values in Tables 3.2 and 3.3 are

percentages and we never observed differences beyond the second decimal point between the

theoretically predicted value and the simulated one.5 Also, note that the number of 10 000

students in our simulations is much lower than the vision for the most popular courses that

will be offered by MOOCs in the near future; the predictions become even more accurate for

higher numbers of students.

Borda has been used in all imperfect grading scenarios for comparison purposes. The

optimal type-ordering aggregation rule can have a performance that is 3.5% better than Borda

(e.g., in the th-10% scenario with RUM graders). However, in many cases, Borda is closer to

optimality.

noise realistic grading 2015 realistic grading 2016
setting theory simulation theory simulation
method opt borda opt borda opt borda opt borda
all2all 80.01 79.57 80.09 79.57 85.70 85.02 85.69 85.02
th-10% 87.61 87.18 87.60 87.17 91.71 90.02 91.69 90.01
th-50% 83.62 83.43 83.62 83.43 88.64 88.06 88.63 88.06
acc-2% 81.27 80.73 81.27 80.74 87.08 86.39 87.08 86.38
acc-5% 82.97 82.42 82.97 82.42 89.01 88.31 89.01 88.30

Table 3.2: Performance of optimal type-ordering aggregation rules as well as Borda for the two

realistic grading scenarios of 2015 and 2016 with respect to the five different objectives. The

values presented are theoretical predictions (theory) and average simulation measurements

from 1000 exams with 10 000 students.

Figure 3.3 reports detailed information for all simulations, for the all2all, th-10% and acc-5%

scenarios. Clearly, the performance of the aggregation rules for all objectives thatwe considered

is sharply concentrated around the average values shown in Tables 3.2 and 3.3; note that the

size of the x and y-axis that are depicted in all subfigures are at most 3% wide (besides in

subfigure 3.3(k) for RUM grading with the th-10% bivariate performance objective, which has

axes that are 6%wide). Again, Borda is used for comparison purposes.

5Even though we have consistently used exams with 10 000 students in all our simulations, data with smaller
exams are also very close to the theoretically predicted values. For example, in simulations with 1000 exams with
1000 students in the realistic 2016 grading scenario with the all2all performance objective, the optimal rule and
Borda have average performance percentage of 85.76 and 85.07, compared to 85.69 and 85.02 in Table 3.2. Higher
differences are observed for much smaller exams (respectively, 86.23 and 85.55 for 100-student exams).
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noise perfect grading mallows grading rum grading
setting theory sim. theory simulation theory simulation
method borda borda opt borda opt borda opt borda opt borda
all2all 92.01 92.02 85.15 84.38 85.16 84.39 77.89 76.79 77.89 76.81
th-10% 96.94 96.95 92.05 90.52 92.07 90.54 87.11 83.59 87.13 83.62
th-50% 94.13 94.14 88.39 87.8 88.4 87.81 81.27 80.32 81.28 80.33
acc-2% 93.57 93.57 86.52 85.72 86.52 85.73 78.99 77.85 78.99 77.86
acc-5% 95.47 95.47 88.42 87.61 88.42 87.62 80.57 79.40 80.57 79.41

Table 3.3: Performance of optimal type-ordering aggregation rules as well as Borda for

scenarios with perfect, Mallows, and RUM grading with respect to the five different

objectives. The values presented are theoretical predictions (theory) and average simulation

measurements from 1000 exams with 10 000 students.

A final comment on the performance of the optimal type-ordering aggregation rules is that

they are extremely robust. Even though they have been optimized with respect to a particular

bivariate performance objective, they perform very well with respect to other objectives as

well. Figure 3.4 shows measurements of properties that cannot be expressed as bivariate

performance objectives. Each plot shows data about Borda and the optimal (under the all2all

objective) type-ordering aggregation rules in scenarios with perfect, realistic, Mallows, and

RUM grading. Borda in the perfect grading scenario has the best performance with respect to

these objectives as well. Actually, its performance in this scenario can serve as the optimistic

barrier for every type-ordering aggregation rule in any (imperfect) grading scenario. More

interestingly, Borda has performance that is very close to the optimal rule for realistic grading

(the corresponding curves almost coincide in Figures 3.4(a) and 3.4(c)) and is slightly worse for

Mallows and RUM grading. In fact, these results are in sync to those in Tables 3.2 and 3.3, and

Figure 3.3.

3.4.3 The effect of inaccuracies in the noise model

The two realistic noise models that we built in Section 3.4.1 are, by definition, approximations

of the students in our home institution. Besides limitations that have to do with our modelling

assumptions, they have the obvious drawback that they have been built using a very small

fraction of our students, i.e., 136 students in 2015 and the slightly increased number of

241 students in 2016. So far, the reader should have been convinced that the type-ordering
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Figure 3.3: Performance of the optimal type-ordering aggregation rule and Borda for the

realistic 2015, 2016, Mallows and RUM grading scenarios for the all2all, acc-5%, and th-10%

objectives. Each point (among the 1000 points in each cloud) corresponds to a simulated exam

with the participation of 10 000 students with the corresponding grading behaviour.

aggregation rules we have built are indeed optimal for a large population that inherits the

quality and grading performance of this small fraction of students; this has been the focus of the

application of our theoretical framework and of our simulations with realistic grading. What
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Figure 3.4: Robustness of optimal type-ordering aggregation rules and Borda with realistic

graders in Subfigures (a), (b) and (c), and perfect, Mallows, and RUM graders in Subfigures

(d), (e) and (f). The information depicted is the result of 1000 executions on exams with 10 000

participating students. Displacement: a point (x, y) represents the fact that y% of the students

have been displaced by at least x% from their true position. Interval displacement: a point (x, y)

represents the fact that y%of the students in the interval [0, x%] are the same both in the ground

truth and in the rankings produced by the aggregation rules. Distribution of top 20%: a point

(x, y) represents the fact that y% of the top 20% of the students are positioned in the interval

[(x− 5)%, x%].

is far from clear is whether these aggregation rules will perform equally well for the whole

population of the students in our home institution. To see the importance of this question,

imagine it in the planetary scale that MOOCs envision. Can we make safe predictions for huge

student populations by sampling a tiny fraction of them, building a noise model as we did

in Section 3.4.1, and then selecting the optimal type-ordering aggregation rules as we did in

Section 3.4.2?

We give a positive answer to this question by considering Mallows and RUM grading

scenarios. With Mallows and RUM, we have the luxury of two well-defined noise models for
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the grading behaviour of a huge student population which we have used in order to compute

optimal type-ordering aggregation rules. This information will be used only for assessing the

approach presented in the following. Now, we will pretend that no information about grading

behaviour is available and all we can do is to apply (actually, to simulate) field experiments

like the ones we presented in Section 3.4.1 on tiny fractions of the students in order to come up

with noise matrices. In this way, we will compute approximations of the true noise models.

We have followed this approach using samples of Mallows and RUM graders of size 100

and 1000; recall that we have used 109 samples to compute the actual Mallows and RUM noise

model matrices. The noise model matrices we obtained are as follows:

P 100
mallows =



0.59 0.19 0.07 0.08 0.06 0.01

0.19 0.44 0.18 0.09 0.04 0.06

0.10 0.19 0.43 0.19 0.07 0.02

0.05 0.05 0.15 0.45 0.19 0.11

0.06 0.10 0.09 0.14 0.46 0.15

0.01 0.03 0.08 0.05 0.18 0.65


and

P 1000
mallows =



0.639 0.186 0.066 0.058 0.031 0.020

0.193 0.534 0.150 0.055 0.032 0.036

0.073 0.149 0.501 0.147 0.076 0.054

0.039 0.075 0.155 0.497 0.147 0.087

0.033 0.038 0.071 0.163 0.517 0.178

0.023 0.018 0.057 0.080 0.197 0.625


for the Mallows model, and

P 100
rum =



0.49 0.19 0.08 0.06 0.11 0.07

0.22 0.36 0.25 0.05 0.04 0.08

0.09 0.12 0.31 0.22 0.14 0.12

0.04 0.11 0.23 0.35 0.13 0.14

0.08 0.12 0.08 0.20 0.37 0.15

0.08 0.10 0.05 0.12 0.21 0.44
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and

P 1000
rum =



0.506 0.154 0.080 0.095 0.075 0.090

0.156 0.401 0.186 0.093 0.084 0.080

0.088 0.163 0.385 0.173 0.107 0.084

0.088 0.110 0.159 0.374 0.183 0.086

0.076 0.088 0.100 0.190 0.386 0.160

0.086 0.084 0.090 0.075 0.165 0.500


for the RUM model. The matrices have been used to compute the optimal type-ordering

aggregation rules for the five bivariate performance objectives using our theoretical framework

from Sections 3.2.1 and 3.2.2.

Interestingly, the instances of FAS that we had to solve were slightly harder now. In

particular, for the 100-sample Mallows noise model and the 100-sample RUM noise model, we

had strongly connected components of size up to 26 and 89, respectively. Still, ourmethodology

was applied smoothly and allowed us to compute optimal rules. Recall that (see Sections 3.2.2

and 3.4.2) for strongly connected components of size larger than 10, we use Borda orderings of

the types within the component, instead of computing the optimal ordering by brute forcing

(which is prohibitive for so large components). Hence, an important question is how close to

optimality are the type-ordering aggregation rules that we come up with, when we inevitably

resort to Borda orderings. To answer this, we compute an upper bound on the performance

of the optimal rules by considering the maximum weight edge between any pair of types

that are part of a strongly connected component. Note that this gives an upper bound on the

contribution of the strongly connected components to the total weight of the optimal solution

of the FAS instance since, in general, taking the maximum weight edges may lead to cycles.

Then, we can see how close the performance of our rules is to this upper bound. Table 3.4

contains this information; it should be clear from the almost zero values reported there that the

type-ordering aggregation rules that we obtain are extremely close to being optimal.

Table 3.5 shows the theoretical prediction values of the 100- and 1000-sample

approximation type-ordering aggregation rules. The performance of the type-ordering

aggregation rules that were computed using the 100-sample approximations are already

amazingly close to those for the actual models. For the rules that we computed using the 1000-

sample approximation, it is almost impossible to distinguish them from the actual ones, in
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model all2all acc-2% acc-5% th-10% th-50%
realistic 2015 0 0 0 0 0
realistic 2016 0 0 0 0 0
mallows 6 · 10−6 6 · 10−6 6 · 10−6 0 0
100-mallows 5 · 10−5 5 · 10−5 5 · 10−5 0 0
1000-mallows 0 8 · 10−6 1 · 10−5 0 0
rum 2 · 10−4 2 · 10−4 1 · 10−4 0 2 · 10−5

100-rum 1 · 10−4 2 · 10−4 7 · 10−4 0 0
1000-rum 6 · 10−4 6 · 10−4 2 · 10−4 0 1 · 10−5

Table 3.4: Upper bound error for all scenarios. The numbers depicted correspond to the

difference between the performance of the respective type-ordering aggregation rule that is

computed using Borda orderings within the strongly connected components of size larger than

10 and the theoretical upper bound on the performance of the optimal rule, which is computed

by accounting for the maximum weight between any two types that are part of a big strongly

connected component. The value 0 indicates that there were no such big components and the

rule is actually optimal. As one can observe, even in cases where we did have big components,

the error is extremely close to 0.

terms of performance.

# samples 100 1000 109

setting mallows rum mallows rum mallows rum
all2all 84.95 77.51 85.14 77.85 85.15 77.89
th-10% 91.82 86.58 92.05 87.08 92.05 87.11
th-50% 88.21 80.84 88.39 81.25 88.39 81.27
acc-2% 86.31 78.59 86.51 78.95 86.52 78.99
acc-5% 88.19 80.21 88.41 80.51 88.42 80.57

Table 3.5: Theoretical performance prediction of the optimal type-ordering aggregation rules

for the 100- and 1000-sample approximations of the Mallows and RUMmodel.

Amore refined graphical representation of these findings is given in Figure 3.5 (best viewed

in color). Each plot contains a blue and a red cloud of 1000 points, each corresponding to a

single simulated exam with 10 000 students. The blue points (respectively, red points) show

the performance of the optimal rule for the 1000-sample (respectively, 100-sample) Mallows

and RUM approximation versus the Mallows- and RUM-optimal rule in subfigures (a)–(c) and

(d)–(f), respectively. In all cases, the blue cloud almost coincides with the diagonal in each plot,

indicating an optimal approximation of the optimal rule. The red cloud is distinct but still very
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close. To realize how close the two clouds are, for the case of the Mallows model, almost the

whole cloud of points for Borda (from Figures 3.3(g)–(i)) would be located outside the plot area

of Figure 3.5(a)–(c) (if we attempted to plot it).
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Figure 3.5: A comparison of the optimal rule for Mallows and RUM and their approximations

with respect to the objectives (a) all2all, (b) acc-5%, and (c) th-10%. The depicted results are

from 1000 executions of the type-ordering aggregation rules on simulated exams with 10 000

students.

We conclude the presentation of our simulation results with a comparison of the type

orderings of the optimal aggregation rules for Mallows and RUM and their 100- and 1000-

sample approximations; these are presented in Tables 3.6 and 3.7. Therein, we can see that the

optimal rules for the 1000-sample noise models according to the all2all performance objective

are very close (but not identical) to theMallows- and RUM-optimal rules. The optimal rules for

the 100-sample noise models are substantially different (these differences are more apparent in

lower positions of the orderings which cannot be included here). An interesting characteristic

of optimal rules for Mallows, RUM and their approximations is that the orderings of types

are non-monotonic. For example, type (1, 1, 1, 1, 1, 5) is always ahead of (1, 1, 1, 1, 1, 2) for the

Mallows model and its approximations. This justifies our decision to study type-ordering

aggregation rules and ignore positional scoring rules; clearly, no positional scoring rule would
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pos. mallows 100-sample 1000-sample
1 (1, 1, 1, 1, 1, 1) (1, 1, 1, 1, 1, 1) (1, 1, 1, 1, 1, 1)
2 (1, 1, 1, 1, 1, 6) (1, 1, 1, 1, 1, 5) (1, 1, 1, 1, 1, 6)
3 (1, 1, 1, 1, 1, 5) (1, 1, 1, 1, 1, 2) (1, 1, 1, 1, 1, 5)
4 (1, 1, 1, 1, 1, 2) (1, 1, 1, 1, 1, 4) (1, 1, 1, 1, 1, 2)
5 (1, 1, 1, 1, 1, 4) (1, 1, 1, 1, 1, 3) (1, 1, 1, 1, 1, 4)
6 (1, 1, 1, 1, 1, 3) (1, 1, 1, 1, 1, 6) (1, 1, 1, 1, 1, 3)
7 (1, 1, 1, 1, 2, 6) (1, 1, 1, 1, 2, 2) (1, 1, 1, 1, 2, 6)
8 (1, 1, 1, 1, 2, 2) (1, 1, 1, 1, 2, 5) (1, 1, 1, 1, 2, 2)
9 (1, 1, 1, 1, 6, 6) (1, 1, 1, 1, 5, 5) (1, 1, 1, 1, 2, 5)
10 (1, 1, 1, 1, 2, 5) (1, 1, 1, 1, 2, 4) (1, 1, 1, 1, 6, 6)
11 (1, 1, 1, 1, 5, 6) (1, 1, 1, 1, 2, 3) (1, 1, 1, 1, 5, 6)
12 (1, 1, 1, 1, 2, 4) (1, 1, 1, 1, 3, 5) (1, 1, 1, 1, 5, 5)
13 (1, 1, 1, 1, 2, 3) (1, 1, 1, 1, 4, 5) (1, 1, 1, 1, 2, 4)
14 (1, 1, 1, 1, 5, 5) (1, 1, 1, 1, 3, 3) (1, 1, 1, 1, 2, 3)

Table 3.6: The first 14 types in the type ordering of the optimal rules for Mallows and its 100-

sample and 1000-sample approximations, according to the all2all performance objective.

come up with non-monotonic orderings of types.

3.5 Open problems and further research

In this chapter, we have developed a theoretical framework for performance prediction and

optimization over a class of rank aggregation rules for ordinal peer grading in MOOCs. Our

work reveals many challenging future research directions regarding ordinal peer grading and

the deployment of our methods to real MOOCs. An obvious first direction is to develop an

analogous framework for broader classes of aggregation rules. This framework will be most

useful if it allows for selecting the optimal aggregation rule for a given scenario, as we have

managed to do for type-ordering aggregation rules here.

In the deployment of ordinal peer grading in real MOOCs, a few professional graders

may be actually available; in technical terms, this implies a partial knowledge of the ground

truth [40]. How should this partial knowledge be combined with rank aggregation of students’

grading in order to get an even better final ranking? This question seems to suggest nice

extensions to our theory. Another issue that we have completely neglected here is related to

the common student drop out after their participation in an exam but before its grading. Even

though we do not believe that such situations invalidate our methods, such issues have to be

74



pos. rum 100-sample 1000-sample
1 (1, 1, 1, 1, 1, 1) (1, 1, 1, 1, 1, 1) (1, 1, 1, 1, 1, 1)
2 (1, 1, 1, 1, 1, 6) (1, 1, 1, 1, 1, 6) (1, 1, 1, 1, 1, 6)
3 (1, 1, 1, 1, 1, 5) (1, 1, 1, 1, 1, 2) (1, 1, 1, 1, 1, 5)
4 (1, 1, 1, 1, 1, 4) (1, 1, 1, 1, 1, 5) (1, 1, 1, 1, 1, 4)
5 (1, 1, 1, 1, 1, 2) (1, 1, 1, 1, 1, 3) (1, 1, 1, 1, 1, 2)
6 (1, 1, 1, 1, 1, 3) (1, 1, 1, 1, 2, 6) (1, 1, 1, 1, 1, 3)
7 (1, 1, 1, 1, 6, 6) (1, 1, 1, 1, 2, 2) (1, 1, 1, 1, 6, 6)
8 (1, 1, 1, 1, 5, 6) (1, 1, 1, 1, 6, 6) (1, 1, 1, 1, 2, 6)
9 (1, 1, 1, 1, 2, 6) (1, 1, 1, 1, 1, 4) (1, 1, 1, 1, 5, 6)
10 (1, 1, 1, 1, 5, 5) (1, 1, 1, 1, 2, 5) (1, 1, 1, 1, 4, 6)
11 (1, 1, 1, 1, 2, 5) (1, 1, 1, 1, 5, 6) (1, 1, 1, 1, 2, 5)
12 (1, 1, 1, 1, 4, 6) (1, 1, 1, 1, 2, 3) (1, 1, 1, 1, 5, 5)
13 (1, 1, 1, 1, 2, 2) (1, 1, 1, 1, 5, 5) (1, 1, 1, 1, 3, 6)
14 (1, 1, 1, 1, 3, 6) (1, 1, 1, 1, 3, 6) (1, 1, 1, 1, 2, 2)

Table 3.7: The first 14 types in the type ordering of the optimal rules for RUMand its 100-sample

and 1000-sample approximations, according to the all2all performance objective.

taken seriously into account before deciding which rank aggregation rules to deploy in real

systems.

Finally, a thread of interesting research questions is related to incentives; e.g., see [49] and

[7]. Classical impossibilities in social choice theory imply that students may grade strategically

in order to improve their own position in the final outcome. Can this strategic behaviour be

taken into account when deciding the optimal rank aggregation rule? Our approach might be

possible to adapt to strategic graders but this would require challenging technical work.

3.6 Experimental data

The following tables contain the data collected from our two field experiments. Information for

each student consists of an identifier, a half-integer quality (the cardinal grade of the student

in the mid term exam) and the ranking provided by the student for the six exam papers in her

bundle (assuming that the correct ranking is 1 2 3 4 5 6). Table 3.8 contains the data collected

in the 2015 field experiment. Due to the larger number of participating students, the data from

the 2016 field experiment have been split into the two Tables 3.9 and 3.10.
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# qual. ranking # qual. ranking # qual. ranking # qual. ranking
1 10 2 1 3 4 5 6 35 7 1 3 2 6 4 5 69 5 5 6 4 1 2 3 103 3.5 2 1 3 4 5 6
2 10 1 2 3 4 5 6 36 7 6 5 3 4 1 2 70 5 4 5 2 1 3 6 104 3.5 1 2 4 3 5 6
3 9.5 1 3 2 4 5 6 37 6.5 1 2 5 3 4 6 71 5 2 1 3 4 5 6 105 3.5 4 2 3 6 5 1
4 9.5 1 2 5 4 3 6 38 6.5 2 1 5 3 4 6 72 5 1 3 2 4 5 6 106 3 4 1 2 5 3 6
5 9 1 3 2 5 4 6 39 6.5 1 2 6 3 4 5 73 5 2 1 5 3 4 6 107 3 4 1 3 2 6 5
6 9 3 1 2 5 4 6 40 6.5 1 2 3 4 5 6 74 4.5 1 3 4 2 5 6 108 3 2 3 4 6 5 1
7 9 2 6 5 4 3 1 41 6 1 4 2 3 5 6 75 4.5 1 2 3 5 4 6 109 3 3 4 5 1 2 6
8 8.5 3 2 1 4 5 6 42 6 1 2 3 5 6 4 76 4.5 1 5 2 3 4 6 110 3 3 1 5 6 4 2
9 8 3 4 2 5 1 6 43 6 2 1 5 3 4 6 77 4.5 1 4 3 2 5 6 111 3 1 3 2 6 4 5
10 8 1 3 2 4 5 6 44 6 5 1 2 4 3 6 78 4.5 3 1 2 5 4 6 112 2.5 2 1 5 3 4 6
11 8 3 1 2 4 5 6 45 6 1 2 3 4 5 6 79 4.5 2 4 1 3 6 5 113 2.5 3 4 6 1 2 5
12 8 1 5 6 2 3 4 46 6 1 4 2 3 6 5 80 4.5 3 4 1 5 2 6 114 2.5 1 2 4 3 6 5
13 8 5 3 4 6 2 1 47 6 1 5 2 3 4 6 81 4.5 1 2 6 4 5 3 115 2.5 1 2 4 5 3 6
14 8 1 2 3 4 5 6 48 6 1 2 3 6 5 4 82 4.5 2 3 1 5 4 6 116 2.5 1 5 2 6 3 4
15 8 1 2 3 5 4 6 49 6 1 2 5 6 4 3 83 4.5 3 1 4 2 6 5 117 2.5 1 3 4 2 5 6
16 8 1 4 3 6 2 5 50 6 3 6 1 2 4 5 84 4.5 3 2 1 5 4 6 118 2.5 1 3 2 6 4 5
17 8 4 2 3 5 1 6 51 6 1 2 3 4 5 6 85 4.5 3 1 4 2 6 5 119 2.5 3 1 4 6 5 2
18 8 3 2 4 5 6 1 52 5.5 1 2 3 4 5 6 86 4.5 4 1 2 6 3 5 120 2.5 4 2 3 1 6 5
19 7.5 1 2 3 6 4 5 53 5.5 4 2 1 3 5 6 87 4.5 4 2 3 5 1 6 121 2 1 3 4 2 5 6
20 7.5 1 2 6 5 4 3 54 5.5 3 1 5 4 6 2 88 4 1 4 5 2 3 6 122 2 1 3 2 4 5 6
21 7.5 1 3 6 5 4 2 55 5.5 4 1 3 6 5 2 89 4 1 2 6 5 3 4 123 2 2 1 4 5 3 6
22 7.5 3 5 4 1 2 6 56 5.5 1 6 2 5 4 3 90 4 3 1 4 6 5 2 124 2 2 1 4 5 3 6
23 7.5 1 2 6 3 4 5 57 5.5 1 2 4 5 3 6 91 4 1 3 2 4 5 6 125 2 3 4 1 2 6 5
24 7.5 1 3 2 5 4 6 58 5.5 6 3 4 2 1 5 92 4 4 6 1 5 2 3 126 2 2 3 1 4 6 5
25 7.5 2 3 5 4 6 1 59 5.5 1 6 5 3 4 2 93 4 1 2 3 4 5 6 127 2 3 2 5 4 1 6
26 7 1 2 3 5 6 4 60 5.5 4 5 2 1 3 6 94 4 2 4 5 3 6 1 128 1.5 1 3 2 4 5 6
27 7 1 3 2 5 4 6 61 5.5 1 4 5 6 3 2 95 3.5 2 1 4 3 5 6 129 1.5 1 2 6 3 4 5
28 7 1 2 6 3 4 5 62 5 1 2 4 3 5 6 96 3.5 2 1 3 4 6 5 130 1.5 2 4 3 1 5 6
29 7 2 1 5 3 6 4 63 5 2 1 3 4 6 5 97 3.5 1 4 2 3 5 6 131 1.5 5 2 4 3 1 6
30 7 2 1 3 4 5 6 64 5 2 1 4 3 5 6 98 3.5 2 1 3 5 4 6 132 1 1 2 6 5 3 4
31 7 1 2 3 6 4 5 65 5 2 1 3 4 6 5 99 3.5 4 1 3 2 6 5 133 1 5 6 3 2 4 1
32 7 2 3 1 5 4 6 66 5 1 2 3 6 4 5 100 3.5 1 5 4 3 2 6 134 0.5 3 1 2 4 5 6
33 7 1 2 4 6 3 5 67 5 4 1 2 3 5 6 101 3.5 5 1 4 2 6 3 135 0.5 3 4 5 6 1 2
34 7 2 3 1 5 4 6 68 5 1 3 2 6 5 4 102 3.5 6 2 1 3 4 5 136 0 2 3 1 4 6 5

Table 3.8: The data collected in our 2015 field experiment (with 136 students). Each

quality/ranking pair corresponds to a student. Quality takes half-integer values between 0

and 10. The ranking 1 2 3 4 5 6 is the correct one.
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# qual. ranking # qual. ranking # qual. ranking # qual. ranking
1 10 1 2 3 5 6 4 31 8.5 3 2 5 4 1 6 61 7 1 3 2 4 5 6 91 6 1 2 3 4 5 6
2 10 1 3 2 4 5 6 32 8 1 2 3 4 5 6 62 7 1 2 3 6 4 5 92 6 2 5 6 3 4 1
3 10 1 2 3 6 5 4 33 8 1 4 5 2 3 6 63 7 1 2 3 4 5 6 93 6 1 2 5 3 4 6
4 10 1 2 3 4 5 6 34 8 3 1 2 5 4 6 64 7 5 1 2 6 4 3 94 6 1 3 6 5 2 4
5 10 2 1 3 4 5 6 35 8 1 3 4 2 5 6 65 7 1 4 3 2 5 6 95 6 2 1 3 4 5 6
6 10 1 6 2 4 5 3 36 8 1 5 3 4 2 6 66 7 1 2 3 4 5 6 96 6 1 3 2 4 5 6
7 10 1 2 3 4 5 6 37 8 3 1 2 4 5 6 67 7 1 2 3 4 6 5 97 6 4 1 5 2 3 6
8 9.5 1 2 4 3 6 5 38 8 1 2 4 3 5 6 68 7 1 2 4 6 3 5 98 6 1 2 4 3 5 6
9 9.5 6 4 5 3 1 2 39 8 2 1 3 4 5 6 69 6.5 2 1 4 3 6 5 99 6 3 1 4 2 5 6
10 9.5 1 2 3 5 4 6 40 8 3 2 1 5 4 6 70 6.5 2 4 1 3 5 6 100 6 1 2 3 5 4 6
11 9.5 1 2 5 3 4 6 41 8 5 2 3 4 1 6 71 6.5 1 3 5 2 4 6 101 6 2 1 5 3 6 4
12 9 4 5 2 1 3 6 42 8 1 3 2 4 5 6 72 6.5 5 2 1 3 6 4 102 6 1 4 2 3 5 6
13 9 1 2 3 4 5 6 43 7.5 2 1 3 5 4 6 73 6.5 1 4 3 2 5 6 103 6 1 2 5 3 4 6
14 9 1 2 3 5 6 4 44 7.5 1 2 3 4 5 6 74 6.5 1 2 3 5 4 6 104 6 2 1 3 5 4 6
15 9 1 2 3 4 6 5 45 7.5 1 3 6 5 4 2 75 6.5 1 2 3 4 6 5 105 6 1 2 4 3 5 6
16 9 2 1 3 6 4 5 46 7.5 4 1 2 5 6 3 76 6.5 1 2 3 4 5 6 106 6 4 5 6 2 3 1
17 9 5 4 1 3 2 6 47 7.5 3 1 2 4 5 6 77 6.5 1 2 5 4 6 3 107 5.5 6 4 2 5 3 1
18 9 5 1 2 4 3 6 48 7.5 1 2 3 4 5 6 78 6.5 1 2 3 4 5 6 108 5.5 2 1 3 4 5 6
19 9 3 1 2 4 6 5 49 7.5 1 3 2 4 5 6 79 6.5 1 3 2 4 5 6 109 5.5 1 3 2 4 5 6
20 9 2 3 4 1 6 5 50 7.5 1 2 3 4 5 6 80 6.5 1 2 5 3 4 6 110 5.5 1 3 2 4 5 6
21 8.5 1 2 3 4 6 5 51 7.5 1 2 3 5 6 4 81 6.5 2 1 3 6 4 5 111 5.5 4 1 2 3 5 6
22 8.5 2 4 3 1 5 6 52 7.5 2 1 3 6 4 5 82 6 1 4 3 2 5 6 112 5.5 1 2 3 4 5 6
23 8.5 2 3 1 4 5 6 53 7.5 1 2 3 4 5 6 83 6 1 2 3 4 5 6 113 5.5 2 3 1 4 6 5
24 8.5 1 2 3 4 5 6 54 7.5 1 2 4 5 3 6 84 6 1 3 2 5 4 6 114 5.5 2 1 3 5 4 6
25 8.5 2 1 4 3 6 5 55 7.5 1 2 3 6 4 5 85 6 3 1 4 2 5 6 115 5.5 1 2 3 4 6 5
26 8.5 2 3 1 4 5 6 56 7.5 1 2 4 3 5 6 86 6 1 2 3 5 4 6 116 5.5 3 2 1 6 4 5
27 8.5 2 5 3 1 4 6 57 7.5 2 3 1 4 6 5 87 6 1 5 4 2 3 6 117 5.5 3 1 2 5 4 6
28 8.5 1 3 5 2 4 6 58 7 2 1 4 3 6 5 88 6 1 2 3 4 5 6 118 5.5 1 2 3 4 6 5
29 8.5 4 1 3 2 5 6 59 7 2 1 3 4 5 6 89 6 1 5 2 6 4 3 119 5.5 1 2 5 3 6 4
30 8.5 1 4 3 2 5 6 60 7 1 2 3 4 5 6 90 6 5 1 2 3 4 6 120 5.5 3 2 1 4 5 6

Table 3.9: The data collected in our 2016 field experiment (the table contains data for 120 out of

241 students). Each quality/ranking pair corresponds to a student. Quality takes half-integer

values between 0 and 10. The ranking 1 2 3 4 5 6 is the correct one.
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# qual. ranking # qual. ranking # qual. ranking # qual. ranking
121 5.5 4 2 3 1 5 6 152 5 1 2 3 4 5 6 182 4 1 2 3 5 6 4 212 3 1 5 2 4 3 6
122 5.5 1 3 4 2 6 5 153 4.5 1 4 3 2 5 6 183 4 1 2 3 5 4 6 213 2.5 1 2 3 4 5 6
123 5.5 1 3 2 5 4 6 154 4.5 1 2 3 4 5 6 184 4 1 2 4 3 5 6 214 2.5 1 2 3 6 5 4
124 5.5 1 2 3 4 5 6 155 4.5 1 2 4 3 5 6 185 3.5 1 2 3 5 4 6 215 2.5 1 3 2 5 4 6
125 5.5 1 2 3 4 6 5 156 4.5 4 2 1 3 5 6 186 3.5 1 2 3 4 5 6 216 2.5 3 2 4 1 5 6
126 5.5 5 1 2 3 4 6 157 4.5 1 2 6 4 3 5 187 3.5 1 2 4 3 5 6 217 2.5 1 2 4 3 5 6
127 5.5 1 2 6 5 3 4 158 4.5 4 1 2 3 5 6 188 3.5 5 1 4 2 3 6 218 2.5 1 2 3 4 5 6
128 5.5 2 1 4 3 5 6 159 4.5 1 4 2 3 5 6 189 3.5 1 3 2 4 5 6 219 2.5 4 2 1 3 5 6
129 5 1 3 2 4 5 6 160 4.5 4 1 2 3 6 5 190 3.5 1 2 4 5 6 3 220 2.5 1 2 3 5 4 6
130 5 3 1 2 4 5 6 161 4.5 2 4 5 1 3 6 191 3.5 2 1 3 6 5 4 221 2.5 1 2 3 4 6 5
131 5 1 2 3 4 6 5 162 4.5 6 3 5 4 2 1 192 3.5 1 3 2 4 5 6 222 2.5 2 1 3 4 5 6
132 5 1 2 5 3 4 6 163 4.5 3 1 2 5 4 6 193 3.5 4 2 3 1 5 6 223 2.5 1 5 3 2 4 6
133 5 1 2 3 4 5 6 164 4.5 1 2 3 4 5 6 194 3.5 1 2 5 3 4 6 224 2 1 6 3 4 2 5
134 5 1 3 2 4 5 6 165 4.5 1 2 3 5 6 4 195 3.5 1 5 6 3 4 2 225 2 1 2 3 5 4 6
135 5 5 1 2 4 3 6 166 4.5 1 2 5 3 4 6 196 3.5 1 2 4 3 6 5 226 2 1 2 5 4 6 3
136 5 4 1 2 3 5 6 167 4.5 1 2 3 4 5 6 197 3.5 4 2 1 3 5 6 227 2 2 1 3 5 6 4
137 5 1 2 3 4 5 6 168 4.5 1 2 4 5 3 6 198 3.5 1 3 2 4 5 6 228 2 1 2 3 4 5 6
138 5 1 2 3 4 6 5 169 4.5 1 2 3 4 5 6 199 3.5 1 3 2 4 5 6 229 2 4 1 5 2 6 3
139 5 1 2 3 4 6 5 170 4.5 2 3 1 4 5 6 200 3.5 2 1 3 4 5 6 230 2 1 6 5 2 4 3
140 5 2 1 4 3 5 6 171 4.5 1 2 3 5 4 6 201 3.5 1 2 3 5 4 6 231 2 6 2 5 3 4 1
141 5 1 3 4 2 5 6 172 4.5 2 1 3 4 5 6 202 3.5 2 1 3 5 6 4 232 2 1 4 6 2 3 5
142 5 1 2 4 3 6 5 173 4.5 2 1 3 4 5 6 203 3.5 1 2 4 3 5 6 233 1.5 1 2 3 4 5 6
143 5 5 3 1 2 6 4 174 4.5 1 2 3 4 5 6 204 3 3 1 2 4 5 6 234 1.5 5 6 3 4 2 1
144 5 1 2 3 4 5 6 175 4 1 2 4 3 5 6 205 3 2 1 3 4 6 5 235 1.5 1 2 3 6 4 5
145 5 2 5 1 3 6 4 176 4 3 1 2 4 5 6 206 3 1 2 4 3 6 5 236 1.5 1 2 3 4 5 6
146 5 1 2 3 4 5 6 177 4 1 2 3 6 5 4 207 3 1 6 3 2 5 4 237 1 2 1 3 6 4 5
147 5 4 5 3 2 6 1 178 4 1 2 3 4 5 6 208 3 1 3 2 5 4 6 238 1 2 3 1 5 6 4
148 5 2 3 1 4 6 5 179 4 1 2 3 5 4 6 209 3 2 1 6 4 3 5 239 1 1 2 3 4 5 6
149 5 2 3 4 1 5 6 180 4 1 2 3 4 5 6 210 3 1 2 4 3 5 6 240 0.5 1 4 2 6 3 5
150 5 1 2 3 4 6 5 181 4 1 2 3 4 6 5 211 3 1 2 3 4 6 5 241 0.5 2 6 1 5 4 3
151 5 2 1 3 4 5 6

Table 3.10: The data collected in our 2016 field experiment (the table contains data for the

remaining 121 out of 241 students).
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Chapter 4

co-rank: An Online Tool for

Collectively Deciding Efficient

Rankings Among Peers

4.1 Overview

The co-rank tool is designed to assist with the grading process of course examinations in

massive open online courses (MOOCs). The main idea comes directly fromwhat we discussed

in the previous chapters. Hence, co-rank provides functionalities that can be used by academics

in order to perform ordinal peer grading. Two simple ways of grading are supported. Each

student is allocated a bundle of exam papers and is required to rank them from the best to

the worst or approve a subset of them according to her own judgement.

The first method is inspired by our work in Chapter 2 where we studied the efficiency of

the well-known Borda count The second method is a new idea motivated by the fact that the

students lack grading experience and the task of comparing a set of exam papers and coming

up with a ranking of them is hard. On the contrary, the task of approving or disapproving an

exam paper is easier.
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4.2 Other related tools

We are aware of two other tools developed with the purpose of assisting with grading in

examinations. The first one is CrowdGrader designed by de Alfaro and Shavlovsky [31]. In

CrowdGrader, each student grades a set of exam papers one-by-one and marks each of them

with a cardinal score; these scores define a ranking of the exam papers and the student is able

to alter it during the grading phase. The final score of a student is a combination of the average

score assigned to her exam paper and a level representing how good this student acted as a

grader. This comes in contrast to co-rank where all students grade the same number of exam

papers, have access to all of them at once, and do not assign cardinal scores.

The second tool is PeerGrading designed by Raman and Joachims [73] for ordinal peer

grading which can also be used offline. The input includes rankings of exam papers and the

output is an overall ranking of the students as well as an estimate of how reliable each student

was as a grader. In particular, the grade estimation methods used in PeerGrading are based on

various models that represent probability distributions over rankings. Note that, as opposed

to co-rank, the students are not users of the tool and the instructor needs to decide which exam

papers will be assigned to each student, collect the rankings produced by them, and insert the

data into the tool. Moreover, the aggregation methods used are a lot more complicated than

the ones supported by co-rank.

4.3 System workflow

In this section, we describe a step-by-step grading scenario and analyse shortly what an

instructor and a student can do by using the tool. The available functionalities are also depicted

in Figure 4.1.

First, the instructor creates a new assignment. To do so, she uploads a file that contains

the exam questions, and defines the submission and grading deadlines. In addition, for the

grading procedure, the instructor selects the number of exam papers that each student is going

to grade as well as the aggregation method. The instructor has also the option to allow the

students to submit feedback or raise flags to report plagiarism. Finally, the instructor can define

a communication method between herself and the students; this can be either unidirectional

(from the instructor to the students) or bidirectional.
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Figure 4.1: Data flow diagram

Once the assignment has been created, it is stored into the system data base and is allocated

a unique id. By using this id, the students are able to track the assignment and participate in

it. After a student has participated in the assignment, she has access to the questions of the

exam and must upload a file containing her answers until the submission deadline; note that

the students can update their files as many times as they like during this period of time.

After the submission deadline, the examination phase is completed and the instructor is

able to initiate the grading process. By doing so, a bundle computation algorithm produces a

bundle of exam papers for each student that participated in the examination phase; initially,

the exam papers are randomly ordered within the bundles. Using a user-friendly interface, a

student can grade the exam papers she is allocated (rank them or approve a subset of them)

until the grading deadline; it is worthmentioning that the student can assign amnemonic name

to every exam paper which may help her identify it.

After the grading deadline, the grading phase is completed and the instructor is able to

initiate the aggregation task which invokes the selected aggregation method and produces a

global ranking of the students. Finally, after possible adjustments by the instructor, the students

become aware of their ranks and the assignment is over.
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4.4 Bundle computation algorithm

Let n be the number of students that participate in the grading phase. By randomly picking

k + 1 pairwise disjoint perfect matchings on the complete bipartite graphKn,n = (U, V,E), we

create n sets of k+1 elements, where each element represents a student and her corresponding

exam paper. Hence, every set essentially defines a student and the k exam papers that she has

to grade. Note that in this way, we create bundles such that every exam paper is contained in

exactly k bundles and the bundle allocated to a student does not contain her own exam paper.

The k+1 perfect matchings are computed by repeating k+1 times the following procedure.

For each node u ∈ U , we select uniformly at random an edge among its incident ones, we

remove it and continue for the remaining nodes. If u does not have any incident edges, then

we restart the matching computation from scratch.

4.5 Available aggregation methods

Co-rank supports three simple aggregation methods. Their function is similar in the sense that

they all assign scores to the exam papers and the final global ranking is computed by sorting

the exam papers in decreasing order in terms of these scores. To avoid ties, a small random

noise is added to the score of every exam paper so that they all have distinct scores.

The first method is a variation of the Borda count according towhich the exam paper ranked

first in a partial ranking is assigned k points, the exam paper ranked second is assigned k − 1

points, and so on. The final score of an exam paper is the total points it is assigned in the partial

rankings it appears in.

The other two methods are variations of the approval rule, again from social choice theory.

The first one is called partition and according to it every student approves exactly k/2 exam

papers. The second one is called rand-approval and according to it every student approves a

random number of exam papers which is selected uniformly from the set [k − 1]. The final

score of an exam paper equals the total number of times it was approved.
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Figure 4.2: Index page of co-rank tool

4.6 Implementation details

The implementation of co-rank is based on web developing technologies. On the front end,

it uses Bootstrap, a unified framework for HTML, CSS, and JavaScript, which allows co-

rank to have a responsive mobile-first user-friendly interface. On the back end, the bundle

creation algorithm and the aggregation methods that we discussed in previous sections are

implemented using the web-programming language PHP. Moreover, the database where all

the information about the instructors, the students, and the assignments are stored, has been

implemented using MySQL.
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Chapter 5

Optimizing positional scoring rules for

aggregation of incomplete rankings

5.1 Introduction

Nowadays, several crowdsourcing projects exploit social choice methods for computing an

aggregate ranking of alternatives given individual rankings provided by workers. Motivated

by such systems, we consider a setting where each worker is asked to rank a fixed (small)

number of alternatives and, then, a positional scoring rule is used to compute the aggregate

ranking. Among the apparently infinite such rules, what is the best one to use? To answer

this question, we assume that we have partial access to an underlying true ranking. Then, the

important optimization problem to be solved is to compute the positional scoring rule whose

outcome, when applied to the profile of individual rankings, is as close as possible to the part of

the underlying true ranking we know. We study this fundamental problem from a theoretical

viewpoint and present positive and negative complexity results and, furthermore, complement

our theoretical findings with experiments on real-world and synthetic data.

5.1.1 Contribution

Our technical contribution consists of theoretical and experimental results for OptPSR. We

begin by presenting an exact algorithm, which we call Regions, that solves OptPSR in time

that depends exponentially only on the parameter d. Hence, Regions runs in polynomial time

when d is constant. For instanceswith high values of d, we have two approximation algorithms.
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The first one, which we call BestApproval, searches among the class of t-approval voting rules

(that use scoring vectors with t 1s followed by d − t 0s, with t ∈ [d]) and returns the one

that satisfies constraints of highest total weight. The solutions returned by BestApproval are

always at least 1/d–approximate. This means that the total weight of the satisfied constraints

is at least 1/d times the maximum total weight of constraints that can be simultaneously

satisfied by any scoring rule. We show that our analysis is tight by constructing simple

instances, in which any approval voting rule is (at most) 1/d-approximate. We also present

a second, more sophisticated, approximation algorithm, called ApxPSR, which achieves even

better approximation ratios at the expense of higher (but still polynomial) running time. On the

negative side, we show that OptPSR is not only computationally hard (in particular, NP-hard)

to compute exactly but also NP-hard to approximate. We present an explicit inapproximability

bound of 23/24; our proof is based on an approximation-preserving reduction from the

optimization problem MAX-3LIN-2 of maximizing the number of satisfied equations in an

over-determined systemof linear equationsmodulo 2, and exploits a famous inapproximability

result due to Håstad [42].

Further, we describe experiments from the execution of scoring rules/algorithms on many

OptPSR instances. We use two real-world profiles, which we have carefully collected, as

well as numerous synthetic profiles that are produced by simulating agents whose ranking

behavior follows the Bradley-Terry [15] and Plackett-Luce [55, 69] noise models. In contrast

to our theoretical work, which is based on worst-case assumptions, our experimental results

show that well-known scoring rules as well as our algorithms ApxPSR and BestApproval

perform remarkably well and recover almost 100% of the desired constraints in all scenarios

we examined; this justifies our choice to study the optimization problem OptPSR in the first

place.

5.1.2 Related work

Social choice theory has traditionally assumed that voters provide full rankings (strict linear

orders) over all alternatives. There are some deviations from this tradition that have been

attempted recently. Among other issues, Boutilier and Rosenschein [14] discuss settings with

incomplete rankings as votes. In general, thesemodels belong to one of the following categories.

Several papers (see, e.g., [11, 35, 39]) consider voters who rank their few top preferred
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alternatives. Others, like the current paper, consider voters who rank arbitrary subsets of

alternatives. These include the papers [33, 37, 75], in which voters rank alternatives they know.

For example, in [37], the alternatives are web pages and the voters are different search engines,

which do not necessarily have full coverage of the web. In the papers on ordinal peer grading

mentioned above [7, 22, 23, 49, 60, 73, 76, 77], the “voters” are asked to rank particular subsets

of alternatives. In this sense, even though they are in principle capable of evaluating other

alternatives, they are never asked to do so and, hence, do not include them in their rankings.

In the most general setting, each vote can be a partial order of all alternatives. This includes the

casesmentioned above as well as the case inwhich some relations between pairs of alternatives

are not given. Konczak and Lang [47] were the first to consider this setting in computational

social choice, followed by Pini et al. [67], Xia and Conitzer [82], and others.

Important problems in the setting with partial orders of alternatives as votes are related

to how the votes can be extended to full rankings. The papers [47, 67, 82] mentioned above

consider the question of whether there exists an extension of a profile of partial orders so that a

given alternative becomes thewinner. The question ofwhether a given alternative is thewinner

in any profile extension has also been studied. Both questions give rise to elegant computational

problems, which are informally known as possible and necessary winners, respectively. Lu and

Boutilier [52] view the selection among different possible winners as a robust optimization

problem and use the notion of minimax regret to solve it. Their techniques extend to multi-

winner determination [53]. However, all these papers focus on thewinning alternative(s), while

our interest here is on the whole ranking returned by a voting rule that is applied on profiles

with incomplete votes.

The existence of an underlying true ranking is a central assumption in this thesis. This

is closely related to a trend in social choice, which assumes an objectively correct ranking of

the alternatives (a ground truth) and views votes as noisy estimates of this ranking. The most

common approach in such settings aims to view voting rules as maximum likelihood estimators

[29, 84] and start with the assumption that each voter implicitly transforms the ground truth

into her vote following a particular probability distribution or noise model. A voting rule is

an MLE for a noise model if, when applied on a profile of votes, it returns as an outcome the

ranking or the winning alternative that is the most likely to produce this profile, assuming

that voters follow the noise model. The most prominent such result is due to Young [84], who

87



proved that the Kemeny voting rule is the MLE for a noise model that dates back to Marquis

de Condorcet [32] and is today better known as the Mallows’ model [56]. A discussion on

recent results on the MLE approach can be found in the chapter by Elkind and Slinko [38].

Among them, Xia and Conitzer [83] and Lu and Boutilier [54] use the MLE approach to voting

rules applied on profiles with incomplete votes. A related line of research aims to establish

sample complexity results. Howmany votes (from a given noise model) are necessary in order

to recover the ground truth with high probability? The papers [18, 26, 27] follow this direction.

Another approach, which is even closer to the current chapter, has an optimization flavor.

The papers [22, 23] of our group on ordinal peer grading, as well as the paper by de Weerdt et

al. [33] aim to identify the voting rule whose outcome ranking has as small expected distance

from the ground truth ranking as possible. In general, these voting rules are not maximum

likelihood estimators. In contrast to these papers and chapters, as well as to those following

the MLE approach, here we assume that we have access to parts of the underlying ground

truth. Furthermore, in our theoretical investigations, we do not exploit the fact that votes may

be noisy estimates of some ground truth but, instead, treat them as arbitrary; this gives rise

to several optimization challenges. On the other hand, our experimental scenarios use ground

truth rankings and voters (agents) that follow two well-known noise models.

Finally, our optimization problem OptPSR aims to compute the positional scoring rule that

best fits the input. This is conceptually related to learning-theoretic studies that seek a scoring

rule that is consistent to given examples; e.g., see the papers by Boutilier et al. [13] and Procaccia

et al. [72]which, amongother results, study the sample complexity of scoring rules by bounding

their generalized dimension. Like our theoretical investigations, their settings aremore general

and do not depend on particular noise models.

5.1.3 Chapter roadmap

The rest of the chapter is structured as follows. We begin with our technical contributions and

related work in Section 5.1.1, then we give the formal description of the OptPSR problem and

necessary preliminary material in Section 5.2, including definitions, an example, as well as

the description of a naive exact algorithm for OptPSR. In Section 5.3, we present and analyse

our exact algorithm Regions. Our approximation algorithms BestApproval and ApxPSR are

presented and analysed in Section 5.4. In Section 5.5, we give the proof of our inapproximability
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result for OptPSR. Our experiments follow in Section 5.6. We conclude with a discussion

on open problems and possible extensions in Section 5.7. Additional material related to our

experiments is given in Subsection 5.6.1.

5.2 Problem statement

We consider settings with a set N of agents and a set A of alternatives. Agent i expresses her

preference over a subset Ai ⊆ A of alternatives; her preference (or vote) is a strict linear order

(henceforth, simply, a ranking) of the alternatives inAi. A preference profile (or simply, a profile)

Π consists of the preferences of all agents. In this chapter, we assume that all agents have the

same number d ≥ 2 of alternatives in their preferences, i.e., |Ai| = d for each agent i.

A socialwelfare function takes as input a profileΠ and it outputs a ranking of all alternatives

in A. A positional scoring rule (or, simply, a scoring rule) is a social welfare function that uses a

scoring vector s = (s1, ..., sd) with si ≥ si+1 for i = 1, ..., d − 1 and sd ≥ 0; the alternative at

position k in each vote is assigned sk points and the ranking of the alternatives is produced

by ordering them in monotone non-increasing order in terms of their total points (or score). In

the following, with some abuse in notation, we use s to refer to both the scoring vector and the

corresponding scoring rule that uses it. Formally, for an alternative x, let νj(x,Π) denote the

number of agents that rank x at position j in profile Π. Then, given a scoring rule s, the score

of alternative x is defined as

scs(x,Π) =
d∑

j=1

νj(x,Π) · sj .

We remark that this score definition does not take into account the popularity of alternative x

(i.e., the number of times x appears in the rankings of the profile). Another definition would

normalize the score by dividing with the number of appearances of x in the profile. We have

chosen the current definition for proof-of-concept purposes only.

We also assume that we have access to a set of constraints C that represents our (possibly

partial) knowledge to an objective set of pairwise relations between the alternatives. Each

constraint in C is given by an ordered pair of alternatives (x, y) and requires that alternative x

is ranked higher than alternative y in the outcome of the scoring rule s. For a pair of alternatives

(x, y), let δj(x, y,Π) = νj(x,Π) − νj(y,Π). Now, observe that, in order for alternative x to

be ranked above y with certainty in the final ranking, it must be scs(x,Π) > scs(y,Π) and,
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equivalently,
d∑

j=1

δj(x, y,Π) · sj > 0.

Using δ(x, y,Π) = (δ1(x, y,Π), ..., δd(x, y,Π)), the above expression can be compactlywritten as

the dot product δ(x, y,Π) · s > 0. For our purposes, instead of thinking of a profile Π as the set

of rankings provided by the agents, it is convenient to describe it using the quantities δ(x, y,Π)

for every constraint (x, y) in C; we use the notation δ(Π) to denote the set of these quantities

and we will simply refer to it as the profile. Each constraint (x, y) ∈ C has a corresponding

non-negative weight w(x, y), which indicates the importance of the constraint.

Now, problem OptPSR (standing for “optimizing positional scoring rules”) is defined as

follows. We are given a profile δ(Π) and a set C of constraints. The goal of OptPSR is to find

the scoring rule s that produces a ranking of all alternatives so that the total weight (or gain)

g(s, δ(Π), C) =
∑

(x,y)∈C

w(x, y) · 1{δ(x, y,Π) · s > 0},

of satisfied constraints is maximized. The quantity 1{X} takes value 1 if X is true and 0

otherwise.

Example 1. Consider ten agents, a set of seven alternatives A = {x1, x2, x3, x4, x5, x6, x7}, the

profile of rankings of size d = 4 that appears in Table 5.1, and the constraints that appear in

Table 5.2 together with the corresponding weights and the representation δ(Π) of the profile.

First, observe that the first three constraints cannot be satisfied simultaneously; this can be

easily seen since by summing the corresponding inequalities we obtain −s2 + s3 − 8s4 > 0

which contradicts s2 ≥ s3 and s4 ≥ 0. So, in the best case, the optimal scoring rule can satisfy

all constraints besides the one among the first three that has the minimum weight. One such

scoring rule uses the scoring vector (4, 4, 1, 0) and satisfies all constraints except the second one

for a total gain of 10. In contrast, well-known scoring rules such as the Borda count that uses

the scoring vector (3, 2, 1, 0) and the t-approval rules, with t ∈ [4], that use scoring vectors with

t ones followed by 4 − t zeros, satisfy constraints of total gain equal to 7, 8 (for t = 1), 8 (for

t = 2), 9 (for t = 3), and 4 (for t = 4), respectively; see also Table 5.3.

Let us now give an equivalent view ofOptPSR. A scoring rule s can be thought of as a point

in Rd, and, in particular, in the region R0 of Rd formed by the inequalities si − si+1 ≥ 0 for
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# of agents ranking
1 x1 ≻ x2 ≻ x6 ≻ x4
2 x3 ≻ x1 ≻ x4 ≻ x2
2 x5 ≻ x6 ≻ x4 ≻ x2
1 x7 ≻ x3 ≻ x4 ≻ x2
1 x5 ≻ x4 ≻ x3 ≻ x6
3 x7 ≻ x5 ≻ x4 ≻ x2

Table 5.1: The profileΠ of agent rankings in Example 1. The notation≻ is used here to represent

the preference of the agents. For instance, according to the second row of the table, there are

two agents that rank alternative x3 first, alternative x1 second, x4 third, and x2 last.

constraint weight δ1(·,Π) δ2(·,Π) δ3(·,Π) δ4(·,Π) inequality
(x1, x2) 4 1 1 0 −8 s1 + s2 − 8s4 > 0
(x4, x5) 2 −3 −2 8 1 −3s1 − 2s2 + 8s3 + s4 > 0
(x3, x4) 3 2 0 −7 −1 2s1 − 7s3 − s4 > 0
(x4, x6) 2 0 −1 7 0 −s2 + 7s3 > 0
(x3, x2) 1 2 0 1 −8 2s1 + s3 − 8s4 > 0

Table 5.2: The constraints, the corresponding weights, the alternative representation of the

profile Π using the quantities δ(x, y,Π), and the induced inequalities used in Example 1. For

instance, the first constraint of weight 4 requires that alternative x1 appears above x2 in the final

ranking. According to the profileΠ in Table 5.1, since there are two agents that place alternative

x1 in the second position, while there is only one agent that places alternative x2 in the second

position, we have that δ2(x1, x2,Π) = 1; one can easily verify the remaining values of the table.

Given these quantities, the inequalities follow since δj(x1, x2,Π) for j ∈ [4] is the coefficient of

the variable sj corresponding to the points assigned to position j.

rule scoring vector gain
opt (4, 4, 1, 0) 10

Borda count (3, 2, 1, 0) 7
1-approval (1, 0, 0, 0) 8
2-approval (1, 1, 0, 0) 8
3-approval (1, 1, 1, 0) 9
4-approval (1, 1, 1, 1) 4

Table 5.3: The positional scoring rules considered in Example 1 and their corresponding total

gains.
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i = 1, ..., d− 1 and sd ≥ 0 that define all valid scoring vectors. We can define subregions of R0

by considering any subset C ′ ⊆ C of constraints and the inequality δ(x, y,Π) · s > 0 for every

constraint associatedwith the pair of alternatives (x, y) ∈ C ′ and the inequality δ(x, y,Π) ·s ≤ 0

for every constraint (x, y) ∈ C \ C ′. In this way, the collection of all subsets of constraints in

C partition R0 into disjoint subregions; of course, some of them may be infeasible. Hence, in

order to maximize g(s, δ(Π), C), it suffices to find any point s in the non-empty subregion of

R0 that satisfies the subset of constraints with maximum total weight.

To do so, we can enumerate all subsets of constraints of C, check feasibility of the

corresponding regions using linear programming, and report any point in the subregion that

yields the highest gain. This algorithm takes time polynomial in 2|C| and d, assuming that it

receives δ(Π) and C as input. In practice, the parameter d (i.e., the size of the input rankings)

is expected to be a small constant, while the number of alternatives and, consequently, the

number of constraints |C| would be much larger. Hence, an algorithm that runs in time

exponential in |C| is clearly impractical. In the next section, we will present an algorithm that

uses a more clever enumeration of the feasible subregions in order to get the one that yields

the maximum gain.

5.3 An improved OptPSR algorithm

We will present another (exact) OptPSR algorithm which we call Regions. Its running time

depends exponentially only on the parameter d and, hence, is polynomial when d is a constant.

We remark that this time complexity is interesting only in theory. As we will mention later,

when describing our experiments in Section 5.6, even when d is small (say, equal to 6), the

algorithm does not scale well with the number of constraints.

Regions computes a pool of non-empty subregions ofR0, each of which satisfies a different

subset of constraints. Initially, the pool consists only of region R0, and is updated as new

constraints of C are considered. When a new constraint is considered, each region in the pool

can be split into two subregions consisting of the points that satisfy the constraint and the points

that do not satisfy it, respectively. When all points of a region satisfy the constraint or all points

of the region do not satisfy it, then the region is not split and is retained as a whole in the pool.

In particular, the algorithm considers the constraints of C one by one. At each step t, a
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pool P of regions is kept; at the beginning of each step, all regions in the pool are active. For

each region R in P , the algorithm keeps the gain val(R) that is obtained by the constraints

which have been considered until step t and are satisfied by scoring vectors of region R. The

algorithm begins its execution having only region R0 in the pool. When a new constraint (x, y)

with weight w(x, y) is considered, the algorithm attempts to update each active region R of P

as follows. It defines the candidate regions Rxy and R¬xy such that

• Rxy is defined by the inequalities that form R together with inequality δ(x, y,Π) · s > 0

(which defines the set of points that satisfy constraint (x, y)), and

• R¬xy is defined by the inequalities that form R together with inequality δ(x, y,Π) · s ≤ 0

(which defines the set of points that do not satisfy constraint (x, y)).

If bothRxy andR¬xy are non-empty (i.e., the corresponding sets of inequalities are feasible), the

algorithm includes both Rxy and R¬xy in P as inactive, sets their gains val(Rxy) := val(R) +

w(x, y) and val(R¬xy) := val(R), and removes region R from the pool. If only Rxy is feasible

(and R¬xy is infeasible), val(R) is increased by w(x, y). If only R¬xy is feasible (and Rxy is

infeasible), the algorithmdoes nothing. In the last two cases, no new region is added to the pool.

Clearly, it cannot be the case that both Rxy and R¬xy are infeasible. Again, feasibility can be

checked efficiently by solving linear programswith d variables and up to |C| constraints. At the

end of step t (i.e., when there is no other active region in the pool to be considered), the inactive

regions become active and the algorithm proceeds with step t + 1. When all constraints of C

have been considered, the algorithm computes the active region R∗ with maximum val(R∗)

and returns any scoring vector in R∗. A description of the algorithm in pseudocode is given as

Algorithm 2.

Example 2. We will now examine a simple example of how Regions works on a profile Π

with alternatives x1, x2, x3, y1, y2, and y3, and d = 2 (see Figure 5.1). The set C has three

constraints (x1, y1), (x2, y2), and (x3, y3) with corresponding weights 3, 1 and 2. The profile is

such that δ(x1, y1,Π) = (−7, 2), δ(x2, y2,Π) = (4,−2), and δ(x3, y3,Π) = (−2, 3). Therefore, the

constraints define the inequalities −7s1 + 2s2 > 0, 4s1 − 2s2 > 0, and −2s1 + 3s2 > 0.

Now, the algorithm proceeds as follows. Initially (see Figure 5.1a), the algorithm has region

R0, defined by the lines s2 = 0 and s1 − s2 = 0, in the pool with gain equal to 0. At the next

step (see Figure 5.1b), the algorithm considers constraint (x1, y1) and replaces R0 with regions
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Algorithm 2: Regions
Input: parameter d, profile δ(Π), set C of constraints
Output: a scoring vector s = (s1, ..., sd)
R0 := {s1 ≥ s2, ..., sd−1 ≥ sd, sd ≥ 0}
val(R0) := 0
P := {R0}
for (x, y) ∈ C do

active := P
for R ∈ active do

active := active \ {R}
Rxy := {R, δ(x, y,Π) · s > 0}
R¬xy := {R, δ(x, y,Π) · s ≤ 0}
if Rxy is feasible and R¬xy is feasible then

val(Rxy) := val(R) + w(x, y)
val(R¬xy) := val(R)
P := {P \ {R} ∪ {Rxy, R¬xy}}

else if Rxy is feasible and R¬xy is not feasible then
val(R) := val(R) + w(x, y)

end
end

end
R∗ := argmaxR∈P{val(R)}
return s ∈ R∗

R1 = Rx1y1
0 and R2 = R¬x1y1

0 ; R1 is the subregion of R0 with −7s1 + 2s2 > 0 that satisfies

the first constraint and has gain 3, while R2 is the subregion of R0 with −7s1 + 2s2 < 0 that

does not satisfy the first constraint and has gain 0 (the line −7s1 + 2s2 = 0 separates the two

subregions). Next (see Figure 5.1c), the constraint (x2, y2) leaves both regions R1 and R2 in

the pool, and increases both of their gains by 1. Finally (see Figure 5.1d), the third constraint

(x3, y3) replaces region R1 by regions R3 = Rx3y3
1 and R4 = R¬x3y3

1 ; R3 is the subregion of

R1 with −2s1 + 3s2 > 0 that satisfies the constraint and has gain equal to 6 (the gain of R1

increased by the weight of the constraint), while R4 is the subregion of R1 with−2s1 +3s2 < 0

that does not satisfy the constraint and has gain 4 (equal to that of R1). Observe that in the last

step, region R2 also satisfies the third constraint and, hence, its gain is also increased by 2. The

region with the maximum gain is R3 and the algorithm will output some scoring vector from

this region.

Next, we prove that our improved OptPSR algorithm is correct and that its running time

depends exponentially only on the parameter d.

Theorem 17. Given an instance of OptPSR with parameter d, a set of constraints C, and a profile Π,
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Figure 5.1: An example with the execution of Regions on a profile Π with d = 2. Subfigures

(a)–(d) depict the step-by-step consideration of the constraints and how the active regions are

updated. At each subfigure, the blue line corresponds to a new constraint that is considered. In

Subfigures (b)–(d), the marks+ and− denote which of the two subregions defined by the blue

line contain the vectors that satisfy the constraint or not. The gain of the subregions marked

with + are increased by the weight of the constraint (a darker shade of gray for a subregion

indicates a higher gain). Subfigure (e) depicts the evolution of the content of the pool of regions

together with the corresponding gains. Specifically, the nodes in each level of the tree represent

the content of the pool and the corresponding gains during each step of the algorithm.
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algorithm Regions correctly returns a solution in time O(|C|d · poly(|C|, d)).

Proof. The correctness of the algorithm should be apparent. It considers the whole space of

points in Rd which corresponds to scoring vectors and divides it into all (sub)regions defined

for every inclusion-maximal subset of constraints that are satisfied simultaneously. Among

all these regions, it finds the one with points that correspond to scoring vectors that satisfy

constraints of C with maximum total weight.

Expanding R0 into the regions in the pool when the last constraint of C is considered can

be thought of as a non-complete binary tree T with nodes corresponding to regions (see Figure

5.1e for an example). T is rooted at a node corresponding to R0 and is such that each node at

level t − 1, corresponding to a region R, has two children at level t if the region R was split

in and replaced by two subregions at step t and has one child otherwise (indicating that the

region was retained in the pool during step t). The total time required to find all regions is

proportional to the size of T . Since all non-leaf nodes have at least one child, the size of T is at

most its height |C| times the number of leaves. The number of leaves is essentially the number of

different non-empty regions, which is upper-bounded by the number of different sign patterns

that the quantities δ(x, y,Π) · s define for each constraint (x, y) in C. Since these |C| quantities

are linear functions over the d coordinates of vector s, a result due to Alon [2] (see also Warren

[80]) yields that the total number of different sign patterns is at most
(
8e|C|
d

)d
. For each of the

nodes of T , feasibility can be checked by solving two linear programs with d variables and at

most |C| constraints in time poly(|C|, d). The theorem follows.

By Theorem 17, we obtain the following corollary. For comparison, the naive algorithm

presented at the end of the previous section is polynomial in the very special case where |C| is

at most logarithmic in d.

Corollary 18. Algorithm Regions solves instances of OptPSR with constant d in polynomial time.

5.4 Approximating OptPSR

As the running time of the exact algorithm Regions of the previous section depends

exponentially on d, our aim here is to design much faster (i.e., polynomial-time) algorithms

that compute approximate OptPSR solutions. Given an instance of OptPSR with parameter d,
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profileΠ, and setC of constraints, let s∗ be the scoring vector that satisfies constraints ofC with

maximum total weight. A scoring vector s is a ρ-approximate solution, for some ρ ∈ [0, 1], for

the particular instance if g(s, δ(Π), C) ≥ ρ · g(s∗, δ(Π), C), i.e., the total weight of constraints

satisfied by s is at least ρ times the total weight of constraints satisfied by s∗. An algorithm is

called a ρ-approximation algorithm if it computes a ρ-approximate solution for every instance

of OptPSR. We refer to ρ as the approximation ratio of the algorithm. Ideally, we would like to

design approximation algorithms that are as efficient as possible, i.e., algorithms that run in

polynomial-time and have as high approximation ratio as possible.

Let us warm up by observing that a single positional scoring rule (e.g., Borda, plurality,

k-approval) cannot serve as an efficient approximation algorithm as it has an approximation

ratio of 0. This is stated in the next lemma.

Lemma 19. Let d be a positive integer. For every scoring vector s ∈ Rd
≥0 with s1 ≥ ... ≥ sd, there exists

an instance of OptPSR with parameter d, profileΠ and setC of constraints such that s is 0-approximate.

Proof. Clearly, the scoring vector s = (0, ..., 0) does not satisfy any constraint. So, in the

following, we assume that s1 > 0. For any positive integer K > 0, we will construct a set C of

constraints consisting of disjoint pairs of alternatives (xt, yt) for t = 1, ...,K.Wewill distinguish

between two cases depending on the structure of s. For each of them we will construct an

OptPSR instance (formed by an appropriately defined profile and the set C of constraints), in

which s satisfies no constraint, while another scoring vector s∗ satisfies all of them.

If s1 = ... = sd > 0, then for every constraint (xt, yt) we set δ1(xt, yt,Π) = 1, δ2(xt, yt,Π) =

−2 and δj(xt, yt,Π) = 0 for j = 3, ..., d. Profile Π can be realized as follows. Alternative xt

appears in position 1 once and alternative yt appears in position 2 twice; all other positions

are filled with additional alternatives that do not appear in the constraints of C. Observe that

δ(xt, yt,Π) · s = s1 − 2s2 < 0 for every t = 1, ...,K, i.e., s does not satisfy any constraint. In

contrast, the plurality vector s∗ = (1, 0, ..., 0) satisfies all constraints of C.

Otherwise, if si > si+1 for some i ∈ [d − 1], let D be an integer satisfying D > si+1

si−si+1
.

For every constraint (xt, yt) for t = 1, ...,K, we set δi(xt, yt,Π) = −D, δi+1(xt, yt,Π) = D + 1,

and δj(xt, yt,Π) = 0 for j ∈ [d] \ {i, i + 1}. Profile Π can be realized as follows. Alternative xt

appearsD times in position i and alternative yt appearsD+1 times in position i+1; again, all

other positions are filled with additional alternatives that do not appear in the constraints of
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C. Observe that the definition of D implies that δ(xt, yt,Π) · s = −siD + si+1(D + 1) < 0, i.e.,

s does not satisfy any constraint. In contrast, the (i+ 1)-approval vector s∗ (consisting of 1s in

the first i+ 1 positions and 0s in the remaining ones) satisfies all constraints of C.

In both cases, the scoring vector s is a 0-approximate solution.

We conclude that efficient approximation algorithms should consider many candidate

scoring vectors and pick the one that better serves a givenOptPSR instance. This is a recipe that

is followed by the algorithms BestApproval and ApxPSR that are presented in Sections 5.4.1 and

5.4.2, respectively.

5.4.1 Approximating OptPSR using approval scoring vectors

We will now show that an extremely simple algorithm that examines a set of simple scoring

vectors and returns the best of them achieves a 1/d-approximation solution. Formally, for t ∈

[d], the t-approval rule is a positional scoring rule that uses the scoring vector that has 1 in

the first t positions and 0 in the remaining ones. Our algorithm, which we call BestApproval,

considers all t-approval rules and returns the one that satisfies constraints of maximum total

weight. A description of BestApproval in pseudocode is given as Algorithm 3.

Algorithm 3: BestApproval
Input: parameter d, profile δ(Π), set C of constraints
Output: a t∗-approval rule
for t ∈ [d] do

t := (1, ..., 1,︸ ︷︷ ︸
t times

0, ..., 0)

g(t, δ(Π), C) :=
∑

(x,y)∈C w(x, y) · 1{δ(x, y,Π) · t > 0}
end
return t∗ ∈ argmaxt{g(t, δ(Π), C)}

With the following two theorems, we prove that BestApproval is a 1/d-approximation

algorithm for OptPSR (Theorem 20) and, furthermore, we show that this bound is tight by

providing a particular instance for which any t-approval rule is an (at most) 1/d-approximate

solution (Theorem 21).

Theorem 20. Given an instance of OptPSR with parameter d, a set of constraints C, and a profile Π,

algorithm BestApproval returns a 1/d-approximate solution.
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Proof. In order to prove the bound on the approximation ratio, we will show that there

exists some t ∈ [d] so that the corresponding t-approval scoring rule is a 1/d-approximate

solution. Then, the t∗-approval rule returned by BestApproval will have an at least as good

approximation guarantee.

Let s∗ ∈ Rd
≥0 be the optimal scoring rule for the given instance of OptPSR, and letX ⊆ C be

the set of constraints that it satisfies, i.e., δ(x, y,Π) · s∗ > 0 if and only if (x, y) ∈ X . For k ∈ [d],

let

Xk =

(x, y) ∈ X :

k∑
j=1

δj(x, y,Π) > 0

 .

I.e., Xk contains the constraints of X which are satisfied by the k-approval scoring rule. This

definition implies that

d∑
k=1

g(k, δ(Π), C) ≥
d∑

k=1

∑
(x,y)∈Xk

w(x, y). (5.1)

We now claim that each constraint (x, y) ∈ X belongs to Xk for some k ∈ [d] and, hence,

∑
(x,y)∈X

w(x, y) ≤
d∑

k=1

∑
(x,y)∈Xk

w(x, y). (5.2)

Assume otherwise; then, it would be
∑k

j=1 δj(x, y,Π) ≤ 0 for every k ∈ [d]. By multiplying

these d inequalities with the non-negative quantities s∗k − s∗k+1 for k = 1, ..., d − 1 and s∗d, and

summing them, we obtain that

d−1∑
k=1

(s∗k − s∗k+1)

k∑
j=1

δj(x, y,Π) + s∗d

d∑
j=1

δj(x, y,Π) ≤ 0.

The claim follows by observing that the left-hand side is equal to δ(x, y,Π) · s∗ and, hence,

δ(x, y,Π) · s∗ ≤ 0, contradicting the fact that (x, y) ∈ X .

Using (5.2) and (5.1), we obtain

g(s∗, δ(Π), C) =
∑

(x,y)∈X

w(x, y) ≤
d∑

k=1

∑
(x,y)∈Xk

w(x, y) ≤
d∑

k=1

g(k, δ(Π), C).
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This implies that there exists t ∈ [d] such that g(t, δ(Π), C) ≥ 1
dg(s∗, δ(Π), C), as desired. The

theorem follows.

Theorem 21. There exists an instance of OptPSR with parameter d for which all t-approval rules, with

t ∈ [d], are (at most) 1/d-approximate.

Proof. Wewill define anOptPSR instance with d pairs of alternatives (xt, yt) as constraints with

w(xt, yt) = 1 for t ∈ [d]. We will build a profile Π so that the t-approval scoring rule satisfies

only constraint (xt, yt) for t ∈ [d], while there exists a scoring rule that simultaneously satisfies

all constraints. The profile is defined as follows:

• Alternative x1 appears 2d − 1 times in position 1, and alternative y1 appears 2d times in

position 2. This means that δ1(x1, y1,Π) = 2d−1, δ2(x1, y1,Π) = −2d and δj(x1, y1,Π) = 0

for j ≥ 3.

• For 2 ≤ t ≤ d− 1, alternative xt appears 2d times in position t, and alternative yt appears

once in position 1 and 2d times in position t + 1. This means that δ1(xt, yt,Π) = −1,

δt(xt, yt,Π) = 2d, δt+1(xt, yt,Π) = −2d, and δj(xt, yt,Π) = 0 for j ̸∈ {1, t, t+ 1}.

• Alternative xd appears 2d times in position d, and alternative yd appears once in position

1. This means that δ1(xd, yd,Π) = −1, δd(xd, yd,Π) = 2d, and δj(xd, yd,Π) = 0 for 2 ≤ j ≤

d− 1.

• The rest of the positions in the votes are filled with additional alternatives that do not

appear in the constraints.

Observe that, for every t ∈ [d], it holds that

t∑
j=1

δj(xt, yt,Π) = 2d− 1 > 0

and

t∑
j=1

δj(xℓ, yℓ,Π) = −1,

for any ℓ ̸= [d] \ {t}. Hence, the t-approval scoring rule satisfies only constraint (xt, yt) for a

total weight of 1. Now, consider a variation of the Borda count scoring rule that uses the scoring
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vector s = (d, d− 1, ..., 1). Then, since δ(xℓ, yℓ,Π) · s = d > 0 for every ℓ ∈ [d], this scoring rule

satisfies all constraints for a total weight of d. Therefore, we conclude that any t-approval has

approximation ratio at most 1/d.

5.4.2 An improved approximation algorithm

Here, we will design the more sophisticated approximation algorithm ApxPSRk, which is

parameterized by a positive integer k, and exploits ideas that we have already presented

above. Similarly to BestApproval, ApxPSRk searches over a set of candidate scoring vectors

and identifies the one that better serves the available input data (profile and constraints). Two

important differences between ApxPSRk and BestApproval are that (a) the set of candidate

scoring rules ismuch broader now and (b) a few executions of a variation of the exact algorithm

Regions are used in order to find the best among these candidates.

Let ℓ ∈ [⌈d/k⌉]. We say that a scoring vector s follows the ℓ-th k-pattern if s1 = ... =

sk(ℓ−1)+1 ≥ sk(ℓ−1)+2 ≥ ... ≥ smin{d,kℓ} ≥ 0 and, if ℓ < ⌈d/k⌉, skℓ+1 = ... = sd = 0. For

example, the t-approval scoring rule follows that t-th 1-pattern. Note that the scoring vectors

that follow some of the ⌈d/k⌉ k-patterns have a very special structure and (at most) k different

values in their score entries.

For a given instance of OptPSR and integers k > 0 and ℓ ∈ [⌈d/k⌉], we can compute the best

scoring vector that follows the ℓ-th k-pattern via a slight modification of Regions. We refer to

this modification as algorithm mRegions and we assume that, together with parameter d, the

profile δ(Π), and the set C of constraints, it receives as input the parameters k and ℓ as well. All

we need to do is to include the equality constraints which restrict the entries of scoring vectors

that follow the ℓ-th k-pattern in the initial regionR0. These equality constraints are included in

all (sub)regions that are considered by the algorithm. Hence, the regions that will be contained

in the pool P when mRegions terminates will all satisfy the equality restrictions. In this way,

the scoring vector that will be computed will follow the ℓ-th k-pattern, as desired.

Our algorithm ApxPSRk first calls mRegions to compute the ⌈d/k⌉ best scoring rules that

follow the ℓ-th k-pattern for ℓ = 1, ..., ⌈d/k⌉ and returns the best among all these rules, i.e., the

one that yields the highest gain among them. Algorithm ApxPSRk follows as Algorithm 4.

The next theorem summarizes the properties of algorithm ApxPSRk. Observe that the

algorithm runs in polynomial time when the parameter k is a constant. The approximation
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Algorithm 4: ApxPSRk
Input: parameter d, profile δ(Π), set C of constraints
Output: a scoring vector s = (s1, ..., sd)
S := ∅
for ℓ ∈ [⌈d/k⌉] do

S := S ∪ mRegions(d, δ(Π), C, k, ℓ)
end
return s ∈ argmaxs′∈S{g(s′, δ(Π), C)}

ratio is better than approximately k times that of BestApproval.

Theorem 22. Given an instance of OptPSR with parameter d, a set of constraints C, and a profile Π,

algorithm ApxPSRk runs in time O(|C|k · poly(|C|, d)) and returns a ⌈d/k⌉−1-approximate solution.

Proof. We first show the bound on the running time. Observe that ApxPSRk selects the best

scoring vector among those returned in ⌈d/k⌉ executions of mRegions. We will show that each

execution of mRegions takes time O(|C|k · poly(|C|, d)).

By mimicking the proof of Theorem 17, we can view the expansion of the poolby mRegions

as a non-complete binary tree T with nodes corresponding to regions. Then, the total time

required to find all regions by mRegions is proportional to the size of T , which is at most its

height |C| times the number of leaves. The number of leaves is again the number of different

non-empty regions, which is upper-bounded by the number of different sign patterns that the

quantities δ(x, y,Π) ·s define for each constraint (x, y) inC. Since these |C| quantities are linear

functions over k (as opposed to d in the proof of Theorem 17) coordinates of vector s, the results

of Alon [2] and Warren [80] yield that the total number of different sign patterns is at most(
8e|C|
k

)k
. For each of the nodes of T , feasibility can again be checked by solving two linear

programs with d variables and at most |C| constraints in time poly(|C|, d). The bound on the

running time follows.

In order to prove the bound on the approximation ratio, we will show that there exists

a scoring vector s(k) that follows some k-pattern which is a
⌈
d
k

⌉−1-approximate solution to

the OptPSR instance. Then, the scoring vector s returned by algorithm ApxPSRk will have the

same approximation guarantee, since ApxPSRk returns the best scoring vector following some

k-pattern, i.e., g(s, δ(Π), C) ≥ g(s(k), δ(Π), C).

Consider an instance of OptPSR consisting of a profile Π and a set of constraints C with

weighting w : C → R≥0. Let s∗ ∈ Rd
≥0 be the optimal scoring vector for this instance.
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We will show that there exists a scoring vector s(k) that follows some k-pattern such that

g(s(k), δ(Π), C) ≥
⌈
d
k

⌉−1 g(s∗, δ(Π), C).

LetX ⊆ C be the set of constraints that are satisfied by the scoring vector s∗. We now define

an alternative view of s∗ by setting αd = sd and αi = s∗i − s∗i+1 for i = 1, ..., d − 1. I.e., instead

of keeping the entries of the scoring vector s∗, we use the vector α = (α1, ..., αd) to represent

the entry s∗d and the increase of s∗i compared to s∗i+1 for i = 1, ..., d− 1. Hence, s∗j =
∑d

i=j αi for

j = 1, ..., d. Using the definition of δ(x, y,Π), for every (x, y) ∈ X , we have

δ(x, y,Π) · s∗ =
d∑

j=1

δj(x, y,Π) · s∗j =
d∑

j=1

δj(x, y,Π)

d∑
i=j

αi =

d∑
i=1

αi

i∑
j=1

δj(x, y,Π).

Now, define

ξℓ(x, y,Π) =

min{d,ℓk}∑
i=(ℓ−1)k+1

αi

i∑
j=1

δj(x, y,Π)

for ℓ ∈ [⌈d/k⌉], and observe that the last two equalities imply that

δ(x, y,Π) · s∗ =
⌈d/k⌉∑
ℓ=1

ξℓ(x, y,Π). (5.3)

For ℓ ∈ [⌈d/k⌉], define the set

Xℓ = {(x, y) ∈ X : ξℓ(x, y,Π) > 0}

and observe that, for every constraint (x, y) ∈ X , (5.3) and the fact that δ(x, y,Π) · s∗ > 0 imply

that ξℓ(x, y,Π) > 0 for some ℓ ∈ [⌈d/k⌉]. This yields that

g(s∗, δ(Π), X) =
∑

(x,y)∈X

w(x, y) ≤
⌈d/k⌉∑
ℓ=1

∑
(x,y)∈Xℓ

w(x, y).

We conclude that there exists ℓ∗ ∈ [⌈d/k⌉] such that

∑
(x,y)∈Xℓ∗

w(x, y) ≥ ⌈d/k⌉−1g(s∗, δ(Π), X) = ⌈d/k⌉−1g(s∗, δ(Π), C). (5.4)

In order to complete the proof, we will define a particular scoring vector s(k) that follows
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a k-pattern and satisfies all constraints in Xℓ∗ . We do so by first defining the difference vector

α(k) = (α
(k)
1 , ..., α

(k)
d ) corresponding to s(k). This is done as follows:

• If ℓ∗ > 1, we set α(k)
i = 0 for i = 1, ..., k(ℓ∗ − 1).

• If ℓ∗ < ⌈d/k⌉, we set α(k)
i = 0 for i = kℓ∗ + 1, ..., d.

• We set α(k)
i = αi for i = k(ℓ∗ − 1) + 1, ...,min{d, kℓ∗}.

Now, define the scoring vector s(k) as s(k)j =
∑d

i=j α
(k)
i for j = 1, ..., d. Then, for every (x, y) ∈ X ,

δ(x, y,Π) · s(k) =
d∑

j=1

δj(x, y,Π) · s(k)j =

d∑
j=1

δj(x, y,Π)

d∑
i=j

α
(k)
i

=

d∑
i=1

α
(k)
i

i∑
j=1

δj(x, y,Π) =

min{d,kℓ∗}∑
i=k(ℓ∗−1)+1

α
(k)
i

i∑
j=1

δj(x, y,Π)

= ξℓ∗(x, y,Π).

This equality, together with the definition of set Xℓ yields that δ(x, y,Π) · s(k) > 0 for every

(x, y) ∈ Xℓ∗ , i.e., the scoring vector s(k) satisfies all constraints in Xℓ∗ . We obtain that

g(s(k), δ(Π), C) ≥ g(s(k), δ(Π), Xℓ∗) =
∑

(x,y)∈Xℓ∗

w(x, y) ≥ ⌈d/k⌉−1g(s∗, δ(Π), C).

The last inequality follows by (5.4). This completes the proof of the approximation bound.

5.5 Hardness of approximation

We devote this section to proving that OptPSR is not simply computationally hard, but

also hard to approximate well. The proof of our next statement relies on an approximation-

preserving reduction from a well-known inapproximable optimization problem.

Theorem 23. For every constant η > 0, OptPSR is NP-hard to approximate within 23/24 + η.

Proof. We use a reduction from MAX-3LIN-2, the problem of maximizing the number of

satisfied equations in an over-determined system of linear equations modulo 2. An instance

of MAX-3LIN-2 consists of n binary variables xi ∈ {0, 1} and m equations of the forms

xi ⊕ xj ⊕ xk = 0 and xi ⊕ xj ⊕ xk = 1, where ⊕ denotes addition modulo 2. The objective is
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to find an assignment to the variables so that the number of satisfied equations is maximized.

Below, we use the term α-equation to refer to an equation of the form xi ⊕ xj ⊕ xk = α (for

α ∈ {0, 1}).

Given an instance ofMAX-3LIN-2, our reduction constructs in polynomial-time an instance

of OptPSR that has a scoring vector that satisfies constraints of total weight 11m + L if and

only if the MAX-3LIN-2 instance has an assignment satisfying L equations. A famous result by

Håstad [42] states that, for any constant η′ ∈ (0, 1/2), it is hard to distinguish in time polynomial

in n and m whether a given instance of MAX-3LIN-2 has an assignment that satisfies at least

(1−η′)m equations or any assignment satisfies at most (1/2+η′)m equations. As a consequence

of our reduction, we obtain that it is hard to distinguish between instances ofOptPSR that have

a scoring vector that satisfies constraints of total weight at least (12 − η′)m and instances of

OptPSR in which the total weight of the constraints satisfied by any scoring vector is at most

(23/2+ η′)m. An inapproximability bound of 23/24+ η (for every constant η > 0) then follows

by standard arguments. The rest of the proof consists of two main parts: the description of the

reduction and the proof of correctness.

Description of the reduction. Without loss of generality, we can assume that the scoring

vectors s = (s1, s2, ..., sd), that we seek for, have s1 = d and the remaining scores are defined in

terms of d−1 variables a1, a2, ..., ad−1 ≥ 0 as si+1 = si−ai (or, consequently, sj = d−
∑j−1

k=1 ak)

for i = 1, ..., d − 1 so that
∑d−1

i=1 ai ≤ d. Hence, a constraint (y, z) requiring that the score of

y is higher than the score of z can be expressed as a linear inequality of the variables aj with

j ∈ [d − 1]. The assumption that s1 = d allows for inequalities that have non-zero constant

terms.

Our reduction will be described in two steps. Given the MAX-3LIN-2 instance (i.e., the

binary variables and the equations), we will first define linear inequalities among the variables

ai. Later, we will define the OptPSR instance by explicitly constructing the profile and

specifying the constraints as pairs of alternatives and correspondingweights that are consistent

to these linear inequalities.

For the first step of the description of our reduction, we present the linear inequalities that

will later evolve to constraints of the OptPSR instance. We set ϵ to be a small constant such that

0 < ϵ ≤ 1/d and 1/ϵ is an integer. We define the following inequalities:
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• For every variable xi, we have the four inequalities ai > 0, ai < ϵ, ai > 1 and ai < 1 + ϵ.

An important property of the four inequalities corresponding to variable xi is that three

of them are simultaneously satisfied when ai ∈ (0, ϵ) ∪ (1, 1 + ϵ), and only two of them

are satisfied for any other value of ai. Intuitively, by enforcing these inequalities to be

satisfied as constraints with high weight will simulate binary assignments in the MAX-

3LIN-2 instance.

• For every equation, there are four inequalities.

– If the equation is of the form xi ⊕ xj ⊕ xk = 0, the inequalities are ai + aj + ak > 0,

ai+aj+ak < ϵ, ai+aj+ak > 2 and ai+aj+ak < 2+ϵ. Now, three of the inequalities

corresponding to a 0-equation xi ⊕ xj ⊕ xk = 0 are simultaneously satisfied when

ai + aj + ak ∈ (0, ϵ) ∪ (2, 2 + ϵ); otherwise, exactly two inequalities are satisfied.

– If the equation is of the form xi ⊕ xj ⊕ xk = 1, the inequalities are ai + aj + ak > 1,

ai+aj+ak < 1+ϵ, ai+aj+ak > 3 and ai+aj+ak < 3+ϵ. Again, for every 1-equation

xi ⊕ xj ⊕ xk = 1, we have three inequalities that are simultaneously satisfied when

ai + aj + ak ∈ (1, 1 + ϵ) ∪ (3, 3 + ϵ); otherwise, exactly two inequalities are satisfied.

These inequalities will correspond to constraints of equal (and low) weight of the

OptPSR instance. Overall, our construction will guarantee that the total weight of all

satisfied constraints will be linear to the number of satisfied equations in the MAX-

3LIN-2 instance. This will be crucial in proving the correctness (and the approximation-

preserving nature) of the reduction.

We are now ready to proceed with the second step of the description of the reduction. In

particular, we show how the above inequalities are implemented by explicitly constructing a

profile and pairs of alternatives as constraints. Let d = n+ 1. Also, for i ∈ [d− 1], letmi be the

number of equations in which variable xi participates. For every variable xi, with i ∈ [n], we

have four constraints (yti , zti), where t ∈ {1, 2, 3, 4}, of weightmi each. In the profile, alternatives

yti and zti appear in specific positions as follows:

• Alternative y1i appears once in position i, and alternative z1i appears once in position i+1.

Then, the constraint (y1i , z1i ) corresponds to the inequality si − si+1 > 0 or, equivalently,

ai > 0.
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• Alternative y2i appears once in position 1 and d/ϵ times in position i+ 1, and alternative

z2i appears d/ϵ times in position i. The constraint (y2i , z2i ) corresponds to the inequality

s1 − d
ϵ si +

d
ϵ si+1 > 0 or, equivalently, ai < ϵ (since s1 = d and ai = si − si+1).

• Alternative y3i appears d times in position i, and alternative z3i appears once in position 1

and d times in position i+ 1. The constraint (y3i , z3i ) corresponds to the inequality −s1 +

dsi − dsi+1 > 0 or, equivalently, ai > 1.

• Alternative y4i appears 1/ϵ + 1 times in position 1 and d/ϵ times in position i + 1, and

alternative z4i appears d/ϵ times in position i. The constraint (y4i , z4i ) corresponds to the

inequality
(
1
ϵ + 1

)
s1 − d

ϵ si +
d
ϵ si+1 > 0 or, equivalently, ai < 1 + ϵ.

For every equation ℓ ∈ [m], we have four constraints (btℓ, ctℓ), where t ∈ {1, 2, 3, 4}, of unit

weight each. In the profile, these alternatives appear in specific positions depending onwhether

equation ℓ is a 0- or a 1-equation. In the case where it is a 0-equation of the form xi⊕xj⊕xk = 0,

we have:

• Alternative b1ℓ appears once in positions i, j and k, and alternative c1ℓ appears once in

positions i+1, j +1 and k+1. Then, the constraint (b1ℓ , c1ℓ) corresponds to the inequality

si − si+1 + sj − sj+1 + sk − sk+1 > 0 or, equivalently, ai + aj + ak > 0.

• Alternative b2ℓ appears once in position 1 and d/ϵ times in positions i+1, j+1 and k+1, and

alternative c2ℓ appears d/ϵ times in positions i, j and k. The constraint (b2ℓ , c2ℓ) corresponds

to the inequality s1 − d
ϵ si +

d
ϵ si+1 − d

ϵ sj +
d
ϵ sj+1 − d

ϵ sk + d
ϵ sk+1 > 0 or, equivalently,

ai + aj + ak < ϵ (since s1 = d, ai = si − si+1, aj = sj − sj+1 and ak = sk − sk+1).

• Alternative b3ℓ appears d times in positions i, j and k, and alternative c3ℓ appears 2 times in

position 1 and d times in positions i+1, j+1 and k+1. The constraint (b3ℓ , c3ℓ) corresponds

to the inequality −2s1 + dsi − dsi+1 + dsj − dsj+1 + dsk − dsk+1 > 0 or, equivalently,

ai + aj + ak > 2.

• Alternative b4ℓ appears 2/ϵ+1 times in position 1 and d/ϵ times in positions i+1, j+1 and

k + 1, and alternative c4ℓ appears d/ϵ times in positions i, j and k. The constraint (b4ℓ , c4ℓ)

corresponds to the inequality
(
2
ϵ + 1

)
s1 − d

ϵ si +
d
ϵ si+1 − d

ϵ sj +
d
ϵ sj+1 − d

ϵ sk +
d
ϵ sk+1 > 0

or, equivalently, ai + aj + ak < 2 + ϵ.
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In the case where equation ℓ is a 1-equation of the form xi ⊕ xj ⊕ xk = 1, we have:

• Alternative b1ℓ appears d times in positions i, j and k, and alternative c1ℓ appears once in

position 1 and d times in positions i + 1, j + 1 and k + 1. Then, the constraint (b1ℓ , c1ℓ)

corresponds to the inequality −s1 + dsi − dsi+1 + dsj − dsj+1 + dsk − dsk+1 > 0 or,

equivalently, ai+aj+ak > 1 (since s1 = d, ai = si−si+1, aj = sj−sj+1 and ak = sk−sk+1).

• Alternative b2ℓ appears 1/ϵ+1 times in position 1 and d/ϵ times in positions i+1, j+1 and

k + 1, and alternative c2ℓ appears d/ϵ times in positions i, j and k. The constraint (b2ℓ , c2ℓ)

corresponds to the inequality
(
1
ϵ + 1

)
s1 − d

ϵ si +
d
ϵ si+1 − d

ϵ sj +
d
ϵ sj+1 − d

ϵ sk +
d
ϵ sk+1 > 0

or, equivalently, ai + aj + ak < 1 + ϵ.

• Alternative b3ℓ appears d times in positions i, j and k, and alternative c3ℓ appears 3 times in

position 1 and d times in positions i+1, j+1 and k+1. The constraint (b3ℓ , c3ℓ) corresponds

to the inequality −3s1 + dsi − dsi+1 + dsj − dsj+1 + dsk − dsk+1 > 0 or, equivalently,

ai + aj + ak > 3.

• Alternative b4ℓ appears 3/ϵ+1 times in position 1 and d/ϵ times in positions i+1, j+1 and

k + 1, and alternative c4ℓ appears d/ϵ times in positions i, j and k. The constraint (b4ℓ , c4ℓ)

corresponds to the inequality
(
3
ϵ + 1

)
s1 − d

ϵ si +
d
ϵ si+1 − d

ϵ sj +
d
ϵ sj+1 − d

ϵ sk +
d
ϵ sk+1 > 0

or, equivalently, ai + aj + ak < 3 + ϵ.

In order for this profile to be valid, we use sufficiently many agents and additional

alternatives (that do not appear in the constraints) as placeholders, so that the alternatives

mentioned above have the appropriate number of appearances in the rankings.

Proof of correctness. We now prove that there exists a variable assignment for the MAX-

3LIN-2 instance that satisfies L of its equations if and only if there exists a scoring vector that

satisfies constraints of total weight 11m + L. As we have discussed above, this is enough to

complete the proof.

Consider an assignment that satisfies L of the equations. Consider the scoring vector

defined by setting ai = xi + ϵ/4 for i ∈ [d − 1]. Recall that we use ϵ ≤ 1/d and, hence,∑d−1
i=1 ai < d; this is sufficient so that the corresponding scoring vector s has non-negative

entries. This scoring vector satisfies:
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• three out of the four inequalities corresponding to any variable xi, since ai = ϵ/4 ∈ (0, ϵ)

when xi = 0 and ai = 1 + ϵ/4 ∈ (1, 1 + ϵ)when xi = 1;

• three out of the four inequalities corresponding to any satisfied 0-equation xi⊕xj⊕xk = 0

since ai+aj+ak = 3ϵ/4 ∈ (0, ϵ)when xi+xj+xk = 0 and ai+aj+ak = 2+3ϵ/4 ∈ (2, 2+ϵ)

when xi + xj + xk = 2;

• two out of the four inequalities corresponding to any unsatisfied 0-equation since ai+aj+

ak ̸∈ (0, ϵ)∪(2, 2+ϵ) in that case (observe that ai+aj+ak = 1+3ϵ/4when xi+xj+xk = 1

and ai + aj + ak = 3 + 3ϵ/4 when xi + xj + xk = 3);

• three out of the four inequalities corresponding to any 1-equation xi ⊕ xj ⊕ xk = 1 since

ai+aj+ak = 1+3ϵ/4 ∈ (1, 1+ϵ)when xi+xj+xk = 1 and ai+aj+ak = 3+3ϵ/4 ∈ (3, 3+ϵ)

when xi + xj + xk = 3;

• two out of the four inequalities corresponding to any unsatisfied 1-equation since ai+aj+

ak ̸∈ (1, 1+ϵ)∪(3, 3+ϵ) then (again, observe that ai+aj+ak = 3ϵ/4when xi+xj+xk = 0

and ai + aj + ak = 2 + 3ϵ/4 when xi + xj + xk = 2).

Hence, the total weight of the constraints satisfied is 3
∑n

i=1mi + 3L + 2(m − L) = 11m + L,

since
∑n

i=1mi = 3m due to the fact that all equations have three variables and the sum
∑n

i=1mi

accounts for the total number of appearances of all variables in equations.

Conversely, assume that we are given a scoring vector that satisfies constraints of total

weight 11m + L; we will show that there exists an assignment to the variables of the MAX-

3LIN-2 instance that satisfies L equations. First, we show that we can transform the scoring

vector into a (possibly) different one with ai = ϵ/4 or ai = 1 + ϵ/4 for i ∈ [d − 1], without

decreasing the total weight of the satisfied constraints.

For a variable ai ̸∈ (0, ϵ)∪ (1, 1+ ϵ)we have that the satisfied inequalities are the following:

exactly two out of the four variable inequalities and at most three out of the four inequalities

for each of the mi equations in which the variable xi appears. This gives a weight of at most

2mi + 3mi = 5mi. By setting ai = ϵ/4, exactly three out of the four variable inequalities and

at least two out of the four equation inequalities in which xi appears are satisfied, for a total

weight of at least 5mi. Clearly, there is no loss in weight after this change in the value of ai. So,

in the following, we can assume that ai ∈ (0, ϵ) ∪ (1, 1 + ϵ) for every variable ai.
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Now, we slightly modify the variable values as follows: for all variables ai ∈ (0, ϵ) we set

ai = ϵ/4 and for all variables ai ∈ (1, 1+ϵ)we set ai = 1+ϵ/4. The set of inequalities containing

ai that were satisfied before the modification are still satisfied after the update as well. This is

trivial for the variable inequalities. For β ∈ {0, 1, 2, 3}, for an equation inequality of the form

ai + aj + ak < β + ϵ (respectively, ai + aj + ak > β) that was satisfied before the modification,

at most β (respectively, at least β) of the three variables have values in (1, 1 + ϵ) before the

modification. Clearly, the inequality is satisfied after the modification as well.

So, we can assume that we have total weight of 11m + L from satisfied constraints with

the variables ai taking values in {ϵ/4, 1 + ϵ/4}. Hence, 3
∑n

i=1mi = 9m comes as weight

from satisfied variable inequalities (with three satisfied inequalities per variable). Then, the

remaining weight comes from 2m + L satisfied equation inequalities. The definition of the

reduction implies that there exist L equations in the MAX-3LIN-2 instance so that three among

the four corresponding inequalities are satisfied. Then, it is easy to inspect that, if three among

the four equation inequalities are satisfied when variables take values in {ϵ/4, 1 + ϵ/4}, then

the (binary) assignment xi = ai− ϵ/4 satisfies their corresponding equation as well. This yields

an assignment with (at least) L satisfied equations and the proof is complete.

5.6 Experiments

In this section, we present our experiments, which should be viewed as complementary to our

theoretical work in the previous sections. We report on the execution of algorithms on two

real-world OptPSR instances that we have generated as well as on numerous synthetic ones.

In contrast to the theoretical analysis of the approximation algorithms in Section 5.4 which

focuses on worst-case instances, here we are mainly interested in the average-case behavior

of algorithms or scoring rules in scenarios that are close to ones that are likely to appear in

practice. This explains the findings described in the following, according towhich the observed

performance of simple algorithms/scoring rules is much closer to optimality compared, for

example, to the performance guarantees in Theorem 20.

Our experimental setup involves two different scenarios, to whichwe refer to as ppl and col.

Each scenario is defined by a set of alternatives and by a profile template (or, simply, a template).

The alternatives in the ppl scenario are the 48 countries that are listed in Table 5.4. For the
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Sydney, Australia
Oslo, Norway
Baghdad, Iraq
Vienna, Austria
Washington, USA

London, UK

Greece
Switzerland
Nigeria
Thailand
China
Mexico

Figure 5.2: An example of the sets from the ppl and col templates given to some agent. The

particular format was used for building the real-world profiles. The blank column at the left

is where the corresponding participant was required to define her ranking by putting distinct

numbers from 1 to 6.

col scenario, the alternatives are the 36 cities that are listed in Table 5.5. The templates consist

of equal-sized subsets of alternatives that each agent will be asked to rank. Specifically, the

templates consist of 392 sets of six alternatives each. The distribution of the alternatives to the

different sets of the ppl and col templates is almost uniform; each country appears in at least

47 and at most 52 sets, while each city appears in at least 57 and at most 70 sets. The templates

are used to produce profiles as follows. Each profile has exactly 392 agents. Each agent is given

a distinct set of alternatives from the template (see Figure 5.2 for examples of such sets for ppl

and col) and ranks these alternatives. The profile then consists of the rankings provided by all

agents.

5.6.1 Input profiles

In our experiments, we used both real-world and synthetic data. Two real-world profiles

(for the scenarios ppl and col, respectively) were collected as input from 392 participants1

in the PatrasIQ2 technology exhibition organized by our home institution in April 2016. Each

participant was given distinct sets of six countries and six cities (see Figure 5.2) from the ppl

and col templates, and was asked to rank the countries in terms of their population and the

cities in terms of their cost of living. These two profiles are available at preflib.org [58, 59] as

dataset ED-00034.3

1Actually, we had prepared even more sets of alternatives that could be part of the template; as we did not
manage to obtain more inputs, we restricted the templates and synthetic profiles to 392 agents for comparison
reasons.

2www.patrasiq.gr
3It seems that togetherwith the dataset ED-00025 thatwere collected and used byMao et al. [57], these are among

the very few existing voting profiles with an underlying ground truth ranking.
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Many different synthetic profiles (in each scenario) were obtained by simulating agents

who rank alternatives randomly. Specifically, each agent provides a noisy estimate of the

correct underlying ranking of the alternatives assigned to her, according to either the Bradley-

Terry [15] or the Plackett-Luce [55, 69] noise model. Both Bradley-Terry and Plackett-Luce

are random utility models [78]. They are defined using an underlying (positive) utility ux

associated with each alternative x and assume that the correct outcome of the pairwise relation

between two alternatives x and y depends on the comparison between the utilities ux and uy

(the alternativewith the highest utility is better). In particular, the utilities of the 48 alternatives-

countries in the ppl scenario are their populations according to information retrieved by

wikipedia.org in April 2016 (see Table 5.4). Similarly, the utilities of the 36 alternatives-cities

in the col scenario are their cost of living indices as retrieved by numbeo.org during the same

time period (see Table 5.5).

countries population countries population countries population
China 1,375,880,000 Iran 79,149,100 Peru 31,488,700
India 1,287,180,000 Turkey 78,741,053 Australia 24,051,600
USA 323,225,000 Thailand 65,273,832 Romania 19,861,000
Indonesia 258,705,000 Great Britain 65,097,000 Chile 18,191,900
Brazil 205,900,000 France 64,543,000 Netherlands 17,003,600
Pakistan 193,295,802 Italy 60,676,361 Belgium 11,312,444
Nigeria 186,988,000 South Korea 51,569,536 Cuba 11,238,317
Bangladesh 160,197,000 Colombia 48,608,000 Greece 10,864,979
Russia 146,544,710 Kenya 47,251,000 Czech Republic 10,553,843
Japan 126,920,000 Spain 46,423,064 Portugal 10,374,822
Mexico 122,273,500 Argentina 43,590,400 Sweden 9,866,670
Philippines 103,083,100 Ukraine 42,738,070 Hungary 9,849,000
Ethiopia 92,206,005 Algeria 40,400,000 Austria 8,699,730
Vietnam 91,700,000 Iraq 36,575,000 Israel 8,489,400
Egypt 90,755,700 Canada 36,048,521 Switzerland 8,306,200
Germany 81,459,000 Saudi Arabia 32,248,200 Bulgaria 7,202,198

Table 5.4: The 48 countries that are used as alternatives in the ppl scenario, ordered by

population. Retrieved from wikipedia.org (April 2016).

A Bradley-Terry (BT, in short) agent (implicitly) works as follows. She first decides relations

between all pairs of alternatives in her set. For each pair of alternatives x and y with

corresponding utilities ux and uy, the agent decides to rank x above y with probability ux
ux+uy

and y above x with probability uy

ux+uy
. If the relative ranks of all pairs of alternatives in her set

(that have been computed separately) define a ranking, then this is the ranking provided by
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cities col index cities col index cities col index
San Francisco 111.67 Doha 68.99 Barcelona 47.91
Zurich 106.19 Stockholm 66.46 Montreal 46.87
New York 100.00 Melbourne 62.25 Lagos 44.19
Lausanne 93.72 Tel Aviv 61.89 Nicosia 41.58
London 89.23 Munich 59.72 Athens 37.19
Washington 85.67 Rome 58.93 Istanbul 34.74
Boston 80.86 Brussels 58.29 Baghdad 33.42
Oslo 76.31 Toronto 55.75 Patras 32.21
Sydney 75.92 Maastricht 54.70 Budapest 30.69
Tokyo 74.35 Vienna 52.59 City of Mexico 29.20
Dubai 73.07 Genoa 51.11 Bucharest 27.10
Copenhagen 71.12 Berlin 48.96 Mumbai 24.64

Table 5.5: The 36 cities that are used as alternatives in the col scenario, ordered by cost of living

(plus rent) index. Retrieved from numbeo.com (April 2016).

the agent. Otherwise, the whole process is repeated from scratch.

A Plackett-Luce (PL, in short) agent decides the ranking of the alternatives in her set B

sequentially. Starting from the first position, the next undetermined position in the ranking

is filled by alternative x ∈ B with probability ux∑
y∈B uy

. After a random selection, the chosen

alternative is removed from B and the process continues for the next undetermined position

and the remaining alternatives until all positions are filled.

5.6.2 Constraints

The constraints of the OptPSR instances we consider in our experiments were defined as

follows. In both scenarios, we have a constraint (x, y) for each ordered pair of alternatives x and

y such that ux > uy. For example, a constraint in the ppl scenario is the pair (China, Switzerland)

as China is more populous than Switzerland. We consider three different weightings of the

constraints, defining different OptPSR instances. In particular, the weight of (x, y) is either 1,

or equal to ux − uy, or equal to log (ux − uy).

Unit weights are used when we care only about maximizing the number of correctly

recovered pairwise comparisons between alternatives. However, there might be pairs that

are really important to recover correctly, while some others are not. For example, in the ppl

scenario, it might be important to conclude that China is ranked above Switzerland since their

population difference is almost 1.3 billions of people. Using this reasoning, an error in the
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comparison between Cuba and Belgium (both with population around 11millions) would not

be that severe. Weighted and log-weighted (as opposed to unweighted) constraints have been

introduced to capture this characteristic.

5.6.3 Evaluation

Since all profiles that we experimented with have d = 6, one would expect that the

exact algorithm Regions presented in Section 5.3 would be the obvious choice in order to

come up with the optimal scoring rule. Unfortunately, for the size of OptPSR instances

that we considered (with
(
48
2

)
= 1128 constraints for ppl and

(
36
2

)
= 630 constraints for

col), Regions (as well as algorithm ApxPSR from Section 5.4.2) turned out to be really slow,

even after implementing several heuristics that yield minor performance improvements. This

rather disappointing outcome, together with the fact that d is small, forced us to consider

scoring vectors with discretized scores (e.g., which are multiples of 0.05 or 0.02) in order to

come up with approximations of the optimal scoring vector. Similarly, we have implemented

a simplified variant of ApxPSR2 by searching over all vectors of the form (1, s, 0, 0, 0, 0),

(1, 1, 1, s, 0, 0), and (1, 1, 1, 1, 1, s) where s is a multiple of 0.02 between 0 and 1. For real-world

profiles, this approach has yielded the vectors that are shown in Table 5.6.

We remark that these variants of Regions and ApxPSR2 are themost time-consuming among

the algorithms we have implemented. The total execution time of all experiments (which were

conducted using Matlab R2017B) is approximately 44 hours using an Intel 12-core i7 desktop,

with 32Gb of RAM, running Windows 7. This is amortized to approximately 10 seconds per

instance for the variant of Regions and less than 1 secondper instance for the variant of ApxPSR2.

We compare the optimal OptPSR solution (obtained as described above) to the scoring

vector returned by algorithm BestApproval which was presented in Section 5.4, the variant of

ApxPSR2 (also implemented as described above) and to twowell-known scoring rules: the Borda

count scoring rule that is defined by the scoring vector (5, 4, 3, 2, 1, 0), as well as the Harmonic

scoring rule (also known as Dowdall) which is defined by the vector (1, 1/2, 1/3, 1/4, 1/5, 1/6).

Table 5.7 shows the performance of these algorithms/scoring rules in all OptPSR instances

that we experimented with. Each performance value is expressed as a percentage of the total

weight of the constraints satisfied by an algorithm/scoring rule compared to the total weight of

all constraints. The two columns labeled “real data” contain values that correspond to a single
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rule ppl col
Optimal (1.00, 0.50, 0.35, 0.20, 0.15, 0.05) (1.00, 0.90, 0.30, 0.30, 0.24, 0.00)
ApxPSR2 (1.00, 0.02, 0.00, 0.00, 0.00, 0.00) (1.00, 1.00, 1.00, 0.34, 0.00, 0.00)

(a) Unweighted constraints

rule ppl col
Optimal (1.00, 0.65, 0.65, 0.35, 0.30, 0.25) (1.00, 0.68, 0.68, 0.50, 0.22, 0.22)
ApxPSR2 (1.00, 0.30, 0.00, 0.00, 0.00, 0.00) (1.00, 1.00, 1.00, 0.52, 0.00, 0.00)

(b) Weighted constraints

rule ppl col
Optimal (1.00, 0.60, 0.42, 0.20, 0.18, 0.08) (1.00, 0.65, 0.65, 0.35, 0.30, 0.25)
ApxPSR2 (1.00, 0.02, 0.00, 0.00, 0.00, 0.00) (1.00, 1.00, 1.00, 0.52, 0.00, 0.00)

(c) Log-weighted constraints

Table 5.6: The positional scoring vectors returned by the variants of the optimal algorithm and

algorithm ApxPSR2 on the real-world profiles. These vectors follow by searching a discretized

spaces with scores that are multiples of either 0.05 or 0.02.

execution of an algorithm/scoring rule on the two real-world ppl and col profiles. The values

in the remaining columns are averages over executions of algorithms/scoring rules on 1000

(random) profiles with either BT or PL agents as well as their standard deviations. Table 5.7

is split in three parts to report the results for OptPSR instances with unweighted (Table 5.7a),

weighted (Table 5.7b), and log-weighted constraints (Table 5.7c).

Our results indicate that Harmonic is better than both Borda and BestApproval in OptPSR

instanceswith real-world profiles. Harmonic is also better than ApxPSR2 in all real-world profiles

besides ppl with weighted constraints. On the other hand, ApxPSR2 is better the best algorithm

for all synthetic profiles besides ppl with BT agents, where Borda is slightly better. Even though

BestApproval is never the best among the four algorithms/scoring rules, it always provides

competitive results. The performance values of algorithms/scoring rules on the real-world

profiles are considerably inferior to those for synthetic profiles. This indicates that the BT and

PL noise models are rather idealized and do not reflect accurately the behavior of the agents

in our real-world inputs. Still, as they allowed for many executions, they made possible the

assessment of the algorithms/scoring rules in terms of robustness, as we will see shortly.

Table 5.7b indicates that the performance values for weighted constraints are considerably

higher than those for unweighted ones. This is to be expected since the total weight of correctly
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real data synthetic (BT) synthetic (PL)
ppl col ppl col ppl col

rule avg std avg std avg std avg std
Optimal 81.83 83.97 94.54 0.642 93.74 1.037 93.19 0.916 88.20 1.867
ApxPSR2 80.50 82.22 93.22 0.774 92.74 1.019 92.04 0.963 86.68 1.941
Borda 79.96 82.06 93.43 0.706 92.04 1.112 91.94 0.983 85.95 1.984
Harmonic 80.94 82.54 92.85 0.746 91.35 1.297 90.50 1.109 83.18 2.321
BestApproval 79.43 80.48 91.72 0.844 91.42 1.080 90.54 0.986 84.68 1.929

(a) Unweighted constraints

real data synthetic (BT) synthetic (PL)
ppl col ppl col ppl col

rule avg std avg std avg std avg std
Optimal 95.98 92.93 99.66 0.078 98.69 0.364 99.49 0.134 96.02 1.079
ApxPSR2 95.62 91.95 99.47 0.117 98.34 0.412 99.31 0.172 95.13 1.236
Borda 94.67 91.92 99.52 0.102 98.07 0.447 99.30 0.166 94.82 1.260
Harmonic 95.42 92.01 99.42 0.124 97.80 0.542 99.04 0.229 92.67 1.769
BestApproval 95.24 90.83 99.34 0.143 97.90 0.472 99.10 0.196 94.18 1.313

(b) Weighted constraints

real data synthetic (BT) synthetic (PL)
ppl col ppl col ppl col

rule avg std avg std avg std avg std
Optimal 83.03 88.21 95.29 0.553 97.02 0.717 94.06 0.768 92.53 1.487
ApxPSR2 81.56 86.82 94.07 0.681 96.24 0.765 93.06 0.887 91.24 1.695
Borda 81.05 86.91 94.31 0.596 95.87 0.841 92.94 0.827 90.75 1.663
Harmonic 82.15 87.24 93.75 0.674 95.32 0.952 91.59 1.015 88.08 2.076
BestApproval 80.56 85.48 92.79 0.722 95.52 0.841 91.65 0.872 89.77 1.633

(c) Log-weighted constraints

Table 5.7: Performance of algorithms/scoring rules on instances with weighted constraints.

Each value is a percentage and denotes the ratio of the total weight of the satisfied constraints

over the total weight of all constraints. For synthetic profiles with BT and PL agents, the values

indicate average performance (avg) and standard deviations (std) from 1000 simulations (on

randomly generated BT and PL profiles), while for real-world data each value corresponds

to a single execution of an algorithm/scoring rule. The performance of the best among the

non-optimal scoring rules is marked in bold. As the ppl and col instances have 1128 and 630

constraints, a respective difference of 0.09 and 0.16 in performance in subtable (a) corresponds

to a gain difference of one constraint.
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recovered constraints improves significantly when heavy pairwise relations are satisfied. The

performance values for log-weighted constraints seem to lie in-between.

The low standard deviation values in Table 5.7 for synthetic profiles indicate that the

performance values measured for each algorithm/scoring rule in the 1000 executions are

always sharply concentrated around their average values. Indicatively, we demonstrate this by

plotting a point for each execution, which has the performance value of the optimal scoring rule

as x-coordinate and the performance value of Borda as the y-coordinate. The twelve 1000-point

clouds in Figure 5.3 correspond to the three different constraint weightings and the profiles

with BT and PL agents for the ppl and col scenarios. All points in these clouds lie below the

red dashed diagonal as Borda is in general suboptimal. The clouds of points comparing the

optimal scoring rule with the remaining algorithms/scoring rules (not reported here) have

similar structure and, like Figure 5.3, suggest that the average values in Table 5.7 robustly

characterize the performance of algorithms/scoring rules on all the synthetic instances that we

have considered. Another interesting observation from these experiments is that the optimal

scoring vectors corresponding to the different points of the clouds in Figure 5.3 are, in general,

very different, in spite of the fact that the optimal performance values are so concentrated.

5.7 Conclusions and open problems

Motivated by crowdsourcing and rating applications, we have introduced and studied the

OptPSR problem. Very informally, the problem is to compute a positional scoring rule, whose

outcome when applied on a given profile is as close as possible to constraints corresponding to

underlying correct pairwise relations between alternatives. We have presented the algorithm

Regions that solves the problem exactly by cleverly searching the space of all candidate scoring

vectors and exploiting linear programming. The algorithm runs in polynomial time when

the parameter d (representing the number of alternatives in the ranking of each agent) is

constant. We also consider approximation algorithms for OptPSR. A simple algorithm, called

BestApproval, that selects among all approval vectors the one that satisfies constraints of the

highest weight is shown to achieve a tight approximation ratio of 1/d. Our more sophisticated

algorithm ApxPSR can achieve better approximation ratios at the expense of higher running

times.We complement these positive results by showing thatOptPSR is a hard-to-approximate
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Figure 5.3: Comparing Borda with the optimal OptPSR solution. Each cloud consists of 1000

points, each corresponding to a distinct simulation. The x-coordinate of each point is the

performance value of the optimal scoring rule and the y-coordinate is the performance value

of Borda. The caption of each subfigure indicated the type of agents (BT or PL), the scenario

(ppl or col), and the constraint weighting (unweighted, weighted, or log-weighted).
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Figure 5.4: Comparing BestApproval with Borda. Each cloud consists of 1000 points, each

corresponding to a distinct simulation. The x-coordinate of each point is the performance value

of Borda and the y-coordinate is the performance value of BestApproval. The caption of each

subfigure indicated the type of agents (BT or PL), the scenario (ppl or col), and the constraint

weighting (unweighted, weighted, or log-weighted).
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optimization problem. We also present an experimental evaluation of algorithms and scoring

rules on real-world and synthetic instances.
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Chapter 6

Epilogue

We conclude this thesis by summarizing the open problems that are revealed by our work.

Here, we repeat text from the corresponding concluding Sections in the previous chapters.

In Chapter 3, we have developed a theoretical framework for performance prediction and

optimization over a class of rank aggregation rules for ordinal peer grading in MOOCs. Our

work reveals many challenging future research directions regarding ordinal peer grading and

the deployment of our methods to real MOOCs. An obvious first direction is to develop an

analogous framework for broader classes of aggregation rules. This framework will be most

useful if it allows for selecting the optimal aggregation rule for a given scenario, as we have

managed to do for type-ordering aggregation rules here.

In the deployment of ordinal peer grading in real MOOCs, a few professional graders

may be actually available; in technical terms, this implies a partial knowledge of the ground

truth [40]. How should this partial knowledge be combined with rank aggregation of students’

grading in order to get an even better final ranking? This question seems to suggest nice

extensions to our theory. Another issue that we have completely neglected here is related to

the common student drop out after their participation in an exam but before its grading. Even

though we do not believe that such situations invalidate our methods, such issues have to be

taken seriously into account before deciding which rank aggregation rules to deploy in real

systems.

Finally, a thread of interesting research questions is related to incentives; e.g., see [49] and

[7]. Classical impossibilities in social choice theory imply that students may grade strategically

in order to improve their own position in the final outcome. Can this strategic behaviour be
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taken into account when deciding the optimal rank aggregation rule? Our approach might be

possible to adapt to strategic graders but this would require challenging technical work.

Our work in Chapter 5 reveals several open problems. First, we would like to design exact

algorithms that are practical. Our ambitious goal here is to be able to solve —in reasonable

time— OptPSR instances like the ones we used in our experiments (i.e., with d up to 10,

approximately 50 alternatives, and 1000 constraints).

Second, we would like to determine the approximability of OptPSR. Currently, there is a

huge gap between our positive algorithmic results in Theorems 20 and the inapproximability

bound from Theorem 23; the former have a dependence on dwhile the latter is a constant close

to 1. Is there a polynomial time algorithm with constant approximation ratio? Is there a sub-

constant inapproximability bound? These questions are very important from the theoretical

point of view. More importantly, we would like to design practical approximation algorithms

that will be effective on huge OptPSR instances. Here, we need both simplicity and efficiency;

achieving these two goals simultaneously seems elusive at this point.

Third, observe that our theoretical results in Section 5.4 focus on worst-case approximation

guarantees. In addition to such studies, we would like to conduct theoretical analysis in

random profiles that have been produced by Plackett-Luce or Bradley-Terry agents or, more

importantly, bymore realistic agents who follow appropriate generalizations of random utility

models (see [78]). In particular, the following optimization problem that is inspired by the

flavor of our experiments is very appealing: Given a template, constraints, and statistical

information (e.g., a noise model) describing the behavior of agents, compute the best algorithm

or scoring rule that maximizes the expected total weight of satisfied constraints. Here, the

expectation is taken over random OptPSR instances with agents following the given noise

model that are asked to rank the sets of alternatives in the template.

Finally, our definition of OptPSR assumes that all agents rank the same number of

alternatives. This feature has been used for proof-of-concept purposes here but, admittedly,

it could be very restrictive in many applications. Extending OptPSR by allowing different

numbers of alternatives per agent (and more general definitions of scoring vectors) is

important.

Thinking beyond OptPSR, one could consider optimization problems of similar flavor by

replacing positional scoring rules by a class of voting rules defined over incomplete voteswhich
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can be identified by a small number of parameters (in the sameway inwhich positional scoring

rules are identified by the position scores). One possibility might be to consider the class of

Kemeny-like voting rules which given a profile of possibly incomplete votes computes a full

ranking of the alternatives that has the minimum possible total distance from the votes of the

profile. Each voting rule in this class is identified by a distance function between rankings.

Kemeny is such a voting rule for the Kendall-tau distance function (see [85]). Then, a natural

optimization problem would aim for optimizing the distance function parameters so that the

resulting voting rule, when applied on the given profile, returns a ranking that is as close

as possible to the constraints of an underlying true ranking. This direction might be worth

studying, taking extra care of computational issues (e.g., Kemeny is computationally hard to

resolve) that do not arise in OptPSR.
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A.1 Εισαγωγή

Έννοιες όπως οι εκλογές και οιψηφοφορίες προέρχονται από τηναρχαιότητα, όπου οι κοινότη-

τες και οι κοινωνίες είχαν την ανάγκη να λαμβάνουν συλλογικές αποφάσεις για διαφορετικά

θέματα. Μια εκλογική διαδικασία είναι ο επίσημος τρόπος να εκφράζεται η προτίμηση μιας

ομάδας με δημοκρατικό τρόπο. Σήμερα, αυτός ο τρόπος έκφρασης εμπίπτει στο πεδίο τηςΘεω-

ρίας της Κοινωνικής Επιλογής, το οποίο εξετάζει το πρόβλημα της συνάθροισης των προτιμήσεων

(ήψήφων) μιας ομάδας προκειμένου να εκλεγεί μια κοινωνική προτίμηση πουαντιπροσωπεύει

αυτή την ομάδα.

Παρόλο που η συστηματική μελέτη των κανόνων ψηφοφορίας και των εκλογών ξεκίνησε

στο τέλος του 18oυ αιώνα, παρατηρήθηκε μια πρώιμη αναφορά για μία εκλογική διαδικασία, σε

ένα από τα έργα του Αριστοτέλη «Αθηναίων Πολιτεία», όπου οι Εννέα Άρχοντες εξέλεγαν έξι

νομοθέτες, τον υπάλληλό τους, τον Άρχοντα, τον Βασιλιά και τον Πολέμαρχο από κάθε φυλή.

Αργότερα στο έργο του Πλούταρχου «Βίοι Παράλληλοι» στη «Ζωή του Αριστείδη», μαθαί-

νουμε ότι ο Αριστείδης (ή Αριστείδης ο Δίκαιος) εξορίστηκε από την Αθήνα με τη διαδικασία

του «Οστρακισμού». Ο Κλησθένης ήταν αυτός που περίπου το 600 π.Χ. καθιέρωσε το νόμο του

Οστρακισμού. Η διαδικασία ήταν η εξής: «Κάθε ψηφοφόρος έγραφε πάνω σε ένα όστρακο το

όνομα του πολίτη τον οποίο ήθελε να απομακρύνει από την πόλη. Οι άρχοντες πρώτα μετρού-

σαν τον συνολικό αριθμό των οστράκων που είχαν ληφθεί. Αν οι ψηφοφόροι ήταν λιγότεροι

από έξι χιλιάδες, ο οστρακισμός ήταν άκυρος. Στη συνέχεια διαχώριζαν τα ονόματα και ο πο-

λίτης που είχε λάβει τις περισσότερες ψήφους εξοριζόταν για δέκα χρόνια».

Πολύ αργότερα, το 1785, ο Marie Jean Antoine Nicolas de Caritat, Marquis de Condorcet,

ο οποίος ήταν Γάλλος φιλόσοφος, μαθηματικός και πολιτικός επιστήμονας, πρότεινε μια εκλο-

γική μέθοδο η οποία εκλέγει τον υποψήφιο που νικάει κάθε άλλο υποψήφιο κατά πλειοψηφία

σε σύγκριση ανά ζεύγη, εφόσον υπάρχει ένας τέτοιος υποψήφιος. Ένας νικητής υπό αυτήν τη

διαδικασία ονομάζεται νικητής κατά Condorcet.

Την ίδια περίοδο, υπήρξε διαμάχη μεταξύ του Nicolas de Condorcet και του Γάλλου μηχα-

νικού Jean-Charles de Borda, ο οποίος πρότεινε μια μέθοδο (τη γνωστή σήμεραως Borda count),

όπου κάθε ψηφοφόρος κατατάσσει όλους τους υποψηφίους (δηλαδή από τον πλέον προτιμώ-

μενο στο λιγότερο προτιμώμενο) και κάθε υποψήφιος λαμβάνει για κάθε ψήφο, τον αριθμό

των πόντων που αντιστοιχούν στον αριθμό των υποψηφίων που κατατάσσονται χαμηλότερα
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από αυτόν [16]. Το 19 αιώνα ένας άλλος διάσημος μαθηματικός ο Charles Lutwidge Dodgson

(επίσης γνωστός με το καλλιτεχνικό του ψευδώνυμο Lewis Carroll), πρότεινε έναν κανόνα ψη-

φοφορίας που επεκτείνει τη μέθοδο του Condorcet, εναλλάσσοντας τους υποψηφίους μεταξύ

τους μέχρι να βρεθεί ένας νικητής κατά Condorcet.

Μόλις στις αρχές του 20υ αιώνα ο Kenneth Joseph Arrow (νομπελίστας Οικονομικών) απέ-

δειξε ένα γενικότερο θεώρημα που δηλώνει ότι δεν υπάρχει κανόνας κοινωνικής ευημερίας

(με αυστηρά περισσότερους από δύο υποψηφίους) που να ικανοποιεί ταυτόχρονα μια σειρά

από ιδιότητες. Αυτό είναι γνωστό ως θεώρημα αδυναμίας του Arrow, το οποίο οδήγησε μέχρι

σήμερα το δρόμο για τη μελέτη των στρατηγικών επιπτώσεων στους κανόνες ψηφοφορίας [64].

Αργότερα οι Allan Gibbard και Mark Satterthwaite απέδειξαν ανεξάρτητα ένα θεώρημα

αδυναμίας που δηλώνει ότι δεν υπάρχει κανόνας κοινωνικής επιλογής που μπορεί ταυτόχρονα

να ικανοποιεί τρεις προϋποθέσεις όπως η μη–χειραγώγηση αυτή είναι η ιδιότητα όπου ένας κα-

νόνας ψηφοφορίας δεν είναι ευαίσθητος στους στρατηγικούς ψηφοφόρους, επί αυτή είναι η

ιδιότητα όπου οποιοσδήποτε υποψήφιος μπορεί να είναι ο νικητής κάτω από κάποιο προφίλ,

και η μη–δικτατορία αυτή είναι η ιδιότητα όπου κανένας ψηφοφόρος δεν μπορεί να είναι ο δι-

κτάτορας για να επιβάλει τον πιο αγαπημένο του υποψήφιο ως νικητή των εκλογών [16].

Σήμερα, διεξάγεται εκτενής μελέτη στον τομέα της Θεωρίας της Κοινωνικής Επιλογής και

της Υπολογιστικής Θεωρίας της Κοινωνικής Επιλογής, από οικονομολόγους, μαθηματικούς

και επιστήμονες των υπολογιστών. Όλο και περισσότερες εφαρμογές διαδικτύου, και όχι μόνο,

εκμεταλλεύονται μεθόδους και κανόνες από τη θεωρία της κοινωνικής επιλογής που χρησιμεύ-

ουν στο να βοηθήσουν το ευρύ κοινό/χρήστες να λάβουν τις αποφάσεις τους.

A.2 Υπολογιστική Θεωρία της Κοινωνικής Επιλογής

Από την αρχαιότητα η Δημοκρατία είναι ένα σύστημα διακυβέρνησης, όπου οι άνθρωποι

έχουν το δικαίωμα να παίρνουν συλλογικές αποφάσεις. Ένας από τους ακρογωνιαίους λίθους

της Δημοκρατίας είναι η ψηφοφορία. Η θεμελιώδης Θεωρία της Κοινωνικής Επιλογής ασχο-

λείται με τη μελέτη των κανόνων ψηφοφορίας, κυρίως στο πεδίο του σχεδιασμού κανόνων

ψηφοφορίας, αλλά και στην αξιωματική μελέτη τους.

Στο δεύτερο μισό του 20oυ αιώνα, με την εμφάνιση των υπολογιστικών συστημάτων δη-

μιουργήθηκε η ανάγκη να εξετάσουμε τους κανόνες ψηφοφορίας από τη μεριά της πολυπλο-
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κότητας.Μέχρι τότε, η Θεωρία της Κοινωνικής Επιλογής ήταν αντικείμενο μελέτης για φιλόσο-

φους, οικονομολόγους, μαθηματικούς και πολιτικούς επιστήμονες οι οποίοι «αψηφούσαν την

πολυπλοκότητα των κανόνων ψηφοφορίας για να καθοριστεί το αποτέλεσμα»[17]. Θέτοντάς

το με απλά λόγια, όταν πραγματοποιείται μία εκλογή, οι άνθρωποι ψηφίζουν για τον πιο προ-

τιμώμενο υποψήφιό τους και έπειτα ένας κανόνας ψηφοφορίας συναθροίζει αυτές τις ψήφους

για να εξάγει το αποτέλεσμα, δηλαδή τον υποψήφιο που κερδίζει τις εκλογές.

Τυπικά, δηλώνουμε το σύνολο των υποψηφίων με M και μέγεθος m, και το σύνολο των

ψηφοφόρων με N και μέγεθος n. Επίσης, δηλώνουμε ένα προφίλ P το οποίο είναι το σύνολο

των γραμμικών διατάξεων του συνόλου M. Λέμε ότι κάθε ψηφοφόρος i έχει μία προτίμηση

(ή ψήφο) ≻i∈ P , το οποίο είναι μία κατάταξη επί του συνόλου M. Για παράδειγμα, αν ένας

ψηφοφόρος i έχει την προτίμηση α ≻i β, μεταξύ δύο υποψηφίων α και β, αυτό σημαίνει ότι

ο ψηφοφόρος προτιμάει τον α από τον β. Ένας κανόνας W : Pn → P , καλείται κανόνας κοι-

νωνικών σχέσεων, ο οποίος συναθροίζει τις προτιμήσεις (ψήφους) όλων των ψηφοφόρων σε μία

συνολική προτίμηση (κατάταξη) των υποψηφίων. Επίσης, ένας κανόνας w : Pn → M, καλεί-

ται κανόνας κοινωνικής επιλογής, ο οποίος συναθροίζει τις ψήφους όλων των ψηφοφόρων στον

πιο προτιμώμενο υποψήφιο (το νικητή).

Δύο από τους πιο γνωστούς κανόνες ψηφοφορίας είναι ο πλειοψηφικός κανόνας και ο

κανόνας του Borda. Ο πλειοψηφικός κανόνας δίνει βαθμούς στου υποψήφιους σύμφωνα με

το ακόλουθο διάνυσμα plurality = (1, 0, 0, 0, ..). Αυτό σημαίνει ότι ο πιο προτιμώμενος υπο-

ψήφιος κάθε ψηφοφόρου θα πάρει ένα βαθμό και όλοι οι υπόλοιποι υποψήφιοι μηδέν. Ο

υποψήφιος με το μέγιστο πλήθος από βαθμούς επιλέγεται ως ο νικητής του κανόνα δηλαδή

argmaxj∈M
{∑

i∈N sci(j)
}
. Ο κανόνας του Borda αναθέτει βαθμούς σύμφωνα με το ακόλουθο

διάνυσμα borda = (m − 1,m − 2, ..., 0) ή (m,m − 1, ..., 1), αυτό σημαίνει ότι κάθε υποψήφιος

παίρνει έναν βαθμό για κάθε υποψήφιο που βρίσκεται χαμηλότερά του, για κάθε ψήφο. Το

Borda σκορ ενός υποψηφίου καθορίζεται ως
∑
i∈N

sci(j) και έπειτα οι υποψήφιοι κατατάσσονται

σε φθίνουσα σειρά σε σχέση με το συνολικό τους σκορ, επιλύοντας τυχόν ισοπαλίες τυχαία.

Οι έρευνες για την υπολογιστική πολυπλοκότητα των κανόνων ψηφοφορίας βασίστηκαν

σε δύο κύριους άξονες, ο πρώτος αφορά την αδυναμία των κανόνωνψηφοφορίας. Αυτό σημαί-

νει ότι υπάρχουν κανόνες για τους οποίους είναι δύσκολο να καθοριστεί ο νικητής. Από τους

πρώτους που εξέτασαν την πολυπλοκότητα των κανόνων ψηφοφορίας ήταν οι Bartholdi et al.

στην εργασία [10], και έδειξαν ότι είναι δύσκολο, εφαρμόζοντας τους κανόνες του Dodgson
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και του Kemeny, να καθοριστεί αν ένας συγκεκριμένος υποψήφιος έχει κερδίσει.

Σε μιαψηφοφορία, ο νικητής Dodgson είναι ο υποψήφιος που απαιτεί τον ελάχιστο αριθμό

εναλλαγών ανά ζεύγη για να γίνει νικητής κατά Condorcet. Ο κανόνας του Kemeny μετρά την

απόσταση μεταξύ δύο κατατάξεων, μετρώντας ζεύγη εναλλακτικών επιλογών στις οποίες δια-

φωνούν. Για κάθε προφίλ P , ο κανόνας του Kemeny επιστρέφει την κατάταξη ή τις κατατάξεις

που ελαχιστοποιούν την απόσταση μεταξύ όλων των ψήφων. Για μια πολύ καλή εισαγωγή στο

θέμα παραπέμπουμε τον ενδιαφερόμενο αναγνώστη να μελετήσει το κεφάλαιο [20].

Ο δεύτερος άξονας αφορά την αντίσταση των κανόνων ψηφοφορίας κάτω από στρατη-

γική χειραγώγηση, που σημαίνει ότι κανένας ψηφοφόρος δεν μπορεί να χειραγωγήσει μια

εκλογή σε πολυωνυμικό χρόνο. Οι Bartholdi et al. στο [9], έδειξαν ότι οι κανόνες ψηφοφορίας

όπως ο Πλειοψηφικός κανόνας, ο κανόνας του Borda, ο κανόνας Maximin και ο κανόνας του

Copeland μπορούν να χειραγωγηθούν σε πολυωνυμικό χρόνο.

Συγκεκριμένα έδειξαν ότι αν ένας κανόνας ψηφοφορίας μπορεί να αναπαρασταθεί ως κα-

νόνας βαθμολόγησης ο οποίος είναι ταυτόχρονα μονότονος μπορεί να χειραγωγηθεί. Φυσικά,

υπάρχουν κανόνες που είναι δύσκολο να χειραγωγηθούν. Για παράδειγμα, μια τροποποιημένη

έκδοση του κανόνα του Copeland, ο second order Copeland, στον οποίο «σε περίπτωση ισοπα-

λίας, νικητής είναι ο υποψήφιος του οποίου οι ηττημένοι ανταγωνιστές έχουν το μεγαλύτερο

άθροισμα βαθμών σύμφωνα με τον κανόνα του Copeland» [9]. Για μια σύντομη ανασκόπηση

παραπέμπουμε τον ενδιαφερόμενο αναγνώστη στο [30].

A.3 Εφαρμογές στην Υπολογιστική Θεωρία της Κοινωνικής Επιλο-

γής

Τα τελευταία χρόνια πραγματοποιήθηκε μια ανθοφορία εκπαιδευτικών πλατφορμών όπως οι

Coursera, EdX και πολλές άλλες, που παρέχουν εύκολη πρόσβαση σε μαθήματα υψηλού επιπέ-

δου εκπαίδευσης. Αυτές οι πλατφόρμες έχουν γίνει μια τάση και έχουν προσελκύσει σημαντική

χρηματοδότηση από Κεφάλαια Επιχειρηματικών Συμμετοχών (ΚΕΣ) και υποστήριξη από κο-

ρυφαίους ακαδημαϊκούς. Στα τέλη του 2017, αυτές οι πλατφόρμες είχαν περισσότερους από

81 εκατομμύρια χρήστες – ουσιαστικά, φοιτητές που παρακολουθούν τα προσφερόμενα μα-

θήματα — και αυτός ο αριθμός αναμένεται να αυξηθεί περαιτέρω στο εγγύς μέλλον. Ο όρος

«μαζική ανοιχτή διαδικτυακή σειρά μαθημάτων» ή απλά MOOC, είναι πολύ περιγραφικό της
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υπηρεσίας που προσφέρουν αυτές οι πλατφόρμες.

Ένα MOOC είναι το αποτέλεσμα της συνεργασίας μελών ΔΕΠ από κορυφαία πανεπιστή-

μια, ή/και με επαγγελματιών της βιομηχανίας, ο ρόλος των οποίων είναι να σχεδιάσουν το

μάθημα και να οργανώσουν το υλικό έτσι ώστε να αξιοποιήσουν τις πιο δημοφιλείς εφαρμογές

Διαδικτύου που χρησιμοποιεί η πλατφόρμα. Το όραμα είναι να χρησιμοποιούν το Διαδίκτυο

και να παρέχουν (σε τεράστιο αριθμό φοιτητών) μια εκπαιδευτική εμπειρία που είναι χαρα-

κτηριστική σε μαθήματα που απευθύνονται σε μικρά ακροατήρια σε κορυφαία πανεπιστήμια.

Μπορεί κανείς να βρει μαθήματα για σχεδόν όλους τους επιστημονικούς τομείς όπως η Πλη-

ροφορική, τα Μαθηματικά, τα Οικονομικά και πολλά άλλα. Τα μαθήματα προσφέρονται από

μία πληθώρα πανεπιστημίων σε όλο τον κόσμο και από τους εκεί καθηγητές . Την ίδια στιγμή,

αν ένας φοιτητής καταφέρει να ολοκληρώσει επιτυχώς το μάθημα, μπορεί να πάρει μια πιστο-

ποίηση για την ολοκλήρωσή του.

Το μεγάλο ζήτημα είναι η μαζική συμμετοχή των φοιτητών. Φυσικά, το Διαδίκτυο παρέχει

εργαλεία έτσι ώστε να είναι δυνατή η διοργάνωση εξετάσεων με τεράστιο αριθμό φοιτητών.

Αλλά τι γίνεται με την αξιολόγηση και τη βαθμολόγηση; Παρόλο που η παρεχόμενη υπηρεσία

είναι σίγουρα χρήσιμη, η βιωσιμότητα των MOOC εξαρτάται σε μεγάλο βαθμό από τις πηγές

εσόδων τους. Επί του παρόντος, οι επενδύσεις από τα ΚΕΣ εξασφάλισαν βραχυπρόθεσμα την

επιβίωσή τους, αλλά τι γίνεται με το μέλλον τους;

Ένα χαρακτηριστικό που αποτελεί μία από τις κύριες πηγές εσόδων για τα MOOC είναι

το λεγόμενο πιστοποιητικό ολοκλήρωσης το οποίο μπορούν να λάβουν οι σπουδαστές με λογικό

κόστος. Το πιστοποιητικό ολοκλήρωσης διατηρεί πληροφορίες σχετικά με την απόδοση ενός

μαθητή σε ένα μάθημα (ή σε μια αλυσίδα μαθημάτων) και μπορεί να χρησιμοποιηθεί για να

δικαιολογήσει την ποιότητα ενός σπουδαστή στους πιθανούς εργοδότες. Έτσι, το πιστοποιητικό

ολοκλήρωσης θα πρέπει να έχει αξιόπιστες πληροφορίες σχετικά με την απόδοση των σπουδα-

στών στα μαθήματα στα οποία έχει συμμετάσχει. Παρόλο που τα μέσα στο παραδοσιακό πα-

νεπιστημιακό σύστημα είναι καλά εδραιωμένα για να εξασφαλιστεί η αξιοπιστία, η επίτευξη

αυτής σε ένα MOOC αποτελεί πρόκληση .

Ένα κρίσιμο ερώτημα είναι ότι τα πιο δημοφιλή μαθήματα προσελκύουν 50.000 ή περισ-

σότερους φοιτητές και το όραμα των ενθουσιωδών τωνMOOC είναι για εκατομμύρια μαθητές

ανά μάθημα, είναι δυνατή η βαθμολόγηση των εργασιών ή των γραπτών εξετάσεων, λόγω της

μαζικής συμμετοχής; Ένα προφανές εμπόδιο για την πλήρη ανάπτυξή τους και την επιτυχία
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τους είναι το γεγονός ότι η αξιολόγηση και η βαθμολόγηση με τα κλασικά μέσα είναι εξαιρετικά

δαπανηρή.

Μια τυπική προσέγγιση είναι να χρησιμοποιηθούν ερωτήσεις κλειστού τύπου (δηλαδή ερω-

τήσεις πολλαπλής επιλογής ή συμπλήρωσης κενών) σε εξετάσεις ή εργασίες έτσι ώστε η βαθμο-

λόγηση να μπορεί να γίνει αυτόματα. Αυτό δεν είναι ιδιαίτερα ικανοποιητικό όταν, ως μέρος

ενός μαθήματος, κάποιος θα ήθελε να αξιολογήσει την ικανότητα των μαθητών να αποδεί-

ξουν μια μαθηματική πρόταση ή να εκφράσουν την κριτική τους σκέψη πάνω σε ένα ζήτημα

ή ακόμα και να επιδείξουν την δεξιότητα της δημιουργικής γραφής. Η αξιολόγηση αυτής της

ικανότητας είναι εγγενώς ένα έργο ανθρώπινου υπολογισμού [50].

Η μόνη λύση που φαίνεται να είναι σύμφωνη με το όραμα των MOOC είναι γνωστή ως

βαθμολόγηση μεταξύ ομότιμων [48, 79], σύμφωνα με την οποία το έργο της βαθμολόγησης ανατί-

θεται στους φοιτητές που συμμετείχαν στην εξέταση. Για παράδειγμα, μπορεί να τους ζητηθεί

να βαθμολογήσουν (έναν μικρό αριθμό) από τα γραπτά των συναδέλφων τους στο πλαίσιο της

δικής τους εργασίας [66]. Φυσικά, επιτρέποντας στους μαθητές να βαθμολογούν χρησιμοποιώ-

ντας σκορ είναι επικίνδυνο αφενός μεν δεν έχουν την πείρα στην αξιολόγηση της απόδοσης

των συναδέλφων τους σε απόλυτους όρους1 και αφετέρου μπορεί να έχουν ισχυρά κίνητρα για

να δώσουν χαμηλές βαθμολογίες σε αυτούς που θα αξιολογήσουν ώστε να αυξήσουν τη δική

τους σχετική επιτυχία στην εξέταση.

Αυτή η προσέγγιση έχει ήδη εφαρμοστεί σε μερικά MOOC και σε ανεξάρτητα πειραμα-

τικά εργαλεία όπως τα crowdgrader.org [31], peergrading.org [73] συμπεριλαμβανομένου

και του δικού μας εργαλείου2 [21] είναι ήδη διαθέσιμα. Παρόλο που η προσέγγιση φαίνεται

απλή, υπάρχουν λεπτά ζητήματα εφαρμογής. Για παράδειγμα, το να επιτρέπεται στους μαθη-

τές να χρησιμοποιούν σκορ είναι προβληματικό, αφού συμμετέχουν τόσο στην εξέταση όσο και

στην βαθμολόγηση και μπορεί να έχουν κίνητρα για την εκχώρηση χαμηλών βαθμών για να

βελτιώσουν την προσωπική τους σχετική απόδοση. Ακόμα κι αν υποθέσουμε ότι βαθμολογούν

ειλικρινά, η εμπειρία τους είναι πολύ περιορισμένη και το αποτέλεσμα πιθανότατα θα είναι

αναξιόπιστο.

Μια εναλλακτική λύση που ακούγεται εφικτή είναι να ζητηθεί από κάθε φοιτητή να παρά-

σχει μια κατάταξη ενός μικρού αριθμού εργασιών των συναδέλφων του και στη συνέχεια να

1Αυτό έρχεται σε αντίθεση με την κύρια υπόθεση πίσω από τα συστήματα αξιολόγησης που χρησιμοποιούνται
σε ακαδημαϊκά συνέδρια.

2Διαθέσιμο στο co-rank.ceid.upatras.gr
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κατασκευάσουμε μια ολική κατάταξη με τη συγχώνευση αυτών των μερικών κατατάξεων. Αυτό

είναι γνωστό ως βαθμολόγηση μεταξύ ομότιμων με τη μορφή κατατάξεων, το οποίο έχει πρόσφατα

λάβει προσοχή στην κοινότητα της Τεχνητής Νοημοσύνης και της Μηχανικής Μάθησης (π.χ.,

βλέπε [73, 76]). Είμαστε πλέον έτοιμοι να θέσουμε την πρώτη μας σημαντική ερώτηση, μπο-

ρεί αυτή η ολική κατάταξη να είναι σύμφωνη με την αντικειμενική σύγκριση των μαθητών

ως προς την απόδοσή τους στην εργασία; Ποιες είναι οι απαραίτητες μέθοδοι για αυτόν τον

υπολογισμό; Και πόσο ακριβής μπορεί να είναι αυτή η ολική κατάταξη;

Σε αυτή τη διατριβή, αντιμετωπίζουμε αυτές τις ερωτήσεις και παρέχουμε τόσο εννοιολογι-

κές όσο και τεχνικές απαντήσεις. Η συγχώνευση των ατομικών κατατάξεων σε μία ολική είναι

ο κύριος στόχος των κανόνων ψηφοφορίας από την θεωρία της κοινωνικής επιλογής, όπου ένα

σύνολο ψηφοφόρων παρέχει πλήρεις κατατάξεις για όλες τις διαθέσιμες εναλλακτικές επιλο-

γές και ένας κανόνας ψηφοφορίας πρέπει να μετατρέψει αυτήν την είσοδο σε μια νικητήρια

εναλλακτική επιλογή ή μια συνολική κατάταξη των εναλλακτικών επιλογών. Με την πρώτη

ματιά, η βαθμολόγηση μεταξύ ομότιμων με τη μορφή κατατάξεων φαίνεται να είναι ένας φυ-

σικός χώρος εφαρμογής για την κλασσική θεωρία της κοινωνικής επιλογής. Είναι ενδιαφέρον

ότι τα ιδιαίτερα χαρακτηριστικά του αποκλίνουν από εκείνα που συνήθως μελετούνται στη

βιβλιογραφία.

Πρώτον, κάθε ψηφοφόρος είναι επίσης μια εναλλακτική επιλογή. Αυτή είναι μια σπάνια

παραδοχή στην κοινωνική επιλογή σε έργα που επικεντρώνονται κυρίως σε ζητήματα κινή-

τρων (π.χ., βλέπε [4, 45]). Δεύτερον, η είσοδος αποτελείται από μερικές κατατάξεις από μικρά

υποσύνολα εναλλακτικών επιλογών. Η πλησιέστερη προσέγγιση στην κοινωνική επιλογή είναι

γνωστή ως εξαγωγή προτιμήσεων (preference elicitation) [28] όπου γίνεται με απλά ερωτήματα

σε κάθε ψηφοφόρο σχετικά με τις προτιμήσεις τους. Για παράδειγμα, στο top-k elicitation [39],

κάθεψηφοφόρος παρέχει την μερική κατάταξη των k εναλλακτικών επιλογώνπου του αρέσουν

περισσότερο.

Οι επιδράσεις (της πολυπλοκότητας) για τη χρήση μερικών κατατάξεων στην ψηφοφορία

έχουν μελετηθεί στα προβλήματα possible και necessary winners (π.χ. βλέπε [82]). Ένα σημα-

ντικό χαρακτηριστικό στη βαθμολόγηση μεταξύ ομότιμων με τη μορφή κατατάξεων είναι ότι οι

μερικές κατατάξεις έχουν το ίδιο μέγεθος και ότι κάθε εργασία δίνεται στον ίδιο αριθμό βαθ-

μολογητών. Τέλος, υπάρχει ένας αντικειμενικός τρόπος για να αξιολογηθεί η βαθμολόγηση

μεταξύ ομότιμων με τη μορφή κατατάξεων, συγκρίνοντάς την με την αντικειμενική σύγκριση
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των μαθητών όσον αφορά τις επιδόσεις τους στην εργασία. Αυτό είναι κοντά στο πνεύμα των

πρόσφατων προσεγγίσεων που χρησιμοποιούν την ψηφοφορία για να μάθουν την αντικειμε-

νική αλήθεια, όπως μια εναλλακτική επιλογή [27] που κερδίζει ή μια υποκείμενη πραγματική

κατάταξη [26]. Σε αυτή τη διατριβή, αποκλίνουμε από αυτές τις μελέτες, καθώς σκοπεύουμε

να μάθουμε την αντικειμενική αλήθεια προσεγγιστικά. Επομένως,η βαθμολόγηση μεταξύ ομό-

τιμων με τη μορφή κατατάξεων είναι ένα περιβάλλον όπου οι ιδέες και οι τεχνικές ανάλυσης

από τον ανθρώπινο υπολογισμό, την ψηφοφορία και τη μάθηση συνδυάζονται με καινοφανείς

τρόπους.

Το μοντέλο μας χρησιμοποιεί ένα σχήμα βαθμολόγησης (grading scheme) που ζητά από

κάθε μαθητή να κατατάξει τις εργασίες k άλλων φοιτητών. Για λόγους δικαιοσύνης, περιορί-

ζουμε τους εαυτούς μας σε σχήματα βαθμολόγησης που κατανέμουν κάθε εργασία σε ακριβώς

k φοιτητές. Σε αντίθεση με τις πρόσφατες μελέτες [22, 73, 76], διερευνούμε τη δυνατότητα της

εφαρμογής της βαθμολόγησης μεταξύ ομότιμων με τη μορφή κατατάξεων, δηλαδή χωρίς την

εμπλοκή επαγγελματιών στην βαθμολόγηση. Υποθέτουμε ότι υπάρχει μια υποκείμενη αληθινή

(αυστηρή) κατάταξη των εργασιών (η αντικειμενική αλήθεια) και θα θέλαμε να ανακτήσουμε

σωστά ένα όσο το δυνατόν υψηλότερο ποσοστό της χρησιμοποιώντας τις κατατάξεις των φοι-

τητών ως είσοδο. Έχουμε δύο σενάρια που καθορίζουν την είσοδο. Στο πρώτο, υποθέτουμε ότι,

αφότου οι μαθητές έχουν υποβάλει τις εργασίες τους, ο εκπαιδευτής ανακοινώνει ενδεικτικές

λύσεις και οδηγίες στο πως μπορούν να κατατάξουν οι φοιτητές τις εργασίες.

Εδώ κάνουμε την απλουστευτική υπόθεση ότι κάθε μαθητής βαθμολογεί τις εργασίες του

συνόλου που του έχει δοθεί με συνέπεια στην αντικειμενική αλήθεια (τέλεια βαθμολόγηση). Σε

ένα δεύτερο σενάριο που εξετάζεται επίσης στη εργασία [73], υποθέτουμε ότι η βαθμολόγηση

εκτελείται χωρίς κατεύθυνση από τον εκπαιδευτή. Εδώ, η φυσική υπόθεση είναι ότι η ποιότητα

ενός φοιτητή καθορίζει τόσο την απόδοσή του στην εργασία όσο και τη βαθμολογική του ικα-

νότητα.

ΣτοΚεφάλαιο 2 εστιάσαμε σε απλούς κανόνες συνάθροισης, όπως στην εφαρμογή του κλασ-

σικού κανόνα του Borda [12], όπου η μερική κατάταξη που παρέχεται από κάθε φοιτητή ερ-

μηνεύεται ως εξής: k βαθμοί δίνονται στην εργασία που έχει ταξινομηθεί πρώτη, k − 1 στην

εργασία που έχει καταταχθεί δεύτερη και ούτω καθεξής. Η ολική κατάταξη υπολογίζεται στη

συνέχεια ταξινομώντας τις εργασίες σε φθίνουσα σειρά σε σχέση με τις βαθμολογίες Borda που

έχουν συγκεντρώσει οι εργασίες. Έχουμε επίσης εξετάσει περισσότερους κανόνες συνάθροισης
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οι οποίοι περιγράφονται λεπτομερώς στις ενότητες 2.1 και 2.4. Αποδεικνύουμε ότι ο κανόνας

του Borda ανακτά σωστά ένα αναμενόμενο ποσοστό της τάξης του 1 − O(1/
√
k) των ανά δύο

σχέσεων στην αντικειμενική αλήθεια. Φυσικά, τα θεωρητικά μας αποτελέσματα συνοδεύονται

από πειραματικά αποτελέσματα που επιβεβαιώνουν τα ευρήματά μας.

Στο Κεφάλαιο 3 απλουστεύουμε τα πράγματα παραμερίζοντας τις εξαρτήσεις που οφεί-

λονται στην ανάθεση των εργασιών στους φοιτητές. Δεν περιορίζουμε τον εαυτό μας στην

εξεύρεση του καλύτερου κανόνα ψηφοφορίας, αλλά ορίζουμε μια νέα κλάση κανόνων συνά-

θροισης που τους ονομάζουμε Type-Ordering Aggregation Rules. Ένας κανόνας Type-Ordering

Aggregation Rule καθορίζει τη θέση που έχει κάθε εργασία στην τελική κατάταξη με βάση μόνο

τις θέσεις που έχει πάρει κάθε εργασία στα σύνολα που το περιέχουν. Ανεπίσημα, υποθέτουμε

ότι κάθε εργασία έχει έναν τύπο, όπου ένας τύπος είναι ένα διάνυσμα με τις θέσεις που κάθε ερ-

γασία πήρε στις k μεμονωμένες κατατάξεις του, με μονότονη μηφθίνουσα σειρά. Ένας κανόνας

Type-Ordering Aggregation Rule χρησιμοποιεί μια αυστηρή διάταξη των τύπων, και η τελική

κατάταξη των εργασιών ακολουθεί την διάταξη των τύπων, επιλύοντας τις ισοπαλίες τυχαία.

Η δεύτερη σημαντική ερώτηση που θέτουμε σε αυτή τη διατριβή είναι ποιος είναι ο καλύτερος

δυνατός κανόνας Type-Ordering Aggregation Rule; Μπορεί η απόδοση να είναι καλύτερη;

Αποδεικνύουμε ότι ο Borda είναι ο βέλτιστος κανόνας type-ordering aggregation rule (που

είναι μάλλον εκπληκτικό) όταν οι μαθητές δρουν ως τέλειοι βαθμολογητές. Αναπτύσσουμε ένα

θεωρητικό πλαίσιο το οποίο, μαζί με στατιστικές πληροφορίες σχετικά με τη συμπεριφορά βαθ-

μολόγησης των φοιτητών και μαζί με συγκεκριμένους αντικειμενικούς στόχους επιδόσεων, ψά-

χνουμε για το βέλτιστο κανόνα type-ordering aggregation rule. Συμπληρώνουμε τη θεωρία μας

με δύο πειράματα πεδίου, τα οποία επιβεβαιώνουν τα θεωρητικά μας αποτελέσματα (βλέπε

Υποενότητα 3.4.1).

Σε αυτή τη διατριβή, δεν περιοριζόμαστε μόνο στη μελέτη της βαθμολόγησης ομότιμων με

τη μορφή κατατάξεων με εφαρμογές σε μαζικά ανοιχτά διαδικτυακά μαθήματα, αλλά εξετά-

ζουμε επίσης προβλήματα που προκύπτουν στο πλαίσιο των εφαρμογώναξιολόγησης. Σήμερα,

πολλές εφαρμογές crowdsourcing εκμεταλλεύονται τις μεθόδους της θεωρίας της κοινωνικής

επιλογής για τον υπολογισμό μιας συνολικής κατάταξης εναλλακτικών επιλογών, δεδομένης

των ατομικών κατατάξεων που παρέχουν οι πράκτορες.

Εμπνεόμενοι από αυτά τα συστήματα, στοΚεφάλαιο 5, θεωρούμε ένα πλαίσιο όπου κάθε ερ-

γαζόμενος καλείται να κατατάξει ένα σταθερό (μικρό) αριθμό εναλλακτικών επιλογών και στη
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συνέχεια ένας θεσιακός κανόνας βαθμολόγησης (positional scoring rule) χρησιμοποιείται για

τον υπολογισμό της συνολικής κατάταξης . Μεταξύ των φαινομενικά απεριόριστων κανόνων,

ποιος είναι ο καλύτερος θεσιακός κανόνας για να χρησιμοποιήσει κάποιος για τη συνάθροιση;

Για να απαντήσουμε σε αυτή την ερώτηση, υποθέτουμε ότι έχουμε μερική πρόσβαση σε μια

υποκείμενη πραγματική κατάταξη. Στη συνέχεια, το σημαντικό πρόβλημα βελτιστοποίησης

που πρέπει να επιλυθεί είναι να υπολογιστεί ο θεσιακός κανόνας βαθμολόγησης, του οποίου το

αποτέλεσμα, όταν εφαρμόζεται στο προφίλ των μεμονωμένων κατατάξεων, είναι όσο το δυνα-

τόν πιο κοντά στο τμήμα της υποκείμενης πραγματικής κατάταξης που γνωρίζουμε. Μελετάμε

αυτό το θεμελιώδες πρόβλημα από θεωρητική άποψη και παρουσιάζουμε θετικά και αρνητικά

αποτελέσματα πολυπλοκότητας και επιπλέον συμπληρώνουμε τα θεωρητικά μας ευρήματα με

πειράματα σε πραγματικά και συνθετικά δεδομένα.

Η θεωρία της κοινωνικής επιλογής [16] μελετά τους κανόνες ψηφοφορίας που υπολογίζουν

μια εναλλακτική επιλογή που κερδίζει ή μια κατάταξη των διαθέσιμων εναλλακτικών επιλο-

γών από τις προτιμήσεις των ψηφοφόρων. Συνήθως, η προτίμηση κάθε ψηφοφόρου υποτίθε-

ται ότι είναι κατάταξη πάνω από όλες τις διαθέσιμες εναλλακτικές επιλογές. Παρεκκλίνουμε

από αυτήν την υπόθεση και, αντί αυτού, εστιάζουμε την προσοχή μας σε πλαίσια στα οποία

κάθε ψηφοφόρος (ή, καλύτερα, πράκτορας για τους σκοπούς μας) κατατάσσει μόνο ένα μι-

κρό υποσύνολο των εναλλακτικών επιλογών. Τέτοιες ελλιπείς κατατάξεις φαίνεται να είναι μη

τυποποιημένες στη βιβλιογραφία, ωστόσο οι εργασίες [33, 36, 75] είναι μερικές αξιοσημείωτες

εξαιρέσεις.

Η υιοθέτησή μας για ελλιπείς κατατάξεις οφείλεται σε εφαρμογές crowdsourcing [50] και σε

εφαρμογές αξιολόγησης. Για παράδειγμα, υποθέστε ότι ένας αιτών θέλει να κατατάξει ένα τερά-

στιο σύνολο εναλλακτικών επιλογών χρησιμοποιώντας τις γνώμες από ένα πλήθος πρακτόρων.

Η διαδικασία του να ζητήσουμε από κάθε πράκτορα τη γνώμη του σχετικά με το σύνολο των

εναλλακτικών επιλογών (δηλαδή για μια πλήρη κατάταξη αυτών) θα μπορούσε να είναι προ-

βληματική επειδή, πιθανότατα, ο πράκτορας δεν θα γνωρίζει τις περισσότερες από τις εναλλα-

κτικές επιλογές.

Ακόμη και αν προσπαθούσε να αποκτήσει πρόσθετες πληροφορίες για τις περισσότερες

εναλλακτικές επιλογές, το να καταλήξει σε συνεπείς συγκρίσεις μεταξύ εναλλακτικών επιλογών

που γνωρίζει καλά και εναλλακτικών επιλογών που δεν έχει ιδέα, θα ήταν μάλλον αδύνατο,

δεδομένου του τεράστιου αριθμού τους. Αντί αυτού, το έργο αυτό θα ήταν πολύ πιο εύκολο
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αν οι πράκτορες επικεντρώνονταν σε μικρά σταθερά σύνολα εναλλακτικών επιλογών. Ο αι-

τών θα μπορούσε να δώσει σε κάθε εργαζόμενο ένα διαφορετικό σύνολο με λίγες εναλλακτικές

επιλογές για να κατατάξει ο πράκτορας. Στη συνέχεια, η επεξεργασία μικρότερων εισόδων και

η συγχώνευσή τους για να καταλήξουμε σε μια ολική κατάταξη όλων των εναλλακτικών επι-

λογών θα ήταν ευκολότερη και για τον αιτούντα.

Ένα παράδειγμα της εφαρμογής αξιολογήσεων που οραματιζόμαστε έχει ως εξής. Οι χρή-

στες ενός συστήματος κρατήσεων ξενοδοχείων καλούνται να κατατάξουν ξενοδοχεία σε μια

συγκεκριμένη πόλη, στην οποία έχουν μείνει πρόσφατα. Ο στόχος του συστήματος είναι να

υπολογίσει την ολική κατάταξη των ξενοδοχείων (ή, ενδεχομένως, διαφορετικών κατατάξεων

ανάλογα με τα διαφορετικά σχετικά κριτήρια, όπως η τιμή, η καθαριότητα, η τοποθεσία κλπ.)

που μπορούν να βοηθήσουν τους νέους χρήστες. Σαφέστατα, κάθε χρήστης μπορεί να παράσχει

ουσιαστική ανατροφοδότηση για μερικά ξενοδοχεία. Σε αυτό το σενάριο, το σύστημα μπορεί

να ζητήσει από κάθε χρήστη να εστιάσει μόνο σε ένα υποσύνολο των ξενοδοχείων, που αυτός

γνωρίζει. Παρόμοια παραδείγματα εφαρμογών αξιολόγησης περιλαμβάνουν συστήματα που

σχετίζονται με την κατάταξη εστιατορίων, πανεπιστημίων κ.ο.κ.

Εκτός από τα διαφορετικά σύνολα εναλλακτικών επιλογών που καλείται κάθε πράκτορας

να κατατάξει στα παραπάνω σενάρια, ένα άλλο υπονοούμενο χαρακτηριστικό είναι ότι υπάρ-

χει μια υποκείμενη πραγματική κατάταξη όλων των εναλλακτικών επιλογών (π.χ. η κατάταξη των

γραπτών σε σχέση με την ποιότητά τους ή κατάταξη των ξενοδοχείων όσον αφορά την ποιότητα

των εγκαταστάσεών τους) που θα θέλαμε να υπολογίσουμε κατά τη συγκέντρωση τωνατομικών

προτιμήσεων.Μπορούμε να το κάνουμε αυτό χρησιμοποιώντας απλούς κανόνες ψηφοφορίας;

Ακολουθούμε μια προσέγγιση βελτιστοποίησης που μπορεί να περιγραφεί με την ακόλουθη

ερώτηση. Υποθέτοντας ότι έχουμε μερική γνώση της πραγματικής κατάταξης και της πρόσβα-

σης σε επιλεγμένα προφίλ, ποιος είναι ο κανόνας που αποφέρει ένα αποτέλεσμα το οποίο είναι

όσο το δυνατόν πιο συνεπές με (την μερική μας γνώση) την πραγματική κατάταξη, όταν εφαρ-

μόζεται στα επιλεγμένα προφίλ;

Μελετάμε την παραπάνω ερώτηση για τους θεσιακούς κανόνες βαθμολόγησης (ή, απλά,

κανόνες βαθμολόγησης), οι οποίοι διαδραμάτισαν κεντρικό ρόλο στη θεωρία της κοινωνικής

επιλογής. Δύο παράγοντες που οδήγησαν σε αυτή την απόφαση είναι η απλότητα και η αποτε-

λεσματικότητά τους. Η απλότητά τους προέρχεται από τον ορισμό τους και η αποτελεσματικό-

τητά τους δικαιολογείται από τα πειραματικά μας αποτελέσματα. Συγκεκριμένα, εξετάζουμε
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πλαίσια στα οποία κάθε πράκτορας καλείται να κατατάξει τον ίδιο αριθμό d εναλλακτικών

επιλογών, αυτό είναι σύμφωνο με την προσέγγιση της βαθμολόγησης ομότιμων με τη μορφή

κατατάξεων καθώς έχει εφαρμοστεί στα MOOCs [23, 73] ή στο πιλοτικό πρόγραμμα NSF [43].

Ένας θεσιακός κανόνας βαθμολόγησης ορίζεται από ένα διάνυσμα βαθμολόγησης

(s1, s2, ..., sd). Δέχεται ως είσοδο τις ελλιπείς ατομικές ταξινομήσεις των πρακτόρων και υπο-

λογίζει τους βαθμούς για τις εναλλακτικές επιλογές ως εξής. Μια εναλλακτική επιλογή παίρνει

sk βαθμούς κάθε φορά που κατατάσσεται k-ιοστό από έναν πράκτορα και το σκορ του είναι ο

συνολικός αριθμός βαθμών που έχει πάρει. Η τελική κατάταξη επιτυγχάνεται κατατάσσοντας

όλες τις εναλλακτικές επιλογές με βάση τις βαθμολογίες τους, σε μη-αύξουσα σειρά.

Η είσοδος του προβλήματός μας αποτελείται από ένα προφίλ ατομικών ελλιπών κατατά-

ξεων και επιθυμητών σχέσεων ανά ζεύγη εναλλακτικών επιλογών (που πρέπει να θεωρηθούν

ως μέρη της πραγματικής κατάταξης) με αντίστοιχα βάρη (υποδεικνύοντας τη σημασία κάθε

σχέσης). Δεδομένης αυτής της εισόδου, θα θέλαμε να υπολογίσουμε το θεσιακό κανόνα βαθ-

μολόγησης, το αποτέλεσμα του οποίου — όταν εφαρμόζεται στο προφίλ — μεγιστοποιεί το

συνολικό βάρος των επιθυμητών σχέσεων ζευγών που ικανοποιεί. Αναφερόμαστε σε αυτό το

φαινομενικά θεμελιώδες πρόβλημα βελτιστοποίησης, ως OptPSR, που είναι η συντόμευση για

«Optimizing Positional Scoring Rules».

A.4 Επισκόπηση

Σε αυτή την ενότητα δίνουμε μια σύντομη επισκόπηση των εργασιών που δημοσιεύσαμε και

παρέχουμε τη συμβολή αυτής της διατριβής. Αρχίζουμε τη μελέτη μας παρουσιάζοντας μια

απλή μέθοδο για τη συνάθροιση μερικών κατατάξεων με εφαρμογές σε Μαζικά Ανοικτά Δια-

δικτυακά Μαθήματα. Στη συνέχεια, παρουσιάζουμε ένα θεωρητικό πλαίσιο που σχεδιάσαμε,

το οποίο χρησιμεύει ως εργαλείο βελτιστοποίησης που επιδιώκει στο να βρει τον καλύτερο κα-

νόνα Type Ordering Aggregation Rule. Τέλος σχεδιάζουμε αλγόριθμους για τη συνάθροιση

ελλιπών κατατάξεων, που μπορούν να εφαρμοστούν σε εφαρμογές αξιολόγησης.
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A.4.1 Aggregating partial rankings with applications to peer grading in massive

online open courses

Σε γενικές γραμμές, η βαθμολόγηση μεταξύ ομότιμων με τη μορφή κατατάξεων περιλαμβάνει

τρία στάδια. Μετά το πέρας μιας εξέτασης, διανέμονται αντίγραφα των γραπτών στους μα-

θητές. Στη συνέχεια, κάθε φοιτητής ενεργεί ως βαθμολογητής και κατατάσσει τα γραπτά που

έλαβε. Έπειτα, οι μερικές κατατάξεις συναθροίζονται σε μια ολική κατάταξη. Στο Κεφάλαιο 2

ορίζουμε τον τρόπο με τον οποίο μπορούμε να διανείμουμε τα γραπτά στους μαθητές προκει-

μένου να εξισορροπήσουμε το φόρτο της βαθμολόγησης και βεβαίως να διασφαλίσουμε ότι

κάθε μαθητής λαμβάνει ένα σύνολο από k γραπτά διαφορετικών φοιτητών και ότι κάθε γρα-

πτό δίνεται σε ακριβώς k φοιτητές για βαθμολόγηση. Στη συνέχεια, πραγματοποιείται η εργα-

σία βαθμολόγησης (κατάταξης), όπου κάθε φοιτητής κατατάσσει τα k γραπτά στο σύνολό του

με φθίνουσα σειρά ποιότητας. Τέλος, θεωρούμε το έργο της συνάθροισης, όπου λαμβάνουμε

υπόψη τις μερικές κατατάξεις που παρέχονται από όλους τους μαθητές και υπολογίζουμε την

ολική κατάταξη όλων των γραπτών των εξετάσεων άρα και των φοιτητών.

Θεωρητικά αναλύουμε μια απλή μέθοδο τύπου Borda για τη συνάθροιση των μερικών κα-

τατάξεων. Αυτή η μέθοδος λειτουργεί ως εξής, κάθε γραπτό παίρνει k βαθμούς για κάθε εμφά-

νιση στην κορυφή της μερικής κατάταξης, k − 1 πόντους όταν εμφανίζεται στη δεύτερη θέση

και ούτω καθεξής. Το αποτέλεσμα του Borda είναι απλά ο συνολικός αριθμός βαθμών που λαμ-

βάνει με αυτόν τον τρόπο. Η τελική κατάταξη λαμβάνεται με την ταξινόμηση των γραπτών με

βάση την βαθμολογία Borda που έχει συγκεντρώσει κάθε γραπτό σε μη αυξανόμενη σειρά, επι-

λύοντας τις ισοπαλίες τυχαία.

Το σημαντικό μέρος αυτής της εργασίας είναι ότι κατορθώσαμε να αποδείξουμε ότι η μέθο-

δος τύπου Borda που χρησιμοποιούμε μπορεί να μας εγγυηθεί ότι ανακτά σωστά ένα αναμε-

νόμενο ποσοστό της τάξης του 1−O(1/
√
k) των ανά δύο σχέσεων στην αντικειμενική αλήθεια.

Αυτή η θεωρητική εγγύηση συμβαίνει κάτω από το (φαινομενικά μη ρεαλιστικό) σενάριο ότι

οι βαθμολογητές είναι συνεπείς με την αντικειμενική αλήθεια (οι μαθητές δρουν ως τέλειοι

βαθμολογητές).

Στην εργασία μας αυτή παρουσιάζουμε τα αποτελέσματα των εργαστηριακών μας αποτελε-

σμάτων για δύο σενάρια. Πρώτον, οι μαθητές δρουν ως τέλειοι βαθμολογητές (τέλειο σενάριο),

και δεύτερον, οι μαθητές βαθμολογούν ατελώς (ατελές σενάριο). Στο δεύτερο σενάριο υποθέ-
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τουμε ότι οι βαθμολογητές δεν είναι συνεπείς με την αντικειμενική αλήθεια και βαθμολογούν

σύμφωνα με μια θορυβώδη γεννήτρια (πιθανοτική κατανομή) που επηρεάζει τη θέση του φοι-

τητή στην αντικειμενική αλήθεια, καθώς και την ικανότητά του να βαθμολογεί. Δείχνουμε ότι

η μέθοδος τύπου Borda που χρησιμοποιούμε λειτουργεί πολύ καλά και στα δύο σενάρια. Τα

αποτελέσματα αυτά έχουν δημοσιευθεί στην εργασία [22].

A.4.2 How effective can simple ordinal peer grading be?

Αναζητώντας μια γενίκευση, στη δεύτερή μας εργασία, απομακρυνθήκαμε από τα καθιερω-

μένα και καταλήξαμε σε μια ριζικά διαφορετική προσέγγιση. Ορίσαμε ένα θεωρητικό πλαίσιο

που επιδιώκει στο ναβρει τον βέλτιστο κανόνα type-ordering aggregation rule .Με τον όρο type

εννοούμε το αποτέλεσμα της κατάταξης αναφέρεται στο εκάστοτε γραπτό. Κάθε γραπτό ανήκει

στα σύνολα k διαφορετικών βαθμολογητών και ο τύπος του είναι ένας διάνυσμα k ακέραιων

αριθμών που περιέχει τη θέση του γραπτού στις k μερικές κατατάξεις που παρέχονται από τους

βαθμολογητές που το έχουν στο σύνολό τους. Οι κανόνες type-ordering aggregation rule μπο-

ρούν να θεωρηθούν ως μια ευρεία κλάση κανόνων που ορίζονται μέσω τύπων. Ο Borda είναι

ένας τέτοιος κανόνας. Επίσης, το πλαίσιο μας δεν περιορίζεται μόνο σε τέλειους βαθμολογητές,

αλλά εκμεταλλεύεται στατιστική πληροφορία σχετικά με τη συμπεριφορά βαθμολόγησης (δη-

λαδή του πώς βαθμολογούν οι φοιτητές) όταν υπολογίζουμε την εκτίμηση της απόδοσης για

έναν κανόνα συνάθροισης κατατάξεων.

Ο στόχος μας είναι να βρούμε μια ταξινόμηση των τύπων προκειμένου να μεγιστοποιή-

σουμε την αντικειμενική συνάρτηση. Σημειώστε ότι, η αντικειμενική συνάρτηση είναι το ανα-

μενόμενο ποσοστό των σωστά ανακτημένων ανά δύο σχέσεων. Πρέπει να αναφέρουμε εδώ ότι

η αντικειμενική συνάρτηση λαμβάνει ως είσοδο ένα ακέραιο k που είναι ο αριθμός των γρα-

πτών που έχει ένας φοιτητής στο σύνολό του για βαθμολόγηση, μια διάταξη των τύπων και

έναν πίνακας θορύβου P , που είναι η στατιστική πληροφορία για τη βαθμολογική συμπερι-

φορά των φοιτητών. Το πρόβλημά βελτιστοποίησης είναι τώρα ισοδύναμο με την επίλυση του

προβλήματος feedback arc set (FAS) σε ένα πλήρες κατευθυνόμενο γράφημα με βάρη στις ακ-

μές. Μολονότι το πρόβλημα FAS είναι NP-δύσκολο, μπορεί να λυθεί ακριβώς για τα στιγμιό-

τυπα που προκύπτουν στα σενάριά μας. Ενδιαφέρον είναι ότι κατορθώσαμε να αποδείξουμε

ότι, υπό την προϋπόθεση ότι οι μαθητές δρουν ως τέλειοι βαθμολογητές, ο Borda είναι ο βέλτι-

στος κανόνας type ordering aggregation rule.
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Η εργασία μας αυτή συνοδεύεται επίσης από δύο πειράματα πεδίου και προσομοιώσεις.

Σχεδιάσαμε ένα πείραμα πεδίου όπου ο στόχος μας ήταν να διερευνήσουμε πόσο αποτελε-

σματικοί είναι οι φοιτητές στο να βαθμολογούν κατατάσσοντας γραπτά. Για το σκοπό αυτό,

δημιουργήσαμε υποθετικές εξετάσεις και δημιουργήσαμε σύνολα γραπτών μεγέθους k = 6

και ζητήσαμε από τους μαθητές να κατατάξουν τα γραπτά στα σύνολά τους. Αυτό μας έδωσε

την ευκαιρία να εξάγουμε συγκεκριμένες στατιστικές πληροφορίες σχετικά με τον τρόπο που

κατατάσσουν οι φοιτητές και έτσι πραγματοποιήσαμε προσομοιώσεις προκειμένου να εξετά-

σουμε την απόδοση του θεωρητικού μας πλαισίου σε ρεαλιστικά σενάρια. Ταυτόχρονα, στις

προσομοιώσεις μας χρησιμοποιήσαμε στατιστικές πληροφορίες που εξάγονται από θεωρητικά

μοντέλα όπως το Mallows και ένα μοντέλο τυχαίας χρησιμότητας (random utility model-

RUM). Το συναρπαστικό εδώ είναι ότι η απόδοση όλων των βέλτιστων κανόνων type-ordering

aggregation rules για όλα τα σενάρια που θεωρήσαμε λειτουργούν εξαιρετικά καλά. Τα απο-

τελέσματα έχουν δημοσιευθεί στην εργασία [23].

A.4.3 co-rank: An Online Tool for Collectively Deciding Efficient Rankings among

Peers

Επιστέγασμα των προηγούμενων εργασιών μας στην βαθμολόγηση μεταξύ ομότιμων, αποτέ-

λεσε ο σχεδιασμός ενός διαδικτυακού εργαλείου που μπορεί να βοηθήσει τους ακαδημαϊκούς

στην αξιολόγηση των εγγράφων εξέτασης. Αυτό το εργαλείο παρέχει λειτουργίες τόσο για εκ-

παιδευτές (ακαδημαϊκούς) όσο και για μαθητές (αξιολογητές). Τέτοιες λειτουργίες είναι η δια-

νομή των εγγράφων των εξετάσεων στους σπουδαστές προκειμένου να αξιολογηθούν, διάφο-

ροι αλγόριθμοι συνάθροισης και διαφορετικοί στόχοι απόδοσης που μπορεί να χρησιμοποιή-

σει ένας εκπαιδευτής. Στο Κεφάλαιο 4 παρουσιάζουμε λεπτομερείς πληροφορίες σχετικά με την

υλοποίηση, τη ροή εργασιών και τους αλγορίθμους που έχουμε σχεδιάσει. Αυτή η υλοποίηση

έχει δημοσιευθεί στην εργασία [21].

A.4.4 Optimizing positional scoring rules for rank aggregation

Η συνεχώς αυξανόμενη χρήση πλατφορμών που ζητούν από τους χρήστες να ανασκοπήσουν

και να βαθμολογήσουν αντικείμενα που έχουν δοκιμάσει, προκειμένου να καταλήξουν σε μια

ολική κατάταξη αυτών των αντικειμένων, μας ώθησε στο να σχεδιάσουμε αλγορίθμους για τη

συνάθροιση μεμονωμένων ανασκοπήσεων. Έχοντας αυτό στο μυαλό μας, αντί να ζητάμε από
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έναν χρήστη να αξιολογήσει και να ανασκοπήσει ένα συγκεκριμένο αντικείμενο βαθμολογώ-

ντας το απλά δίνοντας ένα βαθμό ή σκορ, θεωρούμε ένα σενάριο όπου κάθε χρήστης καλείται

να κατατάξει έναν σταθερό (μικρό) αριθμό από εναλλακτικές επιλογές. Έπειτα συναθροίζουμε

αυτές τις κατατάξεις χρησιμοποιώντας ένα θεσιακό κανόνα βαθμολόγησης για τον υπολογισμό

της ολικής κατάταξης.

Έτσι, στο Κεφάλαιο 5, ορίζουμε ένα πρόβλημα στο οποίο δοθέντος ενός προφίλ που περιέ-

χει ατομικές (πιθανώς) ελλιπείς κατατάξεις αλλά και επιθυμητές ανά δύο σχέσεις εναλλακτικών

επιλογών (που πρέπει να θεωρηθούν ως μέρη της πραγματικής κατάταξης τα οποία υποδηλώ-

νουν τη σημασία κάθε σχέσης), θα θέλαμε να υπολογίσουμε το θεσιακό κανόνα βαθμολόγησης,

του οποίου το αποτέλεσμα, όταν εφαρμοστεί στο προφίλ, μεγιστοποιεί το συνολικό βάρος των

επιθυμητών ανά δύο σχέσεων που ικανοποιεί.

Αρχικά, σχεδιάσαμε έναν αλγόριθμο ο οποίος είναι ακριβής και επιλύει το πρόβλημα βελτι-

στοποίησης σε χρόνο που εξαρτάται εκθετικά μόνο από μια παράμετρο d, η οποία παράμετρος

είναι ο αριθμός των εναλλακτικών επιλογών που πρέπει να κατατάξει ένας χρήστης. Αυτό το

αποτέλεσμα μας ώθησε στο να σχεδιάσουμε δύο προσεγγιστικούς αλγόριθμους. Ο πρώτος αλ-

γόριθμος, ψάχνει ανάμεσα στην κλάση των t-approval κανόνων ψηφοφορίας και επιστρέφει

εκείνον που ικανοποιεί τους περιορισμούς με το υψηλότερο συνολικό βάρος. Οι λύσεις που

επιστρέφονται είναι πάντοτε τουλάχιστον 1/d-προσεγγιστικές.

Ο δεύτερος είναι ένας πιο περίπλοκος προσεγγιστικός αλγόριθμος και επιτυγχάνει ακόμη

καλύτερους λόγους προσέγγισης σε βάρος του υψηλότερου (αλλά ακόμα πολυωνυμικού) χρό-

νου εκτέλεσης. Παρουσιάζουμε επίσης ένα αρνητικό αποτέλεσμα όπου δείχνουμε ότι το πρό-

βλημα βελτιστοποίησης που θεωρήσαμε δεν είναι μόνο υπολογιστικά δύσκολο (συγκεκριμένα

NP-δύσκολο) για να υπολογιστεί ακριβώς αλλά και NP-δύσκολο να προσεγγιστεί. Παρουσιά-

ζουμε ένα φράγμα μη-προσεγγισιμότητας 23/24.

Περιγράφουμε επίσης πειράματα από την εκτέλεση θεσιακών κανόνων βαθμολόγησης και

αλγορίθμων για πολλά στιγμιότυπα του προβλήματος βελτιστοποίησης. Χρησιμοποιούμε δύο

πραγματικά προφίλ , τα οποία συλλέξαμε προσεκτικά, καθώς και πολλά συνθετικά προφίλ τα

οποία παράγονται με προσομοίωση πρακτόρων των οποίων η κατάταξη εξάγεται μέσω των μο-

ντέλων θορύβουBradley-Terry και Plackett-Luce. Σε αντίθεση με τις θεωρητικές μας αποδείξεις,

οι οποίες βασίζονται στην υπόθεση χειρότερης περίπτωσης, τα πειραματικά μας αποτελέσματα

δείχνουν ότι διάφοροι γνωστοί κανόνες βαθμολόγησης καθώς και οι αλγόριθμοί μας λειτουρ-
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γούν αξιοσημείωτα καλά και ανακτούν σχεδόν το 100% από τους επιθυμητούς περιορισμούς

σε όλα τα σενάρια που εξετάσαμε. Τα αποτελέσματα αυτά έχουν δημοσιευτεί στην εργασία[19].

150


	Introduction
	Computational Social Choice Theory
	Applications of Computational Social Choice Theory
	Our contribution and thesis overview
	Aggregating partial rankings with applications to peer grading in massive open online courses
	How effective can simple ordinal peer grading be?
	co-rank: An Online Tool for Collectively Deciding Efficient Rankings among Peers
	Optimizing positional scoring rules for rank aggregation


	A theoretical analysis of a Borda–like rank aggregation for peer grading 
	Model
	Problem Statement
	Analysis of Borda – like ordinal peer grading method
	Some experimental results
	Conclusion

	A general framework for ordinal peer grading
	Modeling assumptions
	Distributing the exam papers
	Modelling the grading task
	Aggregation rules

	Type-ordering aggregation rules and their theoretical analysis
	A framework for theoretical analysis
	Computing optimal type-ordering aggregation rules
	Computing the weights
	Borda is optimal for perfect graders

	Formal analysis of type-ordering aggregation rules
	Validation of our framework
	Building realistic noise models using field experiments
	On the accuracy of theoretical performance predictions
	The effect of inaccuracies in the noise model

	Open problems and further research
	Experimental data

	co-rank: An Online Tool for Collectively Deciding Efficient Rankings Among Peers
	Overview
	Other related tools
	System workflow
	Bundle computation algorithm
	Available aggregation methods
	Implementation details

	Optimizing positional scoring rules for aggregation of incomplete rankings
	Introduction
	Contribution
	Related work
	Chapter roadmap

	Problem statement
	An improved OptPSR algorithm
	Approximating OptPSR
	Approximating OptPSR using approval scoring vectors
	An improved approximation algorithm

	Hardness of approximation
	Experiments
	Input profiles
	Constraints
	Evaluation

	Conclusions and open problems

	Epilogue
	Bibliography
	Εκτεταμένη Περίληψη
	Εισαγωγή
	Υπολογιστική Θεωρία της Κοινωνικής Επιλογής
	Εφαρμογές στην Υπολογιστική Θεωρία της Κοινωνικής Επιλογής
	Επισκόπηση
	Aggregating partial rankings with applications to peer grading in massive online open courses
	How effective can simple ordinal peer grading be?
	co-rank: An Online Tool for Collectively Deciding Efficient Rankings among Peers
	Optimizing positional scoring rules for rank aggregation



