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Chapter 1 
Introduction 

 
 

 
In Chapter 1, firstly an introduction to the speaker recognition problem and taxonomy of the 

various speaker recognition tasks is offered.  Afterwards, the main thesis goals are defined.  

Subsequently, the scope of this doctoral thesis is outlined, followed by the main contribu-

tions and advances.  Finally, catalogue of co-authored publications and works that have been 

cited in publications by other authors are listed.  

 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 



Chapter 1 

 

 
1.1. Problem overview 

Introduction to the speaker recognition problem 

In brief, speaker recognition is dynamic biometric task, which stems from the more general 

speech processing area.  Similarly to most of the other speech-related recognition activities 

(speech recognition, language recognition, etc) speaker recognition is a multidisciplinary 

problem.  Both understanding of pattern recognition techniques and domain knowledge 

(Acoustics/Phonetics) are necessary.  

 The speaker recognition area on its own has accumulated more than fifty years of 

progress and development.  During this period, a variety of speaker recognition tasks were 

defined in response to the increasing needs of our technologically oriented way of life.  The 

common thought of all these tasks is the assumption that human voice is unique for each 

individual, and therefore, it can be used as a distinguishing feature for recognizing its owner 

among other individuals.   

In brief, the speaker recognition process can be auditory, when human listeners judge 

about the speaker identity; semi-automatic, when human experts track down linguistically com-

parable speech segments by using various descriptive features (spectrograms, waveforms, 

time trajectories of static features, transition curves, etc); fully automatic, when the whole rec-

ognition process is performed by a machine, without interference of human.  

 From human perspective all speaker recognition applications can be divided in two 

groups: (1) those that benefit the speaker, and (2) those that benefit someone else.  Applications 

which involve granting access to information or physical entry to an authorized access area 

belong to the first group.  In the second group fall applications which gather information – 

for instance this typically happens in forensic applications.  There is a major difference in the 

behaviour of the speaker between these two groups: in the first one the speaker is coopera-

tive to the speaker recognition process, while in the second one the speaker is not coopera-

tive, or is yet intentionally obstructive.  Another perspective, which accounts for the linguis-

tic aspects of the speaker recognition process, divides the tasks on text-dependent and text-

independent.  In the text-dependent tasks the speaker is pronouncing specific keywords, or 

prompted by the system sequences of numbers or phrases.  This requires cooperative behav-

iour and therefore text-dependent speaker recognition is achievable only in applications that 

benefit the speaker.  In the text-independent speaker recognition, the talker is not restricted 

in any way to behave naturally.  The spontaneous speech reveals more aspects of the individ-
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ual speaking style, and thus the speaker recognition system can become more familiar with 

the speaker’s individuality. However, it also brings problems such as the enormous linguistic 

variability, human-to-human mumbling, emotional inconsistency, etc.  The text-independent 

speaker recognition tasks do not require cooperation from the speaker, they are less intru-

sive, and they can cover all potential applications.  

 
Taxonomy of the speaker recognition tasks 

Various categorizations of the speaker recognition tasks are possible depending on the de-

sired perspective.  In Figure 1.1, division of the speaker recognition tasks depending on the 

number of involved classes (two-class or multiple-class decision problem) is shown.  The 

speaker verification is a typical two-class decision problem.  For the reason that the speaker veri-

fication process ends with a binary decision about the owner of the voice that pronounced a 

specific utterance, it is also often referred to as speaker detection: yes the claimed identity be-

longs to the speaker, or no, it does not.  The speaker tracking task performs speaker detection 

as a function of the time.  The speaker tracking task detects the portions of speech, where a 

specific person speaks.  It has to determine the boundaries of the speech parts uttered by the 

enrolled person in a longer speech recording.  The speaker diarization, also referred to as 

speaker segmentation, is the task that locates the speech segments belonging to different speak-

ers and labels them.  Additional information about the speaker (sex, age group) can be ex-

tracted and added to the speech transcripts.  This is useful for complimenting the speech-to-

text transcription of meeting data.  The speaker diarization task normally consists of three 

stages: (1) segmentation of the audio into regions with constant number of speakers; (2) clus-

Two-class problems

Speaker Identification

Speaker Recognition

Multiple-class problems

Speaker Diarization

Speaker Verification

Speaker Tracking

Speaker Clustering

Figure 1.1. Categorization of the speaker recognition tasks depending on the number 
of involved classes. 
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tering in one cluster per speaker; (3) labelling with provisional labels each cluster with a 

speaker identifier and presumed sex.  This task often serves in various content extraction 

schemes.  The speaker clustering does collecting of the speech belonging to an individual or 

(individuals with similar voices) into a repository.  Afterwards, this repository is used for 

speaker-dependent adaptation of speaker-independent speech recognition engines. As a crite-

rion for such clustering the effectiveness of adaptation (“Does combining the recordings of 

these speakers improve the speech recognition performance after the adaptation?”) is often 

used. The aforementioned tasks differ only in the way the speaker models are created and 

used, which is an application-dependent issue and not a principle variation in the involved 

technology.  All speaker recognition tasks that include multiple-class decision problem can be 

reduced to a number of two-class decision problems.  

 
Practical difficulties in the speaker recognition applications 

B inctive for the early age of eside the purely scientific curiosity, which was particularly dist

speaker recognition technology, nowadays there exists an attitude towards its commercial 

exploitation.  A number of commercial products which incorporate speaker verification 

component were launched on the market, and a moderate attention was directed towards 

them.  Beside the fact that the speech and speaker recognition technology has not reached 

yet sufficient maturity to meet the challenges of robust operation in diverse real-world condi-

tions, some niches offer good opportunities for successful commercial applications.  Such a 

niche is offered by the atomised telephone-driven speech-enabled services and call centres.  

Since virtually all users have plenty of experience with the telephone interface, and since on 

the phone they are accustomed to speak to someone they do not see, people do not feel dis-

comfort to speak naturally.  Accordingly, in the telephone-driven applications the majority of 

users are prone to disclose their natural voice and speaking style more freely, when compared 

to the scenarios where the users face the hardware equipment of the specific system and are 

stressed by the unfamiliar set-up.  Thus, in telephone-driven services and applications the Ob-

server’s Paradox (Labov, (1969, 1972)), related to the phenomenon that people do not behave 

naturally when they feel they are observed (Cameron, 2001) is not that overwhelming.  On 

the other hand, the problems due to distortions of the speech signal introduced during its 

transmission through the communication channel, and due to channel interference, are satis-

factorily addressed with the present methodology.  Thus, in harmony with the mainstream 

research in the speaker verification area, the present thesis is mostly oriented towards tele-
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phone-based applications.  All speech resources involved in the experimentations comprise 

of telephone quality speech, which in some cases is post-processed to control over some of 

its parameters.   

 The real-world deployment of the speaker recognition technology involves multiple 

 These contradictive requirements summarised, in the extreme case would sound like: 

application-specific tradeoffs in terms of: cost, performance, robustness, enrolment proce-

dure, time for training, adaptability, delay of response, etc.  The practical difficulties related 

to the speaker recognition process are many: high performance under requirements for ro-

bustness and flexibility, initial training, adaptation, decision strategy, human behaviour and 

performance, etc.  However, the speaker recognition process cannot be reduced to merely a 

problem of extracting some speech features or of statistical decision theory, and thus entirely 

overlooking the human factor.  Yet, one of the main challenges remains the human factor.  

Since humans are the users of this technology and humans are the generators of the voice to 

be recognized, and since the humans are known with large variability in terms of perform-

ance, easy and fast adaptability of the speaker recognition system is anticipated.  Problems 

with user’s irritation, if a long procedure for collecting training data or long delays before the 

user model is activated, are not unfamiliar or surprising. 

   
  
The speaker recognition system has to offer fast, up to instant training 

with hardly any training data, easy adaptation of the user models, and 

at the same time to provide robust operation, under significant variance 

of the human performance and environmental conditions.  In view of the fact 

that the users expect instant satisfaction with minimum efforts from their part, a real-world sys-

tem has to comply with these requirements, otherwise a low acceptability of the technology is 

observed.  Fortunately, this attitude of the users, together with the aforementioned contra-

dictive requirements, inspires many researchers, devoted to different areas of science, to face 

the aforementioned challenges and struggle for discovering solutions of these problems.  
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1.2. Main thesis goals 

 

The main goals of the present doctoral thesis can be summarized as follows: 

1. To analyse the contemporary speaker recognition technology and to identify key is-

sues that need to be addressed in the real-world deployment of this technology, 

2. To explore alternative speech parameterization techniques and identify the most suc-

cessful ones,   

3. To study ways for improving the speaker recognition performance and noise-

robustness for real-world operational conditions,  

4. To study alternative to the present state-of-the-art approaches for speaker recognition, 

and to identify the ones that offer practical advantages, 

5. To create a prototype of a speaker recognition system that utilizes the consequences 

from the abovementioned issues 2 ÷ 4, 

6. To demonstrate the operation of the speaker recognition technology in real-life or 

close to real-life scenarios. 
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1.3. Scope of the thesis  

This section presents brief outline of the present doctoral proposal.  A concise description of 

each part and the chapters it contains follows: 

Part I. Introduction to the speaker recognition technology  

Chapter 1 

The present Chapter 1 offers a general introduction to the speaker recognition technology.  

First, taxonomy of the speaker recognition tasks is presented, together with a brief outline of 

the objectives of each task.  Subsequently, some practical difficulties related to the real-world 

operation of the speaker recognition technology are discussed.  The present section provides 

thesis outline.  Next, the main thesis goals are identified.  A list of publications which sup-

port the present doctoral thesis follows.  Finally, this chapter concludes with a list of works, 

which were cited in publications by other researchers.    

 
Chapter 2 

Chapter 2 offers an overview of the speaker verification technology.  Firstly, a brief survey of 

the various speech features that are widely used in the speaker recognition tasks is provided.  

Next, a concise outline of the basic pattern recognition approaches employed in the contem-

porary speaker recognition systems is presented.  Succinct outline of the contemporary 

methodologies for evaluation of the speaker recognition performance is provided.  Subse-

quently, various speech corpora, which were employed in the reported experimentations, are 

described.  Finally, some recent speaker recognition technology evaluation campaigns and 

events are mentioned.   

Part II. Research, advances, contributions  

Chapter 3 

Chapter 3 offers an outline of the baseline text-independent speaker verification system, re-

ferred to as WCL-1.  This system is used in Chapters 4, 5, and 6 as a research platform to 

study different aspects of the speaker recognition problem.  In particular, it was employed in 

evaluations of various speech parameterization, noise suppression, and pattern recognition 

approaches.  The WCL-1 system, has participated in the one-speaker detection task of the 

2002 NIST Speaker Recognition Evaluation, and in the 2003 NFI/TNO Forensic Speaker 

Recognition Evaluation, where its performance was compared to the state-of-art speaker 

verification technology.  Results from these evaluations are presented. 
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Chapter 4 

In Chapter 4, various speech parameterisation techniques are studied on the task of speaker 

verification.  Specifically, a comparative evaluation of four implementations of the widely-

used Mel Frequency Cepstral Coefficients (MFCC) is performed on the speaker verification 

task.  In addition, alternative speech feature extraction methods, such as wavelet packet-

based speech features, explicitly designed for the tasks of speaker recognition are introduced.  

A comparative evaluation of the MFCC and the wavelet packet-based speech parameteriza-

tion schemes is performed. 

 
Chapter 5 

In Chapter 5, two noise robust speech parameterization schemes are studied.  The speaker 

verification performance of the baseline system is evaluated for two real-world noise types 

and various SNR conditions.  Next, a spectral subtraction speech enhancement technique is 

incorporated into the baseline system to reduce the influence of the environmental interfer-

ence.  Finally, a model-based approach for computation of noise-robust MFCC speech pa-

rameters is proposed.  A comparative evaluation among these three cases is performed for 

factory noise and passing-by airplane noise.  

 
Chapter 6 

In Chapter 6, an extension of the original Probabilistic Neural Network (PNN) to Locally 

Recurrent PNN (LR PNN), and afterwards to Generalized Locally Recurrent PNN (GLR 

PNN) is introduced.  Both the LR PNN and GLR PNN are RNN-PNN hybrids, where 

RNN stands for Recurrent Neural Network.  A fast three-step method is proposed for train-

ing these extended PNNs.  The first two steps are identical to the training of original PNNs, 

while the third step is based on the Differential Evolution optimization method.  In com-

parison to PNNs, LR PNNs and GLR PNNs possess one additional hidden layer, which is 

constituted of recurrent neurons.  This extension renders these neural networks sensitive to 

the context in which events occur, and therefore, capable of identifying time and spatial cor-

relations.  In the present thesis, this capability is exploited to improve the speaker verification 

performance. 
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Part III.  Summary, conclusions, and future research directions 

Part III provides summary of the contributions, together with some conclusions, and ideas 

for future research.    

Part IV.  An extended summary in Greek language 

In Part IV, an extended summary in Greek language is offered.  It includes the major contri-

butions and achievements that were reached in the present doctoral thesis.   

Part V. Appendixes 

Appendix A1 describes implementation details about the PNN.  In Appendix A2, results ob-

tained by the baseline system, WCL-1, in a number of world-wide speaker recognition 

evaluation campaigns are presented.  Appendix A3 presents example for fusion of scores 

(score-level fusion) between PNN and GMM based classifiers for improving the speaker 

recognition performance.   
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1.4. Main contributions 

In the present doctoral thesis, the following main contributions are presented: 
 

1. A PNN-based topology of a speaker recognition system was studied.  Building up on 

this technology, speaker identification, speaker verification, and speaker tracking sys-

tems were implemented.  In its baseline configuration, the speaker verification system 

was evaluated in prestigious world-wide speaker recognition evaluations, such as: the 

annual speaker recognition evaluation campaigns† organized by the National Institute 

of Standards and Technology (NIST) of USA, and the forensic speaker recognition 

evaluation‡ jointly organized by the National Forensic Institute of The Netherlands 

and TNO Human Factors, where it demonstrated good competitiveness.  The speaker 

identification and speaker verification systems were successfully integrated in demon-

strators and prototypes of intelligent speech-enabled dialogue systems, built in the 

framework of two European Information Society Technology (IST) research and de-

velopment projects. 

 

2. Various categories of speech features were studied.  Firstly, four implementations of 

the most successful speech parameterization technique – the MFCC – were com-

pared.  An alternative approach for constructing speech features, which possess rein-

forced discriminative capabilities as concerns the tasks of speaker recognition, was 

demonstrated.  Based on this approach a wavelet packet-based speech features explic-

itly designed for the needs of speaker recognition were introduced.  The proposed 

speech parameterization was evaluated against other Discrete Furrier Transform 

(DFT) and Discrete Wavelet Packets Transform (DWPT)-based speech features that 

have been reported successful for the tasks of speaker recognition. 

 

3.  Rigorous robustness evaluation of the baseline speaker verification system was per-

formed for two real-world noise types and a variety of environmental conditions.  A 

model-based approach for noise-robust speech parameterization that has been initially 

proposed as speech enhancement and superior speech recognition was adapted for 

the tasks of speaker recognition.  A comparative evaluation of the proposed approach 

                                                 
† Widely-known as yyyy NIST Speaker Recognition Evaluations, where yyyy indicates the year in which the 

event took place 
‡ 2003 NFI/TNO Forensic Speaker Recognition Evaluation 
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and a well-known speech enhancement method was performed for factory and pass-

ing-by airplane noisy conditions in a number of signal-to-noise scenarios. 

 

4. Two novel hybrid neural network architectures, referred to as Locally Recurrent 

PNN, and Generalized Locally Recurrent PNN, were proposed.  Both of them elabo-

rate the PNN architecture by embedding a Recurrent Neural Network (RNN) as addi-

tional hidden layer between the pattern layer and the decision layer of the original 

PNN.  The PNN-RNN hybrids combine the positive characteristics of the generative 

and the discriminative approaches, which are expressed in generating robust models 

of the speaker that are supported by improved discriminative capabilities.  However, 

the most important aspect of the proposed LR PNN and GLR PNN hybrids is their 

capability to exploit short-term time-domain correlations among successive input vec-

tors.  In the case of speaker recognition these architectures are capable to exploit the 

interdependence among speech parameters computed for successive speech frames.  

This contributes to improved performance and robustness in real world conditions.  

Speaker verification system based on the LR PNN and the GLR PNN classifiers were 

evaluated against the baseline PNN and GMM-based classifiers.   
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Chapter 2 offers an overview of the speaker verification technology.  Firstly, a brief survey of 

the various speech features that are widely used in the speaker recognition tasks is provided.  

Next, a concise outline of the basic classification approaches employed in the contemporary 

speaker recognition systems is presented.  Succinct outline of methodologies for evaluation 

of the speaker verification performance is provided.  Subsequently, various speech corpora, 

which were employed in the experimentations, are described.  Finally, some recent speaker 

recognition technology evaluation campaigns are mentioned.   
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2.1. Introduction 

Although, in the present chapter we mostly discuss the speaker verification technology, many 

of the topics covered here extend well beyond this specific task and can be considered gen-

eral for the speaker recognition technology.  For instance, the general structure of a speaker 

verification system discussed in Section 2.2, also fully covers the one-speaker tracking task, 

which differs in the way that the system is used and not in the underlying technology.  More-

over, the speech parameterisation techniques reviewed in Section 2.3, and the classification 

approaches discussed in Section 2.4, are common for all speaker and speech recognition 

tasks, etc.  Since, the main focus of the present thesis is at speaker verification, the issues dis-

cussed here are presented from the point of view characteristic to this particular task. 

 In brief, Chapter 2 starts with an introduction to the speaker verification process.  A 

brief outline of training and operation of a generic speaker verification system, based on a 

generative speaker modelling approach, is offered.  The following two sections consequently 

discuss the two major phases in the operational stage of the present speaker verification 

technology, namely: (1) the signal pre-processing, feature extraction and post-processing, and 

(2) the classification methodology.  In the former, a short historical note about the most 

popular speech parameterization schemes and speech features are offered.  In the latter, tax-

onomy of the most popular classification approaches, employed in the speaker recognition 

tasks, is presented.  Next, the Bayesian decision strategy, which is in the core of the contem-

porary classification technology, is introduced.  It is followed by the basics of the probability 

density estimation.  An emphasis is given towards the non-parametric approach, since it is in 

the core of the Probabilistic Neural Network (PNN), which is adopted in Chapter 3, as a 

core classifier for the baseline speaker verification system.  Subsequently, the advantages and 

disadvantages of the PNN and the Recurrent Neural Networks (RNN) are briefly discussed.  

Next, the contemporary metrics for evaluating the performance of the speaker verification 

systems are reviewed.  Some popular speech corpora that are used in the experimentations 

are outlined.  Finally, two world-wide forums that organize evaluations of the speaker recog-

nition technology are briefly mentioned.  This chapter, and all that follow next end with a 

brief discussion and conclusions.  
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Figure 2.1. A basic structure of a speaker verification system 

2.2. Outline of the speaker verification task 

In general, the task of speaker verification can be defined as: making a decision about accep-

tance or rejection of a specified identity, judging by an identity claim and a given speech ut-

terance.  For this reason, during its operation any automatic speaker verification system re-

ceives two inputs: an identity claim (PIN, user’s name, keyword, etc.) made by the speaking 

person and a certain amount of speech, representing his/her or someone else’s voice.  An-

other term frequently used for description of the speaker verification task is one-speaker detec-

tion, which emphasises on the fact that the output of the speaker verification process is al-

ways a binary decision: yes – the speaker is accepted with the claimed personality, or no – s/he 

is rejected as an impostor.  The verification process can be text-dependent or text-

independent.  The text-dependent scenarios are mostly used in applications which require 

high degree of security.  Most often these are military, monetary, or other restricted-access or 

highly guarded subdivisions, where the major requirement is low probability of false accep-

tance of non-authorized persons.  In that connection, during the verification process a strong 

cooperation by the speaker is required since s/he has to follow a strict predefined protocol, 

and carefully follow the instructions of the system.  Furthermore, in these applications the 

user is identified through detecting something he has, examining something he knows, and 

verifying his voice.  In the text-dependent task the personal comfort of the user is a secon-

dary consideration.  In opposite, in case of text-independent speaker verification, which is 

the most challenging among all speaker verification tasks, the speaker is not obligated to fol-

low a specific predefined scenario or instructions from the system, such as pronouncing a 

password, or prompted by the system sequence of numbers and/or sentences.  Therefore, 

the speaker verification decision is solely based on the user’s identity claim and voice, and 
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not on a specific knowledge he has.  The text-independent scenario is the most comfortable 

for the user, because the process of speaker verification remains hidden for him.  The system 

makes its decision only by using the spontaneous speech collected during the interaction and 

some models that were created during the enrolment procedure. 

 In brief, the contemporary text-independent speaker verification systems are com-

posed of a feature extraction stage, intended to obtain speakers’ characteristics while alleviat-

ing linguistic and other undesired sources of variability, and a classification stage, that identi-

fies the feature vector with the class of a certain speaker.  Figure 2.1 illustrates the generic 

structure of a text-independent speaker verification system built on classifier that exploits the 

generative approach (details about the various approaches can be found in section 2.4).  The 

feature extraction stage converts the input speech signal into a series of multi-dimensional 

vectors, each one corresponding to a short segment of the acoustical speech input.  The clas-

sification stage compares these speech feature vectors to the predefined models stored into 

the model repository.  Based on the degree of resemblance between the input and a specified 

model and one or more reference models, the speaker verification system makes decision 

about the acceptance or rejection of the speaker identity claim.  The required models are cre-

ated from speech collected during enrolment procedures, in which the system becomes fa-

miliar with the users voice. 

 Figure 2.2 illustrates the training procedure for a generic speaker verification system.  

In short, firstly exploiting a representative speech database with a huge population of speak-

ers, reference model(s) is/are build.  The size, quality, and representativeness of this database 

are crucial factors on which the system’s performance depends.  After the reference model(s) 

is/are created, the models of the potential users can be created by adaptation of the reference 

model or independently from it.  In either case some speech has to be acquired during one or 
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more enrolment sessions, where the user is encouraged to speak in a manner that s/he usu-

ally does.  Subsequently, the collected speech data are parameterized (the next section 2.3, 

and Chapters 3 and 4 provide details) and the extracted speech features are next used for cre-

ating an individual model of the user’s voice.  Finally, both the reference model(s) and the 

personal models of the users are encrypted and then stored in a model repository for use 

during the operational phase.    

2.3. Speech parameterization methods 

The present sub-section provides a survey of various speech features that were used in the 

speaker recognition tasks during the years.  Both spectrum-based speech features, related to 

the shape of the vocal tract, and prosodic features, related to the excitation of the vocal tract 

and the speaking style of a person, are briefly discussed.   

2.3.1.  Speech features that represent the speech spectrum 

Historically, the following spectrum-related speech features have dominated the speech and 

speaker recognition areas: Real Cepstral Coefficients (RCC) introduced by Oppenheim 

(1969), Linear Prediction Coefficients (LPC) proposed by Atal and Hanauer (1971), Linear 

Predictive Cepstral Coefficients (LPCC) derived by Atal (1974), and MFCC (Davis and 

Mermelstein, 1980).  Other speech features such as, Perceptual Linear Prediction (PLP) coef-

ficients (Hermansky, 1990), Adaptive Component Weighting (ACW) cepstral coefficients 

(Assaleh and Mammone, (1994a, 1994b)), and various wavelet-based features, although pre-

senting reasonable solutions for the same tasks, did not gain widespread practical use.  The 

last was often due to their relatively more sophisticated computation or to the fact that they 

do not provide significant advantage when compared to the well-known MFCC.   

 Nowadays, many earlier computational limitations have been overcome, due to the 

significant performance boost of contemporary microprocessors.  This opens possibilities for 

revaluation of the traditional solutions when speech features are selected for a specific task. 

Mel-Frequency Cepstral Coefficients  

From a perceptual point of view, MFCC bear resemblance to the human auditory system, 

since they account for the nonlinear nature of pitch perception, as well as for the nonlinear 

loudness perception.  That makes MFCC more adequate features for speech recognition than 

other formerly used speech parameters like RCC, LPC, and LPCC.  This success of MFCC, 

combined with their robust and cost-effective computation, turned them into a standard 
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choice in the speech recognition applications.  MFCC became widely used on speaker recog-

nition tasks, too, although they might not represent well some important details that contrib-

ute to better differentiation among particular voices.  Once Davis and Mermelstein intro-

duced the MFCC paradigm, it has been modified and improved numerous times.  Chapter 4 

offers a comparative study of four implementations of the MFCC parameterization scheme. 

Wavelet packets based speech features 

Over the last decade, wavelet analysis has been proved as an effective signal processing tech-

nique for a variety of problems.  In particular, in feature extraction schemes designed for the 

purpose of speech recognition, wavelets have been used twofold.  The first approach uses 

wavelet transform as an effective decorrelator instead of Discrete Cosine Transform in the 

feature extraction stage (Tufekci and Gowdy, 2000).  According to the second approach, 

wavelet transform is applied directly on the speech signal.  In this case, either wavelet coeffi-

cients with high energy are taken as features (Long and Datta, 1996), which nonetheless suf-

fer from shift variance, or subband energies are used instead of the Mel filter-bank subband 

energies as in Sarikaya and Hansen (2000).  In particular, in the speech recognition area, the 

wavelet packet transform, employed for the computation of the spectrum, was first proposed 

in (Erzin et al., 1995).  Later, wavelet packet bases were used in Sarikaya et al.  (1998), Sari-

kaya and Hansen (2000), and Farooq and Datta (2002) for the construction of speech fea-

tures that were close approximations of the Mel-frequency division.  Sarikaya and Farooq 

used Daubechies’ orthogonal filters with 32 and 12 coefficients, respectively.  Chapter 4 pre-

sents an example of wavelet packet-based speech features that were explicitly designed for 

the purpose of speaker recognition.  A comparative evaluation with other wavelet based ap-

proaches and with the MFCC parameters is offered. 

2.3.2. Prosodic features  

Prosodic speech features, such as the fundamental frequency and frame energy are well-

known to provide useful information about the speaking style of a person, and thus, are 

widely-used in speaker recognition applications.  While the energy estimation is straightfor-

ward and does not cause complications, the estimation of the fundamental frequency (fre-

quently referred to as pitch estimation) is often pursued by difficulties, especially in real-

world conditions, where the speech signal is altered by environmental interferences and in-

fluenced by the transmission channels.  The multitude of methods for pitch estimation does 

provide good precision in clean speech conditions, but when the signal-to-noise ratio de-

 22 



Overview of the speaker recognition technology 

 

creases, their performance deteriorates significantly.   

 The fundamental frequency and the energy of speech are often appended (more pre-

cisely their logarithmically compressed values) to the spectrum-derived speech parameters to 

form a composite feature vector.  Some researchers prefer to model the distributions of the 

energy and fundamental frequency independently from the spectrum-related features, and 

perform fusion of the scores computed from the individual classifiers.  In this way they are 

able to control better the parameters of the model, while also evade the curse of dimension-

ality.  Thus, a better exploitation of the available training data is achieved.  Beside the esti-

mated values of the fundamental frequency, sometimes their temporal derivatives are also 

used as additional parameters.  Subsequently, some high-order statistical parameters derived 

on the base of the distribution of these parameters were also found to be practically helpful.  

Finally, piece-wise approximations of the temporal tracks of the fundamental frequency and 

the frame energy were demonstrated to improve the speaker recognition performance.     

 A better grounded approach towards exploiting the prosodic information was pro-

posed by Fujisaki and Hirose, (1984).  Based on the estimated fundamental frequency and on 

accent and phrase commands Fujisaki created a convincing parametric model, which enables 

re-synthesising of the pitch contour, and thus smoothing doubling and halving that occur in 

the estimated fundamental frequency.  However, since some of the Fujisaki parameters, spe-

cifically the phrase and the accent commands are dependent on the linguistic contents of the 

utterance, they did not found wide-spread use in the contemporary text-independent speaker 

recognition applications. 

 On the other hand, it has to be mentioned here that the prosodic parameters, espe-

cially in the manner in which they were modelled in the past, are also much easier to mimic 

than the parameters that describe the characteristics of the vocal tract’s filter function.  Thus, 

in real-world deployment of the speaker verification technology, the use of prosodic parame-

ters has to be cautious, especially in applications where the risk of fraud attempts is signifi-

cant, or where the consequences of false acceptance of impostors as clients are costly.  Hav-

ing mentioned these considerations, the present study does not give emphasis on the use of 

prosodic features.  On the other hand however, since the prosodic characteristics are natural 

source of information about the personal speaking style, they remain an important aspect 

that can be utilized for improving the speaker recognition performance.  Thus, although the 

focus of this doctoral proposal is elsewhere, for purpose of comprehensiveness, Chapter 4 

offers results for the performance gain due to the energy and fundamental frequency, as well. 
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2.4. Approaches to speaker recognition  

In Figure 2.3, taxonomy of the various classification approaches employed (formerly or pres-

ently) in the speaker verification task is offered.  Two major categories can be distinguished: 

discriminative and non-discriminative.  The discriminative classifiers are trained to minimize 

the classification error on a set of training data.  Thus, they only need to model the boundary 

between the classes and are insensitive to the variations within the classes.  The discrimina-

tive models include: Linear Discriminant Analysis (LDA) (Fisher, 1936), Polynomial Classi-

fier (Specht (1966, 1967)), Time-Delay Neural Networks (TDNN) (Lang and Hinton, 1988), 

Recurrent Neural Networks (RNN) (Jordan, 1986; Pearlmutter, 1989; Elman, 1990), Multi-

layer Perceptron (MLP) (Rosenblatt, 1958), Support Vector Machines (SVM) (Vapnik, 1995). 

The non-discriminative approaches do not aim directly at minimization of the classification 

error.  A major group of non-discriminative approaches is called generative.  As their name 

suggests, the generative classifiers struggle to build models of the underlying distribution rely-

ing on the training data.  The group of generative approaches includes: Probabilistic Neural 

Network (PNN) (Specht, 1988), which combines Parzen-like probability density function 

estimators with Bayes’ strategy for decision rules; Gaussian Mixture Models (GMM) (Pear-

son, 1894; Hansen, 1982); and the Hidden Markov Models (HMM) developed by Baum, 

(1966, 1972).  The HMM are capable of modelling temporal behaviour of sequence of 

events.  The GMM (as one-state HMM) is not sensitive to the time order of the inputs.  The 

original PNN introduced by Specht also treats the inputs independent one from another and 

thus is blind to time and spatial correlations.  The most distinctive feature of all generative 
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approaches is that they treat the samples of each class independently from these of the other 

classes.  As a rule, when compared to the discriminative ones, the generative classifiers pos-

sess more adjustable parameters.  The reason for having more parameters lies in their striving 

to model the variations within the classes, which is not explicitly required in the speaker veri-

fication task.  However, in real-world applications of the speaker verification technology, the 

desire to better protect the speaker (client) model from fraud attempts makes the capability 

of the generative approaches to provide a comprehensive model of the speaker’s voice, irre-

placeable virtue. 

 Beside the generative classifiers, the group of the non-discriminative approaches has 

also other members, which cannot be labelled as generative, because they do not model data 

densities.  Strictly speaking, these are not likelihood estimators, and therefore, they do not 

belong to the generative approaches.  Such exemplars are the k-nearest neighbours (k-NN) 

(Cover and Hart, 1967) and the learning vector quantization (LVQ) (Kohonen, 1986), which 

attempt to model the underlying structure of the data by grouping the known samples in 

clusters and then replace each cluster with a single representative.  In the test phase these 

classifiers locate the nearest to the current test trial representatives of the training data.  

These methods have limited capabilities and are not used in the contemporary speaker verifi-

cation systems.  

 Both the discriminative and the generative approaches have limitations and none of 

them provides a perfect solution in practical applications.  Therefore, hybrid approaches 

were created. 

 In conjunction with the aforementioned two major approaches (discriminative and 

generative) there exists a densely populated third category, the members of which simultane-

ously possess qualities typical for the two major categories.  The group of the combined 

methods is comprised of (1) hybrid classifiers, which merge generative model with a dis-

criminative classifier, and (2) discriminatively trained generative classifiers, whose parameters 

are adjusted by optimizing a discriminative objective function.  Hybrids that merge the two 

main categories are the:  

• Radial Basis Function (RBF) (Powell, 1987; Broomhead and Lowe, 1988), which 

unites the generative GMMs (in fact unimodal Gaussian densities) with the discrimi-

native MLP;  

• GMM-LR/SVM (Bengio and Mariethoz, 2001), which builds generative GMM 

model into the framework of discriminative SVM;  
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• HMM/MLP (Bourlard and Morgan, 1994) combine the temporal capabilities of the 

HMM with the discriminative capacity of the MLP.  Two other tandems, namely the 

HMM/RNN (Neto et al., 1995) and the input/output HMM (Bengio and Frasconi, 

1996), exploit the same division of functions as the HMM/MLP approach. 

The discriminatively trained HMM (Setlur et al.  1996) is an exemplar belonging to the sec-

ond subdivision of the combined methods, namely the discriminatively trained generative 

classifiers.  In the discriminatively trained HMM the maximum likelihood criterion of the 

traditional HMM is replaced by the maximum mutual information criterion. 

 A comparative assessment of these classification approaches is not straightforward 

because the different research groups use different experimental setups.  Thus, the reported 

in the literature results are not directly comparable.  Beside the assortment of databases, the 

choice of speech features and the variety of post-processing schemes contribute significantly 

for divergence of the reported results.  The sole chance for direct comparison between these 

approaches is evaluation on common database in common setup.  Positive steps in this direc-

tion are the annual speaker recognition evaluations organized by the National Institute of 

Standards and Technology (NIST) of USA and the NTI/TNO Forensic Speaker Recogni-

tion evaluation organized by the National Forensic Institute of The Netherlands and TNO 

Human Factors, The Netherlands, (details in Section 2.11).  However, since the participation 

in these campaigns is voluntary only few of these classification approaches were presented 

there.  Another major obstacle is that the results obtained at these forums are confidential to 

the participants, and thus are rarely published with comprehensiveness.   

 At the present time, the GMM, HMM, and SVM classifiers are considered state-of-

art in the speaker recognition technology.  Specifically, during the past decade, GMM were 

state-of-the-art for the text-independent speaker verification (Reynolds, 1995), and the HMM 

(Naik et al, 1989) were the ultimate leader in the text-depended tasks.  However, in the last 

few years, the SVM classifiers that were firstly used for speaker identification in (Schmidt and 

Gish, 1996) were mastered on the speaker recognition tasks.  Recently some SVM based 

speaker recognition systems gained momentum and demonstrated performance results that 

are close to the best GMM-based systems.  In addition, alternatives such as the hybrid 

GMM/SVM (Bengio and Mariethoz, 2001) also demonstrated highly competitive results.   
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2.5. Bayes’ decision strategy and Bayes’ rule 

In his fundamental work “An essay towards solving a Problem in the Doctrine of Chances” 

(Bayes, 1763), Thomas Bayes laid the foundations of the decision theory which forms the 

mathematical explanation of the statistical pattern classification. In brief, the entire Bayes’ 

theory is grounded on two assumptions: (1) that the decision problem can be specified in 

probabilistic terms, and (2) that all relevant probabilities are known, or can be derived from 

the observed data and/or some priory knowledge about the problem.  These two assump-

tions are common for the contemporary philosophy of statistical classification.  

 Intuitively, in every classification task, it is natural to seek a decision rule that mini-

mizes the average probability of error, i.e. the misclassification error rate.  Fortunately, the 

Bayes’ decision rule provides means to achieve the minimum misclassification error rate by 

selecting the class that maximizes the a posteriori probability.  According to the Bayes’ theo-

rem (Bayes, 1763), the posterior probability for each class , provided that the classes 

are mutually exclusive and exhaustive, is computed through: 

( | )iP k x
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In typical classification tasks, where the focus is on making proper decision and not on the 

values of the posterior probability, the normalizing constant  can be excluded from the 

computations since it has equal value for all classes. 

( )P x

 To account for practical situations where a mistaken decision for one class is worse 

than misclassification of the other classes, a loss function  associated with the decision 

 for each specific class  is introduced. On the occasion when the classes are 

treated equally, the simple symmetrical loss function, known also as “zero-one”: 
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can be used.  If a decision concerning class  was made properly ( iik j= ), then no loss is as-

signed, and in case of any error ( i , i.e.  pattern belonging to class  was decided as 

member of class ) unit loss is assigned.  Thus, all misclassification errors have the same 

cost.   

j

x

2x

2x

≠ ik

jk

 The expected loss, known also as the risk, corresponding to a given decision is de-

fined as: 

1
( ) ( ) ( | )
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i i j j
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R l k P k
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= ⋅∑x     (2.4) 

where the conditional risk  for a given input being decided to belong to class  is the 

sum for all classes of the products between the posteriori probabilities and the loss for mis-

classification.  Obviously, if the decision is made to minimize the risk  for every x , the 

overall risk will be minimized.  Thus, the Bayesian decision rule will compute the conditional risk 

(2.4) for each decision and then select the decision for which the  is minimum.   

( )iR x ik

( )iR x

( )iR x

 Since the speaker verification task is a typical exhaustive two-class problem in which 

the unknown voice always falls in one of the categories =“user” or = “impostor”, the 

Bayesian decision rule is reduced to: 

1k 2k

1 1 1 1 2 2( ) ( ) ( | ) ( ) ( | )    if   D k l P k p k l P k p k= ⋅ ⋅ > ⋅ ⋅x x       (2.5) 

or 
2 1 1 1 2 2( ) ( ) ( | ) ( ) ( | )    if   D k l P k p k l P k p k= ⋅ ⋅ < ⋅ ⋅x x   (2.6) 

where the decision  for x  belonging to class , ( )D x ik 1,2i = , depends on the loss  for 

misclassification of the two classes, the likelihood of  with respect to ,

il

ik x ( | )ip kx , and the a 

priori probabilities .  Here, the posterior probability for each class , was sub-

stituted with (2.1) and then the normalizing constant  was discarded since it is common 

for the two classes, and its presence does not influence the outcome of the inequalities (2.5) 

and (2.6). 

( )iP k ( | )iP k x

( )P x

 As it is clear from (2.5) and (2.6), in the generative approaches the key issue toward 

achieving a minimum risk decision is proper estimation of the class-conditional probability 

density functions for all classes.  This topic is discussed in the next section 2.6, and then 

again in Chapter 6.   
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2.6. Probability Density Estimation  

In the Bayes’ minimum error rate classifier, the prior probability for each class and the class-

conditional probability density function need to be known.  While for many practical prob-

lems, it is relatively easy to assign prior probabilities for the classes, the class-conditional 

probability density functions are usually unknown in advance, and therefore, need to be es-

timated from the real-world data.  One of the major problems is availability of sufficient 

training data relative to the dimensionality of these data.    

 In brief, there are non-parametric, semi-parametric, and parametric approaches for 

estimation of the class-conditional probability density functions.  The parametric methods 

require some general knowledge about the data space.  If such knowledge is not available, 

assumptions have to be made.  Having prior knowledge about the data space or by making 

valid assumptions a significant improvement in the parameterization of the class-conditional 

probability density function can be achieved, due to the more expedient use of the data.  

However, inaccurate assumptions would contribute to missing the true structure of the data.  

In the non-parametric methods no model structure is assumed, and therefore, the class-

conditional probability density function is directly estimated from the data.  The non-

parametric methods are extremely useful when the observed data only takes discrete values 

from a finite set of values.  

 The non-parametric approaches are the topic of interest in this section.  Various non-

parametric approaches (histograms, spline estimators, frequency polygons, kernel methods, 

etc exist (Silverman, 1986; Smirnoff, 1996).  One typical and widely used exemplar for non-

parametric density estimator is the Parzen window.  It is well known as kernel density estimation, a 

technique of estimating the probability density function of a random variable.  In the 

presentation of the Parzen window estimator that follows, we adhere close to the exposition 

of Specht, (1990).  Figure 2.4 illustrates how, given some data about a sample of a population, 

the Parzen window method makes it possible to extrapolate the data to the entire population.  

Specifically, if 
1 2
, , ...,   

n
 A A Ax x x are  independent random variables (observations) 

belonging to a given class , which are identically distributed as the random variable 

n
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λ  is the window width, or the bandwidth, which is a function of , in such a way 

that the:  

n

Figure 2.4.  Parzen window density estimator (thick line) and the underlying Gaussian 
functions (dashed line).  The triangles mark the centres of the Gaussians that add up 
to form the Parzen window. 

 

 ( )lim 0
n

nλ
→∞

=       (2.8) 

and  

( )lim
n

n nλ
→∞

= ∞ .     (2.9) 

The window function has to comply with the following conditions: 

( )sup
x y

W y
− < <+∞

< ∞ ,     (2.10) 

where  stands for the supremum,  sup

( )W y dy
+∞

−∞

< ∞∫ ,     (2.11) 

  ( )lim 0
y

y W y
→∞

⋅ = ,     (2.12)  

and  

( ) 1W y dy
+∞

−∞

=∫       (2.13) 

In order the estimation of the probability density function ( )nf x  to be valid, the distribution 

of the variable x  has to be continuous.  Parzen proved that the estimate (2.7) is consistent in 

quadratic mean in sense that when the number of observations approaches infinity, the 

estimated ( )nf x  approaches the underlying distribution function ( )f x , i.e.: 

( ) ( ) 2
0   as  nE f x f x n− → →∞ .    (2.14) 
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In practical terms (2.14) guarantees that when the estimation (2.7) is performed for a large 

data set, the expected error decreases and the estimate approaches the underlying distribution 

function in a smooth manner.  

 Although multiple functions (Parzen, 1962; Cacoullos, 1966; Specht, 1990) were 

shown to satisfy the abovementioned requirements, due to computational convenience quite 

often  is taken to be a Gaussian function with mean zero and variance (.)W 2σ : 

( )
2

2
1 exp

22
xW x
σσ π

⎛ ⎞
= ⋅ −⎜

⎝ ⎠
⎟  .   (2.15) 

 The results of the Parzen’s work were extended by Cacoullos (Cacoullos, 1996) for 

the multivariate case.  In the particular case of the Gaussian kernel, the multivariate 

estimation of the probability density function (2.7) can be expressed as: 

( )
( )

( ) ( )
2

1

1 1 exp
22

A
i

T
m A A

A d
iA

f
m σσ π =

⎛ ⎞− −⎜ ⎟= ⋅ ⋅ −⎜ ⎟⎜ ⎟⋅ ⎝ ⎠
∑

x x x x
x i   (2.16) 

where A  stands for the class label, x  is a dimensional feature vector, -d
iAx with  

1,2,..., Ai m= , Am  are the observations for that class, and 2σ is the variance of the Gaussian 

function. Similarly to the univariate case, the multivariate ( )Af x  is a sum of multivariate 

Gaussian distributions.  As illustrated in Figure 2.4, the sum of these distributions is not 

limited to being Gaussian, and given enough number of components, it has the flexibility to 

approximate any smooth density function. 

 As a trade-off for their flexibility, most of the non-parametric density estimators, 

including the Parzen window, are often computationally intensive.  Thus, their use is often 

prohibitive for large amounts of data.  However, there is another much serious practical 

limitation that holds for all density estimators, parametric or non-parametric. It is known as 

the curse of dimensionality.  The problem is that for high dimensional spaces the scarcity of data 

leads to unstable estimation of the probability density function, and thus, to unreliable 

classification.  Dimension reduction techniques are often used to avoid this problem. 
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2.7. Characterization of the Probabilistic Neural Network 

The Probabilistic Neural Network (PNN) for classification, mapping and associative memory 

was firstly introduced by Specht (1988).  It was formulated as a four-layer feedforward neural 

network which is trained in one-pass.  The PNN uses Parzen or Parzen-like probability 

density function estimators which asymptotically approach the underlying parent density 

provided that it is smooth and continuous.  In the PNN, the class probability density 

functions can be estimated in a number of ways, most often, by employing a sum of spherical 

Gaussian functions that are centred at each training vector.  Consequently, the PNN makes 

the classification decision in accordance with the Bayes’ strategy for decision rules.  In 

addition, it also provides probability and reliability measures of each classification.   

es.   

s.   

Among the most fascinating practical aspects of the PNN are:  

(1) In the original PNN, the training procedure involves adjusting a single parameter 

which is referred to as smoothing factor.  It represents the common standard 

deviation for all Gaussian functions.  Moreover, as demonstrated by Specht, (1990), 

the network is tolerant to the choice of the smoothing factor, and provides robust 

operation for a relatively wide range of valu

(2) The PNN copes well with erroneous training vectors.  In many cases a few sparse 

data samples can be sufficient for optimal performance. 

(3) Their design is straightforward and does not depend on training.  Since, training is 

instantaneously, the PNNs are built only for a fraction of the time required for 

training the back-propagation neural network

(4) Retraining can be easily carried out.  Thus, the PNN can follow changing of non-

stationary statistics quickly and simply by replacing old training data or just adding 

new data when they become available. 

(5) PNN are intrinsically parallel, with independent processing units in both the first and 

second layers, therefore they are beneficial for parallel hardware implementation.  In 

such a way, PNNs can easily achieve fast training and operational times that are not 

achievable for other classification schemes.  

Among the limitations and disadvantages of the original PNN are: 

(1) All training data need to be stored and used during each classification.  In some ap-

plications this particularity might lead to necessity of significant storage resources.  
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In addition, in these applications serious demands of computational power might be 

vital to perform the classification on time.   

(2) The smoothing factor is common to all Gaussian functions, and that might limit the 

learning ability of the PNN.  This requires normalization of the input data to be 

performed.  Still, the separate classes might require different values of the smoothing 

factor.   

(3) The PNNs lack for sensitivity to correlations among subsequent inputs.  Thus, 

dealing with time series analysis is not easily feasible.   

osed.   

N are not widely used, yet. 

Fortunately, all these limitations and shortcomings have been overcome in the more 

advanced modifications of the PNN that followed their introduction.  The first two of these 

disadvantages were surmounted by parallel processing techniques and employing the 

Expectation Maximization (EM) algorithm to train a separate for each class and dimension 

value of the smoothing factor.  In Chapter 6, Sections 6.3 and 6.4, an extension of the PNN 

architecture that renders an account of correlations among subsequent inputs is prop

2.8. Introduction to the Recurrent Neural Networks 

An obvious theoretical advantage of the RNNs is that they unlike the SVMs and feedforward 

neural networks have internal states, which is essential for many temporal processing tasks, 

including the text-dependent speaker recognition.  In RNNs however, unlike in HMMs those 

internal states can take on both discrete and continuous values.  Examples for fully 

interconnected and partially connected RNN are presented in Figure 2.5.  As it is obvious 

from Figure 2.5 (a), that the fully connected networks do not have distinct input layers of 

nodes, and each node has input from all other nodes and from itself.  The partially connected 

RNN shown in Figure 2.5 (b) include multilayer feedforward network with distinct input and 

output layers, which imposes feedbacks from the second to third layer.  A variety of schemes 

by which gradient methods and in particular back-propagation learning can be extended to 

recurrent neural networks are presented in Pearlmutter, (1995).  A hybrid optimization 

algorithm that combines the efforts of local search and cellular genetic algorithms for 

training RNN is proposed in Ku et al., (1999).  An evolutionary algorithm that constructs 

RNN is presented in Angeline et al., (1993).  There exists an extensive amount of 

applications of the RNN in practically every area of the science, but in task of text-

independent speaker verification RN

 In Chapter 6, we focus on combining the advantages of the Probabilistic Neural 
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Figure 2.5. Examples for (a) fully interconnected RNN, and (b) partially connected multilayer 
edforward RNNfe  
etworks and the Recurrent Neural Networks.  In particular, the original PNN architecture 

roposed by Specht, (1990) is extended to Locally Recurrent PNN (LR PNN), in order to 

apture the inter-frame correlations present in a speech signal.  Next the LR PNN is devel-

ped further to Generalized LR PNN (GLR PNN).  The PNN combine generative model-

ng of data with Bayesian decision principle, and the RNN possess the ability to learn tem-

oral patterns.  The combination of these qualities allows rendering an account of the se-

uence of events in the speech signal that is specific for each speaker.  Further detail are 

vailable in Chapter 6. 

.9. Performance evaluation and comparison  

n the earlier years of speaker recognition, the receiver operating characteristic (ROC), 

orrowed from the signal detection theory, was extensively used to illustrate the performance 

f a system in multitude of points, as opposite to the single point performance assessment 

rovided by the error rate measures.  Presently, the nonlinear ROC curves are replaced by 

he Detection Error Trade-off plots (Martin et al., 1997), which are more perspicuous since 

hey are linear in logarithmic coordinate system.  Here, only the DET plots are considered. 

.9.1. Cost-based speaker verification performance measures – DCFopt and DCFact  

wo types of errors can occur in the speaker verification process.  The first one, called a false 

ejection (FR) error, occurs when the true target speaker is falsely rejected as being an impos-

or, and as a result, the system misses recognizing an attempt belonging to the true authorized 

ser.  The second type, called a false acceptance (FA) error, occurs when a tryout from an im-
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postor is accepted as if it came from the true authorized user.  The latter error is also known 

as a false alarm, because a non-target trial is accepted as a target one.  The FR and FA are em-

ployed together to characterize the performance of the speaker verification systems under 

investigation.  A cost-based performance measure (2.17) was used in the experiments to 

assess the speaker verification performance.  It is defined (NIST, 2002a) as a weighted sum 

of the false acceptance and false rejection error probabilities, designated as 

 and , respectively: 

DetC

( )P FalseAlarm| NonTarget ( )P Miss |Target

( )( )
( ) ( )

( ) 1-
=

                                     
Det Miss

FalseAlarm

C C P Miss |Target P Target
C P FalseAlarm| NonTarget P Target

⋅ ⋅ +

+ ⋅ ⋅
,  (2.17) 

where the parameters MissC  and FalseAlarmC  are the relative costs of detection errors, and 

 is the a priori probability of the specified target speaker.  According to the rules of 

the NIST Speaker Recognition Evaluations (SRE), the target speaker probability is 

=0.01, and and the costs of the FR and FA 

are 

(P Target)

)(P Target ( ) 1- ( )= =0.99,P NonTarget P Target

MissC =10 and FalseAlarmC =1, respectively.  This was the case in all NIST SRE discussed 

next.  The intuitive value of the cost measure  is further improved by the normalization: DetC

/Norm Det DefaultC C C= ,     (2.18)     
where    

{ }min ( ), ( ) Default Miss FalseAlarmC C P Target C P NonTarget= ⋅ ⋅ .   (2.19) 

DefaultC  represents the zero value (a system providing no information), which is the cost 

obtained without processing the data, always making the same decision – either accept or 

reject.  Finally, the range of values received by NormC  is between zero, for a system that 

makes no mistakes, and a positive constant that depends on the ratio of the products 

and , for a worthless system. ( )MissC P Target⋅ ( )FalseAlarmC P NonTarget⋅

 The values of , which are also known as DCF.  The optimal decision cost, DCFopt, 

is defined as the minimal decision cost attained for the given experiment.  As it is obvious 

from (2.17), (2.18), and (2.19) the area in which the optimal decision cost is located is con-

trolled by 

NormC

MissC  and FalseAlarmC .  The actual decision cost, DCFact represents the actual deci-

sions that the specific system has made, and depends on the choice of value for the speaker-

independent speaker verification threshold.  While the DCFopt is an indication about the po-
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tential performance that a system could achieve, the DCFact gives the true measure of the 

system performance.  In the perfect world, the optimal decision threshold can be predicted 

exactly, and then DCFact coincides with DCFopt.   

 However, an obvious disadvantage of the DCFact and DCFopt is that they are not as 

intuitive as the Equal Error Rate (EER) is.  When computing the EER, we assume equal 

weights for the speaker verification cost parameters 1Miss FalseAlarmC C= = .   

 In practice, the misclassification costs MissC  and FalseAlarmC  are application-

dependent.  Their ratio varies from one application to another within the range of 1:10 to 

10:1, depending on whether the emphasis is placed on security or comfort of use. 

2.9.2. EER and HTER 

The Equal Error Rate (EER) decision point is defined as the point where the false rejection 

and the false acceptance error probabilities are equal.  However, in practice it is implemented 

as the point where the distance between the false rejection and the false acceptance errors is 

minimal.  The EER is widely used since it as balanced and intuitive performance estimation.  

However, it has the major disadvantage that the final decision is made a posteriori, and thus, 

the reported absolute speaker verification performance is often too optimistic.  In the 

present doctoral thesis we use the EER and the optimal decision cost (defined in section 

2.9.1) as performance estimation measures only when we want to estimate the relative reduc-

tion of the system error rate that is due to improved speech features extraction, enhanced 

modelling, or a more advanced classification scheme.  On the other hand, performance 

measures such as the Half Total Error Rate (HTER), defined as:  

2
FA FRHTER +

=      ( 2.20 ) 

where  and are the false acceptance and the false rejection ratios, respectively, and 

actual decision cost (defined in Section 2.9.1) are used, where comparative evaluation of the 

absolute system performance (of independent systems) is performed.  The last was 

introduced into a practice in the international speaker recognition evaluation campaigns 

organized by the NIST and NFI/TNO (details are available in Sectio

FA FR

n 2.11).   
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2.10. Speech Corpora 

There exists a variety of speech corpora that were created to address specific needs for par-

ticular applications (speech recognition, speaker recognition, etc), or to study some aspects of 

a given problem (influence of the microphone/handset type; transmission channel effect; 

environmental interferences; emotional speech; speech under stress, etc).  None of these 

corpora provides universal environment for research.  Therefore, using a specific database 

the researchers organize a controlled conditions setup to study the aspect of interest.  The 

aforementioned holds for data collected to represent real-world conditions, representative 

for a particular application.   

 There exists a second group of corpora, which are artificially created by “refining” 

large existing corpora.  These specially designed datasets are created for technology evalua-

tion campaigns (as the annual NIST technology evaluations discussed in section 2.6) and are 

explicitly designed to have many (but controlled) degrees of variability and difficulty.  They 

enable assessment of various aspects of the evaluated technology by analyzing the results 

from a single experiment.      

2.10.1. The SpeechDat(II) corpora 

In the corpora that belong to the first of aforementioned two groups, namely corpora which 

are collected to represent conditions close to real-world applications, fall the enormous 

SpeechDat corpora.  SpeechDat contain speech from more than 22 European languages, 

with up to five thousands speakers per language.  There are fixed-phone, mobile phone, car 

environment, speaker recognition and other subsets in these corpora. 

 The SpeechDat(II)-Greek-FDB5000 database is a subset of the multilingual Speech-

Dat(II) corpora.  The Greek part contains about 5000 speakers, recorded over the fixed tele-

phone network of Greece.  The phone calls were placed from different telephone handsets, 

locations, and environmental conditions.  The speakers were recruited from different regions 

of the country, and they represent the full variety of age and social stratum.  Each speaker 

was recorded in a single session with 56 utterances consisting of predefined sentences or 

spontaneous speech.  A detailed description of the SpeechDat(II)-Greek-FDB5000 corpus is 

available in Chatzi et al, (1997), and a general description of SpeechDat(II) in Hoege, (1999).   

 In Chapter 5, the SpeechDat(II)-Greek-FDB5000 corpora is employed in evaluation 

of noise-robustness of the baseline speaker verification system, WCL-1, and the improve-

ment that two noise-reduction techniques present.   
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2.10.2. The Polycost speaker recognition database 

The Polycost speaker recognition database has been collected to assist research in the 

speaker recognition area.  It contains real-world telephone data (English spoken by foreign-

ers) collected across the international telephone networks of Europe.  The speech data are 

representative for research related to telephone-driven telephone services and automated 

call-centres. 

 The database contains 1,285 calls (around 10 sessions per speaker) recorded by 133 

speakers (74 males and 59 females) from 13 different European countries.  Each session 

comprises: 10 prompts with connected digits uttered in English, 2 prompts with sentences 

uttered in English, and 2 prompts in the speaker's mother tongue (17 different languages or 

dialects).  One of the prompts in the speaker's mother tongue consists of free speech.  De-

tailed descriptions of the Polycost database can be found in (Hennebert et al, (1996, 2000)).  

In the present proposal we use version v1.0 of the Polycost speaker recognition database 

with bugs from 1 to 5 fixed (Polycost Bugs, 1999).   

 The proposed wavelet packet-based speech features, presented in Chapter 4, were 

derived in experiments with the Polycost database.  Consequently, validation of their per-

formance on the NIST 2001 SRE dataset described in the following Section 2.10.3, was per-

formed.  In Chapter 6, the Polycost database is utilized in comparative evaluation of the per-

formance of the baseline PNN-based speaker verification system, with two novel PNN-

RNN hybrid architectures, referred to as LR PNN and GLR PNN, as well as to a GMM one.    

2.10.3. The 2001 NIST SRE database 

The 2001 NIST SRE – one-speaker detection database is an excerpt from the Switchboard-

Cellular corpora, which had been post-processed in order to remove any significant pauses in 

the speech signal and cancel transmission channel echoes.  The training data consist of spon-

taneous speech from 74 male and 100 female speakers, recorded in different environmental 

conditions: {‘inside’, ‘outside’, ‘vehicle’}.  All training speech had been acquired over the 

mobile cellular networks of USA.  Each target user is represented by about 2 minutes of 

spontaneous speech, extracted from a single conversation.  The test data consist of speech 

recorded over {‘TDMA’, ‘CDMA’, ‘Cellular’, ‘GSM’, and ‘Land’} transmission channels.  

Both same and different phone number calls (the latter imply different handsets) and differ-

ent transmission channels are available for each user.  Depending on the amount of speech 

the test trials contain, they are separated in the following five categories: {’00-15’, ‘16-25’, 
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’26-35’, ’36-45’, and ’46-60’} seconds.  The complete one-speaker detection task includes all 

test trials, and therefore covers all aforementioned sources of variability.  In the present 

study, we only consider the complete one-speaker detection task, and no details are given for 

the sub-tasks.  A comprehensive description of the evaluation database and evaluation rules 

is available in the 2001 NIST SRE Plan (NIST, 2001). 

2.10.4. The 2002 NIST SRE database 

Similarly to the 2001 NIST SRE database, described in sub-section 2.10.3, the 2002 NIST 

SRE one-speaker detection database had been compiled by exploiting data from the huge 

Switchboard-Cellular corpora.  There is no overlapping among the recordings used to design 

the 2001 and 2002 datasets.  Recordings from selected speakers, which had performed multi-

ple sessions, calling over various public telephone networks in a number of environmental 

conditions, have been extracted to provide several representative sets.  The phone calls have 

been performed from various devices and mismatching transmission channels.  Each sub-set 

controls specific variables in such a way that analysis of the results from a single experiment 

can be analysed from various perspectives.  The speech files of the 2002 NIST SRE database 

have been processed accordingly to reduce any channel echoes and remove all significant 

speech pauses from the original recordings.  A separation of caller-called channels also had 

been performed.  Finally, the speech data for the one-speaker recognition task, disseminated 

to the participants in the evaluation, consisted of cellular speech of 139 male and 191 female 

speakers recorded in different environmental conditions, provisionally noted as: {‘inside’, 

‘outside’, ‘vehicle’}.  The training data consists of about two minutes of spontaneous speech, 

extracted from a single conversation.  All training speech had been acquired over the mobile 

cellular networks of USA.  Similarly to the 2001 NIST SRE database, the test trials are sepa-

rated in five categories: {’00-15’, ‘16-25’, ’26-35’, ’36-45’, and ’46-60’} seconds, depending on 

the amount of speech contain.  The primary condition task includes only these test trials, 

which contain between fifteen and forty-five seconds of speech.  The test data consist of 

speech recorded over {‘TDMA’, ‘CDMA’, ‘Cellular’, ‘GSM’, and ‘Land’} transmission chan-

nels.  The complete one-speaker detection task includes all the trials.  A detailed description 

of the 2002 NIST SRE one-speaker detection database is available in NIST, (2002a). 

2.10.5. The 2003 NFI/TNO Forensic Speaker Recognition Evaluation database 

The speech material of the 2003 NFI/TNO Forensic database (van Leeuwen and Bouten, 

2004) consists of real-field data, collected from recordings made using wiretaps for the pur-
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pose of police investigation.  The training data are 30, 60, and 120 seconds with the central 

duration condition in the evaluation 60 seconds.  The test segments are 7, 15, and 30 seconds 

of length.  All speakers are male and the transmission channel for all recordings is cellular 

GSM.  The evaluation consisted of several separate experimental conditions, concentrating 

on different aspects of speaker recognition.  The main condition was a general performance 

evaluation, while other conditions investigated the influence of specific factors such as 

speech duration and spoken language.  The evaluation experiment consisted of 775 test 

fragments, each tested against eleven to sixty-six models out of a pool of 364 speaker mod-

els.  In total, the test consisted of about 32000 trials.  Details about the different tasks and 

evaluation rules are available in (van Leeuwen and Bouten, 2003; van Leeuwen and Bouten, 

2004).    

2.11. Technology evaluation forums and events 

During the last ten years the speaker recognition community has enjoyed a significant ac-

quirement – annual technology evaluation forums, where the practical significance of the dif-

ferent approaches can be corroborated.  Similarly to many other areas, the world-wide col-

laboration and free exchange of ideas led to technology boost in the speaker recognition field 

as well.  In the following subsections, a short description of some recent speaker recognition 

evaluations is presented. 

2.11.1. NIST Speaker Recognition Evaluations 

Since year 1996, the National Institute of Standards and Technology (NIST) of USA organ-

izes annual speaker recognition evaluation (SRE) campaigns†.  They play an important role in 

the speaker recognition area since they provide the means of world-wide comparative evalua-

tion of the various approaches.  Fully supported and open to all interested parties, these 

evaluations offer specially designed speech corpora‡ together with a methodological support 

for proper technology evaluation.  The common speech corpora and evaluation rules assist 

for obtaining a fair methodological comparison among various speaker recognition ap-

proaches.  Moreover, organizing a forum like the annual NIST SRE Workshops, which fol-

lows the evaluation campaigns, and where the performance results of the various systems can 

                                                 
† Widely-known as yyyy NIST Speaker Recognition Evaluations, where yyyy indicates the year in which the 
event took place 
‡ Excerpts from corpora collected by the Linguistic Data Consortium (LDC) of USA 
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be openly discussed, provides important insights for further improvement of the speaker 

recognition technology.    

 The NIST SREs focus on speaker detection in the context of conversational tele-

phone speech but other speech data are also involved.  The evaluation corpora, particularly 

designed for each specific evaluation campaign, possess multiple degrees of variability in 

terms of various environmental conditions, transmission channels and speech coding stan-

dards, various phone devices, length of training speech and test trials, etc. This provides for 

versatile evaluation of different practical aspects of the speaker recognition performance.  

The evaluation corpora can not be identified with specific application, nor do they provide 

evaluation conditions that are representative for the real-world operation of the speaker rec-

ognition systems.  Instead, they concentrate on combining all real-world challenges that a 

speaker recognition system might face.  

 According to the organizers♯, the NIST speaker recognition evaluations are “de-

signed to foster research progress, with the goals of: 

1. Exploring promising new ideas in speaker recognition. 

2. Developing advanced technology incorporating these ideas. 

3. Measuring the performance of this technology.” 

 Since there is a particular focus in each evaluation campaign, a brief note for some of 

the recent campaigns follows: 

The 2002 and 2003 NIST SRE   

The 2002 and 2003 NIST SREs were both similar in speech data and evaluation focus.  Ex-

cerpts from the huge Switchboard Cellular Corpus, Part 2 and Part 3, have been post-

processed to design the evaluation data.  In both campaigns, there were the same five main 

tasks:  

1. One-speaker detection – cellular data, 

2. Two-speaker detection – cellular data, 

3. One-speaker detection – extended data, 

4. One-speaker detection – multi-modal data, 

5. Speaker segmentation – various data sources. 

                                                 
♯ The NIST Year 2005 Speaker Recognition Evaluation Plan.  Available at: 
http://www.nist.gov/speech/tests/spk/2005/sre-05_evalplan-v6.pdf

 41

http://www.nist.gov/speech/tests/spk/2005/sre-05_evalplan-v6.pdf


Chapter 2 

 

These tasks were supported by individual datasets that included various training/testing con-

ditions.  Details are available in (NIST 2002a; NIST 2003a). 

The 2004 NIST SRE 

The 2004 NIST SRE evaluation procedures were renovated, when compared to the previous 

campaigns.  Some aspects of speech post-processing, such as silence removal, etc, were re-

laxed.  There was no explicit separation in tasks, and the evaluation was under the generic 

“speaker detection” task.  The various evaluation tests involved seven distinct training condi-

tions and four distinct test segment conditions.  In total, there were 28 different combina-

tions of training/testing conditions.  The speech data for the evaluation were excerpts from 

the Mixer Project of the LDC.  The primary language was English, but some part of the re-

cordings was in Arabic, Mandarin, Russian, and Spanish.  Further details are available in 

(NIST, 2004a). 

2.11.2. The NFI/TNO Forensic Speaker Recognition Evaluation 

The 2003 NFI/TNO Forensic Speaker Recognition Evaluation aimed at investigating the 

performance of the speaker recognition technology in conditions close to real-world forensic 

application.  In addition, in one of the experiments it aimed at evaluating a recently proposed 

forensic procedure for providing evidence in court cases.  The evaluation data have been ob-

tained from wiretapped recordings from real police investigations in The Netherlands.  The 

evaluation included six experiments with different focus.  The organization of the 2003 

NFI/TNO Forensic SRE was similar to one of the annual NIST SRE campaigns, with close 

resemblance to the NIST SRE one-speaker detection task.  Details about the evaluation 

tasks, procedure, and rules are available in (van Leeuwen and Bouten, 2003; van Leeuwen 

and Bouten, 2004).  A comparison between the 2003 NFI/TNO Forensic SRE and the 

NIST SRE campaigns is offered in (van Leeuwen et al., 2005). 

2.12. Summary and discussion 

Chapter 2 serves as prologue to the following chapters.  It provided the basic information, 

which is necessary for understanding the exposition and the experimentations in the present 

doctoral thesis.  In brief, after succinct introduction to the speaker verification process, a 

number of speech parameterization methods, and classification approaches that are used in 

various speaker recognition applications were reviewed.  In addition, taxonomy of the major 

classification approaches was performed.  Next, the Bayes’s decision strategy and the non-
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parametric probability density estimation via Parzen windows were explained, as prelude to 

the introduction of the Probabilistic Neural Network and its extensions that are proposed in 

Chapter 6.  Concise notes about the Probabilistic Neural Network, its advantages and disad-

vantages, and an initial idea about the Recurrent Neural Networks were offered.  Subse-

quently, several basic performance evaluation measures used for speaker recognition and 

some speech corpora, on which the experimental studies were carried out, were described.  

Finally, two major speaker recognition evaluation forums were outlined. 
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Chapter 3 
The WCL-1 speaker verification system 

 
 

 
Chapter 3 offers an outline of the baseline text-independent speaker verification system, re-

ferred to as WCL-1, which is used as a research platform in Chapters 4, 5, and 6.  This base-

line system has participated in the one-speaker detection task of the 2002 NIST Speaker 

Recognition Evaluation, and in the 2003 NFI-TNO Forensic Speaker Recognition Evalua-

tion, where its performance was compared to the one of the present state-of-art speaker veri-

fication systems.  Results from these technology evaluation campaigns are discussed. 
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3.1. Introduction  

Chapter 3 is devoted to comprehensive description of the baseline text-independent speaker 

verification system, referred to as WCL-1, which in Chapters 4, 5, and 6, is utilized as a re-

search platform for studying various aspects of the speaker verification technology.  A con-

cise outline of WCL-1 was firstly presented in Ganchev et al. (2002a), and a comprehensive 

description, including implementation details, followed in Ganchev et al. (2002b).  The base-

line WCL-1 system has participated the 2002, 2003, and 2004 NIST Speaker Recognition 

Evaluations (NIST, (2002a, 2002b, 2003a, 2003b, 2004a, 2004b)) and in the 2003 NFI-TNO 

Forensic Speaker Recognition Evaluation (van Leeuwen and Bouten, (2003, 2004)), where its 

performance was evaluated and contrasted to the state-of-the-art in the speaker recognition 

technology.  During these evaluation campaigns, the WCL-1 system was found competitive 

to the other participating systems.   

 The Probabilistic Neural Network (PNN) was chosen as a classifier for the baseline 

speaker verification system, because of its good generalization properties and fast designing 

times.  PNN are capable to learn from limited data, because their design is straightforward 

and does not depend on training (Specht, 1990).  As a result, PNNs are built only for a small 

fraction of the training time, which the back-propagation-trained neural networks require.  

Since the training of the PNN is non-iterative procedure, they are trained much faster than 

the state-of-the-art Gaussian Mixture Models (GMM)-based classifiers.  

 In general, the PNNs are easy to train, and retraining is easily carried out simply by 

adding new, or replacing existing pattern units in the first hidden layer of the structure.  It is 

well-known that the PNNs need more neurons compared to back propagation networks, 

which leads to an increased complexity and higher computational and memory requirements 

in the process of exploitation.  On the other hand, the PNNs are based on parallel architec-

ture, with independent processing units in the first and the second hidden layers, and there-

fore they are easy on implementation in hardware, when parallel computing devices are en-

gaged.  By exploiting this advantage, the PNN are capable to work much faster than the back 

propagation neural networks, which are not hardware friendly.  The PNN-based speaker 

verification system, described here, is implemented in MATLAB environment and the pro-

gram code has not been optimized for speed.  Nevertheless, it is capable of working in real-

time on common personal computers, and uses about 35% of the resources of a Pentium 4 

CPU working at 1.6 GHz.  

 46 



The WCL-1 speaker verification system 

 

Testing Data

Speech
feature

extraction

N
2

Spk 1
PNN model

Test claimed
speaker PNN
with current

speech frame

Compute
probability for

multiple
speech
frames

Applying
threshold,
make final
decision

Speech from
Background
speaker set

k-means
clustering

k-means
clustering

Speaker
accepted

or
rejected

Enrolled spk.
Training Data

Speech
feature

extraction

k-means
clustering

Enrolled
speakers

codebooks

Merge all
male/female
codebooks

Speaker Claims
(test control file)

Training phase

Testing phase

Speech
feature

extraction

Gender-
dependent
background
codebook

Build a
personal

PNN for each
speaker

Figure 3.1.  A simplified block diagram of the WCL-1 system 

3.2. System concept 

A simplified block diagram of the Probabilistic Neural Network (PNN)-based speaker verifi-

cation system, WCL-1, is presented in Figure 3.1.  The upper part of the figure summarizes 

the process of training, where the process of building of the reference model, referred to as 

Universal Background Codebook (UBgCB), as well as construction of the individual code-

books for the target speakers is shown.  A personal PNN for each of the target users is cre-

ated, by utilizing the reference codebook and the codebook created for the corresponding 

user.  The lower part of the figure illustrates the operational mode of the WCL-1 system.  

The processing steps, WCL-1 performs for each test trial in order to make a final decision, 

are shown.  In the following subsections, the main building blocks of the system are de-

scribed in details. 

3.3. Speech pre-processing and speech features extraction 

The baseline speaker verification system utilizes a speech features set composed solely of 

thirty-two Mel-frequency cepstral coefficients (MFCC).  No post-processing of the speech 

features is performed.  A comprehensive description of the MFCC computation steps is of-

fered in Chapter 4, Section 4.3, where various implementation strategies are evaluated.  In the 

baseline system discussed here, an MFCC implementation based on the Auditory Toolbox, 

Slaney, (1998), is considered.   
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 Figure 3.2 summarizes the speech pre-processing and MFCC computation steps.  In 

the present thesis we deal with telephone quality speech, sampled at 8 kHz.  Saturation by 

level is a common phenomenon for telephone speech signals.  In order to reduce the spectral 

distortions it causes, a band-pass filtering of speech is performed as a first step of the feature 

extraction process.  A fifth-order Butterworth filter with pass-band from 80 Hz to 3800 Hz 

is used for both training and testing.  Then the speech signal is pre-emphasized by the filter:  

Figure 3.2.  Block diagram of the speech pre-processing and MFCC computation  

1( ) 1 0.97H z z−= −     (3.1) 

and subsequently, windowed into frames of 40 ms duration, at a frame rate of 100 Hz using a 

Hamming window.  Each frame is subjected to 1024-point Short Time Discrete Fourier 

Transform, and then is passed through a set of 32 triangular band-pass filter-bank channels.  

We have accepted an approximation of the Mel-scale, with 13 linearly spaced filter-banks, 

lowest central frequency 200 Hz, highest 1000 Hz and 19 log-spaced (factor 1.0711703, see 

Chapter 4, Section 4.3.4) with highest central frequency 3690 Hz.  Finally, 32 dimensional 

feature vectors are formed, after applying Discrete Cosine Transform to the log-filter-bank 

outputs.  Only the feature vectors extracted for voiced speech frames are used to represent 

the speakers’ identity.  The voiced / unvoiced speech separation is performed by a modifica-

tion of the autocorrelation method with clipping (Rabiner et al., 1976). 
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3.4. The client model design 

The clients of the speaker recognition system are often referred to as target speakers.  The 

speech recordings, collected during the enrolment session of a potential client are used for 

creating his personal model.  As described in section 3.3, only the feature vectors extracted 

from the voiced speech frames are used to model the client’s voice.  The unvoiced speech is 

more sensitive to noise and by this reason it is discarded.   

 Because the complexity and computational demands of the PNNs (Section 3.6 of the 

present chapter and Section 6.2 of Chapter 6 present details) depend strongly on the number 

and dimensionality of the training vectors, a k-means clustering algorithm (Hartigan and 

Wong, 1979) is used to reduce the amount of training data.  Codebooks are built for both the 

clients and non-clients of the system.  The non-clients, i.e. the potential impostors, are repre-

sented by a reference model, which provides scores for counterbalancing the scores pro-

duced by the clients’ models (the following Section 3.5 offers details about the reference 

model).   

 It was found experimentally that a combination of a client’s codebook composed of 

256 vectors, and a reference codebook composed of 512 vectors, provide the lowest error 

rate amongst the tested combinations.  The results from these experiments are presented in 

Figure 3.3.  Specifically, the Equal Error Rate (EER) in percentage is shown in Figure 

3.3 , and the normalized optimal decision cost (DCFopt) is presented in Figure 3.3 .  

Figure 3.3  presents the relative computational demands normalized with respect to the 

best performing combination of codebooks (a client codebook of 256 and a reference code-

book of 512 vectors).  As it can be observed in Figure 3.3, a good trade-off between per-

formance and computational demands of the PNN is obtained for the client’s codebook 

composed of 128 vectors, when it is combined with a reference model composed of 256 vec-

tors.  For this particular case, at the cost of less than one percent of relative increase of the 

error rate, a 50 % decrease of the computational demands is observed.  Due to this reason, 

the baseline system was equipped with client’s codebook of 128 vectors and a reference 

codebook of 256 vectors, since they provide the best trade-off performance vs. computa-

tional demands.  

( )a ( )b

( )c
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Figure 3.3.  Evaluation of the speaker verification performance in terms of: (a) Equal Error Rate 
in [%],  (b) normalized optimal Decision Cost, and  (c) Computational demands [%], for 
various sizes of the client’s and reference codebooks. 
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3.5. The reference model design 

A gender-specific reference model, which represents the set of potential impostor speakers, 

is created.  As shown in Figure 3.1, a personal codebook for each background speaker, which 

is assumed a non-client, is built first.  Then these non-clients’ codebooks are merged by gen-

der, and separate reference models, collectively referred to as UBgCB are created for the 

male and female speakers.  In the next step, the UBgCB size is reduced to 256 vectors (dis-

cussed in Section 3.4) by using the k-means clustering technique.  The UBgCB, along with 

the personal codebooks built for enrolled speakers, are next employed to design an inde-

pendent PNN for each target user. 

3.6. The PNN-based classifier  

A modular structure, with a distinct PNN for each client, is employed.  For each enrolled 

speaker, a personal PNN is designed to recognize him/her among an unlimited number of 

other speakers.  Both the client and the other speakers are represented by codebooks, and 

therefore, the speaker verification process is a typical two-class problem.  The PNNs, as in-

troduced by Specht, (1990), combine non-parametric probability density estimation with 

minimum risk decision making.  The density estimation implements the Parzen window es-

timator (details in Chapter 2, Section 2.6) by using a mixture of Gaussian basis functions.  

After the probability density functions for all classes are estimated, the posterior probabilities 

are computed, and then the Bayes’ decision rule is applied to select the winning class.  A de-

tailed description of the PNN is offered in Chapter 6, section 6.2, and a brief one follows. 

 Since the speaker verification process is a two-class separation problem, a PNN for 

classification in 2K =  classes is considered.  The probability density function  of 

each of the two classes  is computed by: 

f ( )i px

, 1, 2 i iκ = ,

22
1 1 1f ( ) exp ( ) (

2(2π) 1

Mi T
i p d d

ji
)p ij p ijM σσ =

⎛ ⎞
⎟x x= − − −⎜

⎝ ⎠
∑x x x 1,2,=,   with  i  (3.2) 

where  is the -th training vector from class ijx j iκ ;  is the px -p th input vector; is the 

dimension of the speech feature vectors; and is the number of training patterns in class 

d

iM

iκ .  Each training vector  is assumed a centre of a kernel function, and consequently the 

number of pattern units in the first hidden layer of the neural network is given as a sum of 

the pattern units for all classes.  The standard deviation 

ijx

σ acts as a smoothing factor, which 
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softens the surface defined by the multiple Gaussian functions.  As presented in equation 

(3.2), σ  has the same value for all the pattern units.  Therefore, in the baseline system a ho-

moscedastic PNN is considered.  

 After the estimations of the class-conditional probability density functions is ob-

tained through (3.2), the Bayesian decision rule (3.3) is applied to distinguish class iκ , to 

which the -p th input vector  belongs:  px

{ }D( ) argmax f ( ) , 1, 2  p i i i p
i

h c i= ⋅ ⋅x x = ,   (3.3) 

where  is the a priori probability of occurrence of the patterns of category ih iκ , and  is the 

cost function in case of misclassification of a vector belonging to class

ic

iκ .  

3.7. The score computation logic 

The probability  all test vectors of a given test trial ( | )iP k X { }, 1,..., p p P= =X x , to be-

long to class iκ , is computed by: 

( )
( )1

D( )
( | ) , 1, 2,

D( )
     p i

i K
p jj

N k
P k i

N k=

=
=

=∑
x

X
x

=

)

   (3.4) 

where (D( )p iN =x k  is the number of vectors classified by the Bayesian decision rule 

(3.3) as belonging to class 

px

iκ .  Since the speaker verification task assumes an exhaustive tax-

onomy, any of the inputs  falls in one of the classes px iκ .  Thus, the equality: 

( )1 D( ) ,K
p jjP N k== ∑ x =     (3.5) 

where P  is the number of test vectors in the given trial , is always preserved. X

 For a given test trial, the averaged probability for all output decisions of a particular 

PNN, obtained by testing with multiple feature vectors, is utilized to compute a score χ  de-

fined as:  

( )1( | )P kχ η β= ⋅ X − ,    (3.6) 

where η  and β  are constants for tuning the scale and the offset of the produced score, re-

spectively. 
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3.8. The speaker-independent threshold and the final decision 

A speaker-independent threshold is computed from a development set of data, in a manner 

that satisfies the decision strategy of the prospective application.  Subsequently, the thresh-

old θ  is applied to the score (3.6), and a final decision )(θO  is made: 

1  for  
( )

0  for  
O

χ θ
θ

χ θ
≥⎧

= ⎨ <⎩      (3.7) 

When the score χ  is above or equal to the threshold, the claimant user is accepted.  Other-

wise, the utterance is considered to belong to an impostor speaker. 

 In summary, the speaker verification system decides whether or not the trial belongs 

to the claimed speaker, depending on the degree of similarity of the input feature vectors to 

the speaker’s model and to the reference model.  Equation (3.2) estimates the similarity level 

by computing the corresponding Euclidean distances.  For every input speech frame, a binary 

decision is made by applying the Bayesian decision rule (3.3).  Next, through equation (3.4) 

an estimate of the probability a given test trial to belong to the claimed user is obtained. Fi-

nally, a speaker-independent threshold is applied to the score (3.6), and a final decision is 

made. 

3.9. Evaluation of the baseline system 

As a part of the evaluation strategy that was accepted, the baseline system WCL-1, presented 

in this chapter, joined to the 2002 NIST Speaker Recognition Evaluation (SRE).  Specifically, 

the WCL-1 system participated in the one-speaker detection task.  Details about the rules, 

evaluation protocol, and evaluation data are provided in Chapter 2, Sections 2.11 and 2.10.4 

and the 2002 NIST SRE Plan (NIST, 2002a). 

 During this evaluation campaign, various aspects of the speaker verification perform-

ance were studied.  Separate tests were carried out for the male and female speakers, and 

cross-gender impostor trials were not performed.  By that reason, gender-specific reference 

models were used for the male and female experiments.   

 In short, two minutes of training data per target speaker were available.  The WCL-1 

system exploits only the voiced part of the speech, and therefore only the MFCC vectors 

corresponding to voiced speech segments were computed.  Approximately 40 and 44 sec-

onds of voiced speech were obtained on average for training the male and female speakers, 

respectively.  However, for a small group of about 4 % of all target speakers, the voiced / 

 53



Chapter 3 

 

  1     2     5     10    20    40  
  1   

  2   

  5   

  10  

  20  

  40  

False Alarm probability (in %)

M
is

s 
pr

ob
ab

ili
ty

 (
in

 %
)

WCL−1:2002, 1−Speaker Detection −− Complete vs. Primary task

Complete
Primary

( )a   1     2     5     10    20    40  
  1   

  2   

  5   

  10  

  20  

  40  

False Alarm probability (in %)
M

is
s 

pr
ob

ab
ili

ty
 (

in
 %

)

WCL−1−:2002, 1−Speaker Detection −−PRIMARY TASK by GENDER

All
Males
Females

( )b

Figure 3.4. The speaker verification performance of the WCL-1 system: (a) Complete vs. Primary 
task, (b) Primary task by Gender 

unvoiced speech detector of WCL-1 found less than 15 seconds of voiced speech.  That 

amount of data is not sufficient for building reliable client models, and hence the overall per-

formance of the system was affected. 

 The main results of the 2002 NIST SRE are presented in Figures 3.4 ÷ 3.7, and Sec-

tion A2.1 of Appendix A2 offers more details.  In Figure 3.4 , the DET plots correspond-

ing to the primary condition and the complete tasks are shown.  The slight decrease of per-

formance observed for the complete task is due to the higher error rate, caused by some 

speech trials in the range 0÷15 seconds, for which very few frames of voiced speech were 

detected.  Figure 3.4  presents the gender-dependence of the speaker verification per-

formance for the primary task trials.  The traditionally lower performance for the female 

speakers, which many automatic speaker verification systems exhibit, is not obvious for 

WCL-1.  Therefore, the WCL-1 system demonstrates low level of gender-dependence over 

the system performance.  It should be noted here, however, that neither the male nor the 

female sets had sufficient number of speakers for creation of consistent reference models.  

Beside the other imperfections of the WCL-1 system, one of the major reasons for subopti-

mal performance was in the limited amount of non-target speakers that was available for 

building the reference models.  Only the 2001 NIST SRE database, which contains 74 male 

and 100 female speakers, was available to our team for development purposes and for crea-

tion of the male and female reference models.  Our experience suggests at least 250 speakers 

are required for robust modelling of the population. 

( )a

( )b
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Figure 3.5.  The speaker verification performance of the WCL-1 system: (a) by Call Location (pri-
mary task), and (b) Duration by category (all trials) 

 Figure 3.5 (  presents comparison of the speaker verification performance for dif-

ferent call locations.  Surprisingly, the best performance was obtained for ‘outside’ speech, 

which had been recorded outdoor, at the street, or at open-air public areas.  In opposite, the 

worst performance was observed for ‘inside’ trials, which were recorded at home or small 

office.  Obviously, that inconsistency is due to the mismatched train and test conditions.  

Our baseline system was not outfitted with channel normalization and environmental noise 

suppression techniques.  This caused a difference of almost 5% in the performance for the 

tested call location conditions.  As shown in Figure 3.5 , the performance for the ‘vehicle’ 

scenario is in between the ‘inside’ and ‘outside’ one.  Apparently, the training data partially 

match the environmental conditions of the ‘vehicle’ scenario, but not the ‘inside’ one.   

)a

( )a

 Figure 3.5 (  presents performance results in dependence on the test trial length.  

The test trials with length in the range 16÷25, 26÷35, and 36÷45 seconds of speech produced 

similar results.  The shortest trials, with 0÷15 seconds of speech, demonstrated increase of 

the error rate by about eight percent.  Indeed, for some speech trials, the voiced/unvoiced 

speech detector did not detect any voiced speech, and these trails were labelled as impostor 

trials, without further processing.  Finally, the test trials, whose length was in the interval 

46÷60 seconds, were not many, and that explains the abnormal nonlinearity of the corre-

sponding DET plot.  Analysing the behaviour of this specific DET curve, it could be pre-

sumed that if more trials were available in that group, it would produce approximately the 

same performance as the other groups, except the one of the shortest trials.  However, in 

)b
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Figure 3.6. Performance of the WCL-1 system: 
comparison by Transmission Type (primary 
trials) 

Figure 3.7. Performance of the WCL-1 system: The 
left bar presents the actual decision, and the 
right bar is the minimum detection cost. 
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practical applications, the shortest trials of 0÷15 are more realistic, than the longer ones.   

 In Figure 3.6, the performance results for different transmission channels and tele-

phone networks are presented.  The speech obtained from landline stationary phone net-

works, denoted in the figure as ‘Land’, brings along twice-higher error rate than the one ac-

quired over the mobile networks.  All the training data, used to build the client speaker mod-

els, were provided from mobile devices, while the testing trials included speech collected 

over both mobile and landline telephone networks.  The different transmission channels in-

troduce different types of distortions into the speech signal.  From Figure 3.6 it follows that 

there is a major difference between the land-line telephone and mobile phone speech.  As 

Figure 3.6 illustrates, the speaker verification performance also varies among the mobile net-

works due to the different coding standards, but in significantly smaller degree than the dif-

ference observed between the mobile and the landline-based networks.  Beside the band limi-

tation that the landline networks introduce, many stationary telephones use carbon button 

microphone capsules, which introduce significant distortions due to their non-linear transfer 

response, and thus contribute for further mismatch between training and testing conditions. 

 In Figure 3.7, the non-normalized actual decision costs (the left bar) and minimum 

decision cost (the right bar) obtained for the complete task are shown.  The actual decision 

cost is larger than the minimal one, and is positioned in a direction towards the Equal Error 

Rate (EER) decision point.  Because the speaker-independent threshold was set for final de-

cision around the EER, the false acceptance and false rejection errors had approximately the 
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same contribution to the overall error, which corresponds to the almost equal dark and light 

sections of the left error bar shown in Figure 3.7.  On the other hand, the optimal decision 

point accounts for the misbalance between the client and impostor trials imposed by the 

evaluation data, and thus, the optimal decision point is moved towards the area of high secu-

rity, which is the area of low false acceptance errors. 

3.10. Technology validation 

Comparative performance assessment of the baseline speaker verification system, WCL-1, 

with respect to the present state-of-the-art speaker verification technology was performed 

during several world-wide speaker recognition evaluation campaigns.  Specifically, the WCL-

1 system successfully participated in the 2002, 2003, and 2004 NIST Speaker Recognition 

Evaluations and the 2003 NFI/TNO Forensic Speaker Recognition Evaluation.  Section 2.11 

of Chapter 2 provides details about these forums.  Comparative evaluation results, reporting 

the speaker recognition performance in the various NIST SRE scenarios are presented in 

Appendix A2.  In the following, the main results from the 2003 NFI/TNO Forensic Speaker 

Recognition Evaluation are presented. 

 In (van Leeuwen and Bouten, 2004), a comprehensive description of the rules and 

procedure of the 2003 NFI/TNO Forensic Speaker Recognition Evaluation is presented.  In 

brief, this evaluation targeted at assessment of the practical value of the present state-of-the-

art technology in forensic context.  Real-world wiretapped recordings, collected in real police 

investigations, from real criminal suspects, were used during this evaluation in order to pro-

vide conditions closer as much as possible to real forensic investigations.  

 The 2003 NFI/TNO Forensic Speaker Recognition Evaluation forum was supposed 

to evaluate a number of systems from fifteen participating organizations – Universities, com-

mercial companies, and research institutes.  Since some participants submitted results for 

multiple systems the total was about thirty systems.  One participating organization failed to 

provide results in the framework of the evaluation, and the results from another one did not 

meet the requirements.  In addition, one of the systems represented internal methodology of 

the National Forensic Institute of The Netherlands, and by this reason its results were kept 

by the organizers for internal use only.  Each of the rest twelve organizations had one pri-

mary system, results for which were reported in van Leeuwen and Bouten, (2004). 

 In Figure 3.8 and 3.9, the formal evaluation results for the twelve primary systems are 

presented.  Beside the PNN-based WCL-1 system, most of the other primary systems were 
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GMM-based, but also some of them were a score-level fusion of multiple classifiers.  For 

example system fourteen is a score-level fusion of state-of-the-art GMM and SVM systems.   

WCL-1

Figure 3.8. The 2003 NFI/TNO Forensic Speaker Recognition Evaluation – composite DET plot  

 Figure 3.8 presents the composite DET plot for all primary systems.  The potential 

capabilities of each system are represented through the optimal decision point, denoted by 

circle, where the decision cost is minimal.  In this ranking the WCL-1 system has the fourth-

best position.  The actual decision cost, which is the final measure about the usefulness of a 

system, and which accounts for both the modelling abilities and the quality of the decision 

making process is denoted by triangle.  In the composite DET plot, for some systems, the 

triangle and/or circle markers are missing, since they are placed beyond the visible area.  For 

a perfect speaker recognition system, the actual decision has to be maximally close to the op-

timal one, and therefore, the triangle has to coincide with the circle. 

 Figure 3.9 presents the official evaluation results and the ranking of the systems.  The 

normalized decision cost for some systems exceeds unity, and in the graph is limited to one.  

The table bellow the figure presents the true value.  As observed in the figure, the most left 
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system is the best, since it provides the lowest actual decision cost (the right bar in each pair 

of bars), and the systems in the right side of it show a lower performance, since they demon-

strate higher decision cost.  Apparently, for some systems the actual decision cost and the 

optimal decision cost stay apart one from another.  The large ellipse in Figure 3.9 emphasizes 

the results for the WCL-1 system.  As presented in this plot, the WCL-1 system took second 

position in the final ranking.   

Figure 3.9. Actual and optimal (minimal) decision costs for the twelve primary systems –  
details available in van Leeuwen and Bouten, (2004) 

 A comprehensive description of the evaluation results is presented in van Leeuwen 

and Bouten, (2004), and a comparison between the NFI-TNO Forensic Speaker Recognition 

Evaluation and the NIST Speaker Recognition Evaluations is available in van Leeuwen and 

Bouten, (2005). 

3.11. Summary and discussion 

Chapter 3 starts with a general description of the architecture of the WCL-1 system.  Then 

the speech parameterization and the client model design are discussed.  Dependence of the 

system performance on the size of client and reference models is offered.  Next, brief outline 

of the PNN classifier, the threshold, and the final decision logic is given.  Finally, synopsis of 

the evaluation results obtained in the 2002 NIST Speaker Recognition Evaluation, and the 

2003 NFI/TNO Forensic Speaker Recognition Evaluation are discussed.    
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 The baseline speaker verification system, WCL-1, is further employed in the follow-

ing Chapters 4, 5, and 6, as a research platform to study various aspects of the speaker rec-

ognition technology.   

 In brief, the results presented in Chapter 3 can be summarized as follows: A Prob-

abilistic Neural Network-based speaker verification system, referred to as WCL-1, was devel-

oped.  It comprises the first step toward evaluating a technology that could provide an alter-

native to the present state-of-the-art Gaussian Mixture Models (GMM)-based classifiers for 

many practical applications.  This system was evaluated in the 2002, 2003, and 2004 NIST 

Speaker Recognition Evaluation and in the 2003 NFI-TNO Forensic Speaker Recognition 

Evaluation campaigns, where its performance was compared with state-of-the-art speaker 

recognition technology.  An analysis of the evaluation results was presented.   

  In conclusion, the PNN-based speaker verification system, WCL-1, described in 

Chapter 3, provided an example of successful approach for speaker verification, which pos-

sesses a good practical value.  It was mentioned in a number of publications by other authors 

(Hannachi et al, (2003, 2004); Bolat and Yildirim, 2003; Dagtas et al, 2004; Kurematsu et al, 

2005; etc).  The catalogue of known citations related to the PNN-based system, WCL-1, is 

listed in Section 1.6 of Chapter 1.  
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In Chapter 4, various speech parameterisation techniques are studied on the task of speaker 

verification.  Specifically, a comparative evaluation of four implementations of the widely 

used Mel Frequency Cepstral Coefficients is performed.  Subsequently, alternative speech 

feature extraction schemes, such as wavelet-packets based speech features, explicitly designed 

for the tasks of speaker recognition, are contrasted to two other wavelet-based speech pa-

rameters that have been reported successful.  Finally, the contribution of two frequently used 

prosodic parameters for improving of the speaker verification performance is evaluated. 
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4.1. Introduction  

Chapter 4 studies various speech parameterization schemes and their performance on the 

speaker verification task.  The speech parameterisation process aims at describing the signifi-

cant information contained in the underlying speech signal by array of parameters, referred 

to as speech features.   

  In general, the speech features must provide an adequate representation of the 

speech-related information contained in a speech signal, while remain insensitive to various 

sources of undesired variability.  For instance, such are sources of interference from the envi-

ronment, linear and nonlinear distortions introduced by the transmission channel and the 

transducer that acquires the speech signal, etc.  In particular, in the speaker recognition tasks, 

it is desired that the speech features represent the specifics of particular voice with sufficient 

accuracy.  To achieve this, a given set of speech parameters have to possess a number of spe-

cific qualities, such as sensitivity to the user’s physiological individuality (as concerns the glot-

tis and the vocal tract); ability to account for the speaking style of the person; etc.   

  As already discussed in Chapter 2, Section 2.3, the speech features that account for 

the shape of the vocal tract are less susceptible to the state of health of a person, when com-

pared to the fundamental frequency of speech, which is related the movements of the glottis.  

Moreover as demonstrated in (Doddington, 1974) the fundamental frequency is more sus-

ceptible to mimic attempts, and its use in applications, which require low probability of non-

authorized access, i.e. high-security, is controversial.  Due to these considerations, in the pre-

sent chapter, the focus is placed on speech features related to the filter function of the 

speech production system.  Nevertheless, because the prosodic parameters are known to 

carry valuable information about the speaker that can be exploited for achieving a superior 

speaker recognition performance, in Section 4.5, the importance of the fundamental fre-

quency and the frame energy is studied. 

  The advances in the understanding of the human auditory system, from which the 

contemporary speech parameterization methods stem, led to multitude of biologically in-

spired speech features.  Here, four implementations of the Mel-Frequency scale Cepstral Co-

efficients (MFCC) are evaluated on the speaker verification task.  Next, as alternative to the 

MFCC, a novel set of wavelet packet-based speech features, explicitly designed for speaker 

recognition is proposed.  Finally, a comparative evaluation of the speech features is offered.    
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Figure 4.1. The Mel scale. The translation from frequency to mels is reconstructed according 
to the tabulation given by Beranek, (1949). 

4.2. Pitch perception and critical bands 

The Mel (from Melody) scale, a heuristically derived perceptual scale that was initially pro-

posed by Stevens, Volkman, and Newman in (Stevens et al, 1937), provides the relation be-

tween perceived frequency, or pitch, of a pure tone as a function of its acoustic frequency.  

Stevens et al. organized experiments in which subjects were required to adjust the frequency 

of a stimulus tone to be half as high as that of a comparison tone.  Based on the experimen-

tal results they proposed the unit mel for that scale equal to 1/1000 of the reference point, 

selected at 1000 mels.  The reference point between this scale and normal frequency meas-

urement is defined by equating a 1000 Hz tone, 40 dB above the listener's threshold, with a 

pitch of 1000 mels.  Above about 500 Hz, larger and larger intervals are judged by listeners 

to produce equal pitch increments.  As a result, four octaves on the hertz scale above 500 

Hz are judged to comprise about two octaves on the mel scale.  Later on, in Stevens and 

Volkman, (1940), the original Mel scale was revised.  In this later work, the authors pre-

sented results from a second experiment with a modified experimental setup, which resolves 

some differences among the test subjects.  The updated version of the Mel scale is illustrated 

in Figure 4.1.  Equal increments in mels correspond to equal increments of the perceived 

pitch of a pure tone stimuli.  

  Although other earlier studies were present in the first half of the twentieth century, a 
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considerable progress in the exploration of the human auditory system was made by 

Fletcher, (1940).  Based on experiments, which measure the threshold of hearing of a sinu-

soidal signal as a function of the bandwidth of a band-pass noise masker, he performed, 

Fletcher suggested that the peripheral auditory system behaves as if it consisted of a bank of 

band-pass filters with overlapping pass-bands, now referred to as auditory filters.  He relied on 

the assumption that the frequency selectivity of the auditory system and the characteristics 

of its corresponding auditory filters can be investigated by conducting perceptual experi-

ments based on the technique of masking.  As it is now widely known, the masking effect 

decreases the sensitivity of the human auditory system to the detailed spectral structure of a 

sound within the bandwidth of a single auditory filter.  To describe the effective bandwidth 

of the auditory filter over which the main masking effect takes place, Fletcher introduced the 

term of critical bandwidth (CB).  He also used the phrase critical bands to refer to the concept of 

the auditory filters. 

  Since Fletcher’s first description of the critical bands, many experimenters attempted 

to estimate it.  Zwicker (1961) estimated that the critical bandwidth is constant and equal to 

100 Hz for frequencies below 500 Hz, while for higher frequencies, it increases approxi-

mately in proportion with the centre frequency. It has to be mentioned here that the critical 

bandwidth relationship derived by Zwicker, was estimated when there were only few esti-

mates available for low centre frequencies and thus Zwicker had to use extrapolation. More 

important is however that the work of Zwicker demonstrated how an objectivist theory of 

pitch should be developed in contrast to the subjectivist view that led to the Mel scale. In 

Zwicker and Terhardt, (1980), the authors derived a function from frequency to subjective 

pitch, expressed in Barks (named after Heinrich Barkhausen, a German physicist) units. De-

spite the advantage of the Bark scale, namely of being laid on solid theoretical grounds, both 

the Mel and Bark scales remain in use.  

  In more recent experiments (Glasberg and Moore, 1990) demonstrated that the esti-

mated by Zwicker critical bandwidths are not accurate, and the critical bandwidth continues 

to decrease with frequency yet for frequencies far bellow 500 Hz. In (Moore, 2003), an 

analysis of attempts to determine the shape of the auditory filters and estimate the Equiva-

lent Rectangular Bandwidth (ERB) demonstrated that there are discrepancies between the 

present understanding of the critical bandwidth and the Zwicker’s models.  

  The ERB might be regarded as a measure of the CB and according to Moore (2003), 

it is equal to the bandwidth of a perfect rectangular filter, whose pass-band is equal to the 
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maximum transmission of the specified filter and transmits the same power of white noise as 

the specified filter.  Equation (4.1) presents the ERB as a function of centre frequency f  

using moderate sound levels for young people with normal hearing (Glasberg and Moore, 

1990): 

 ( )3ERB 24.7 4.37 10 1f−= × ⋅ × + , (4.1) 

where the values of ERB and f  are specified in Hz.  As presented in Moore (2003), equa-

tion (4.1) fits roughly the values of ERB estimated in many different laboratories.  There-

fore, ERB approximates the CB, which in turn is a subjective measure of the bandwidth of 

the auditory filters.  However, the CB function derived by Zwicker fits markedly less well to 

the above equation at low frequencies. 

  The incorporation of this refined understanding of the human auditory system in the 

parameterization of the speech signal for the purpose of automatic speech and speaker rec-

ognition led to an improved performance due to the emergence of new feature extraction 

techniques.  Many innovative speech features were designed, such as: Perceptual Linear pre-

diction (PLP) proposed in (Hermansky, 1990), Adaptive Component Weighting (ACW) (As-

saleh and Mammone, (1994a, 1994b)), etc but the Mel-Frequency cepstral coefficients 

(MFCC) paradigm, firstly introduced in Davis and Mermelstein, (1980), preserved its pre-

dominance.  

  In Section 4.4, an approximation of the non-linear perceptual behaviour of the audi-

tory system via wavelet packets is proposed.  This approach, supported by the insights of 

Moore (2003), exploits the most recent advances in the understanding of the human auditory 

system.  Based on this framework, wavelet packet trees designed specially for the purpose of 

the speaker recognition tasks are constructed.  Next, employing the most successful wavelet 

packet trees novel speech features, explicitly designed to emphasise the individuality of hu-

man voices, are computed.  Finally, these speech features are compared with other categories 

of speech features, which were reported successful on the speaker recognition tasks.   

4.3. Speech features that model the non-linear pitch perception of human 

Following the progress in the field of psychoacoustics that has been made in the second half 

of the twentieth century human auditory system (Zwicker, 1961; Patterson and Moore, 1986; 

Glasberg and Moore, 1990; Moore and Glasberg, 1996), the speech parameterisation process 

was enriched with new class of methods, which were commonly labelled as biologically in-
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spired speech parameterisation methods.  This group includes a diversity of speech parame-

terisation techniques, which bear resemblance to various aspects of the human auditory per-

ception.  

  Relying on the Zwicker’s approximation of the critical bandwidth and on the 

Koenig’s approximation of the non-linear pitch perception of human, Davis and Mermel-

stein, (1980) proposed the renowned MFCC features.  As it becomes clear from the discus-

sion in Section 4.2, the MFCC features as they are computed in (Davis and Mermelstein, 

1980), include approximations of the critical bandwidths that do not completely conform to 

our today’s understanding of that matter.  Nevertheless, the MFCC had a great impact on the 

speech parameterisation methodology and the speech recognition applications.  In Davis and 

Mermelstein, (1980), it was demonstrated that MFCC outperform LPC, LPCC, and other 

features, on the task of speech recognition.  From the multitude of spectrum-derived speech 

features that have been proposed in the literature, here we consider the MFCC.  It was dem-

onstrated (Davis and Mermelstein, 1980; Reynolds, 1994; Chen et al., 1997) that in noisy con-

ditions they preserve the highest robustness, when compared to other potential candidates, 

such as LPCC, PLP, etc.  

4.3.1. Implementations of the  Mel-frequency cepstral coefficients 

After the introduction of the term MFCC in (Davis and Mermelstein, 1980), numerous varia-

tions and improvements of the original idea were proposed.  These differ mainly in the num-

ber of filters, the shape of the filters, the way the filters are spaced, the bandwidth of the fil-

ters, and the manner in which the power spectrum is warped.  In addition to the aforemen-

tioned variables, the frequency range of interest, the selection of actual subset and the num-

ber of MFCC coefficients that are employed in the classification can be also different.  

  One of the main reasons for such diversity of implementations is the desire of re-

searchers to follow the progress made in the area of psychoacoustics during the years.  For 

instance, there exist various approximations of the nonlinear pitch perception of the human 

auditory system.  An early approximation, referred to as Koenig scale (Koenig, 1949), is ex-

actly linear below 1000 Hz and logarithmic above 1000 Hz.  It provides a computationally 

inexpensive representation of the Mel scale, which however is not very precise and signifi-

cantly deviates from the original scale for frequencies both lower and higher than 1000 Hz.  

  A more precise approximation was suggested by Fant, (1949):  
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  ˆ log 1 lin
mel const n

b

ff k
F

⎛ ⎞
= ⋅ +⎜

⎝ ⎠
⎟ ,        (4.3) 

for  In the specific form presented in Fant, (1973):  1000.bF =

1000ˆ log 1
log 2 1000

lin
mel n

n

ff ⎛= ⋅ +⎜
⎝ ⎠

⎞
⎟        (4.4) 

it was found to represent a more close approximation of the Mel scale (only for the fre-

quency range of [0 kHz), when compared with the approximation offered by the  Koenig 

scale.  In addition, the formulation (4.4) is particularly interesting since the values of 

, 5]

m̂elf  

remain unaffected by the choice of the base  of the logarithm. Other approximations of 

the Mel scale that were derived from (4.3) make use of natural or decimal logarithm, which 

leads to different choice of the constant .  The following two representations: 

n

constk

10
ˆ 2595 log 1

700
lin

mel
ff ⎛= ⋅ +⎜

⎝ ⎠
⎞
⎟        (4.5) 

and 

ˆ 1127 log 1
700

lin
mel e

ff ⎛= ⋅ +⎜
⎝ ⎠

⎞
⎟       or   ˆ 1127 ln 1

700
lin

mel
ff ⎛= ⋅ +⎜

⎝ ⎠
⎞
⎟   (4.6) 

are widely used in the various implementations of the MFCC. Compared to (4.4), the formu-

lae (4.5) and (4.6) provide a closer approximation of the Mel scale for frequencies below 

1000 Hz, at the price of higher inaccuracy for frequencies higher than 1000 Hz. 

  Beside the various approximations of the non-linear pitch perception, there are vari-

ous estimations of the critical bandwidth, which also contributed for assortment of speech 

parameterization schemes.  In the following subsections 4.3.2 - 4.3.5, a review of the most 

popular MFCC implementations is presented: 

• MFCC FB-20 – introduced by Davis and Mermelstein, (1980),  

• HTK MFCC FB-24 – from the Cambridge HMM Toolkit (HTK) described in 

(Young et al, 1995), 

• MFCC FB-40 – from the MATLAB Auditory Toolbox of Slaney (1998),  

• HFCC-E FB-29 (Human Factor Cepstral Coefficients) – proposed by Skow-

ronski and Harris, (2004). 

 These implementations differ mainly in the particular approximation of the nonlinear 
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pitch perception of human, the filter bank design, and the logarithmic compression of the 

filter bank output.  Subsequently, a comparative evaluation of these speech features is per-

formed on the task of text-independent speaker verification, by means of the well-known 

2001 NIST SRE one-speaker detection database.  

4.3.2. The MFCC FB-20  

In the paradigm introduced in (Davis and Mermelstein, 1980) the then novel MFCC were 

designed as a set of discrete cosine transform decorrelated parameters, which are computed 

through a transformation of the logarithmically compressed filter-output energies, derived 

through a perceptually spaced bank of triangular filters that is applied on the Discrete Fourier 

Transform (DFT)-ed speech signal.   

  Given point DFT of the discrete input signal -N ( )x n ,  

  
1

0

2( ) ( ) exp , 0,1,..., 1   
N

n

j nkX k x n k N
N
π−

=

−⎛ ⎞= ⋅ =⎜ ⎟
⎝ ⎠

∑ − ,    (4.7) 

a filter bank with M equal height triangular filters ( 1, 2,...,i M= ) is constructed. Each of 

these M equal height filters is defined as: 
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         with  1, 2,...,i M= , (4.8) 

where  stands for the th filter, i -i
ibf  are the boundary points of the filters, and 

 corresponds to the th coefficient of the -point DFT. The boundary 

points 

1,2,...,k = N -k N

ibf are expressed in terms of position. Their relative position depends on the sampling 

frequency sF  and the number of points  in the DFT: N

 ( ) ( ) ( )1
ˆ ˆ

ˆ ˆ
1i

mel high mel low
b mel mel low

s

f f f fNf f f f i
F M

−
⎛ ⎞−⎛ ⎞
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Figure 4.2. Mel-spaced filter-bank according to Davis and Mermelstein, (1980). The centre 
frequencies of the first ten filters are linearly spaced and next ten have logarithmi-
cally spaced centre frequencies 

Here, the function ( )ˆ .melf  states for the transformation (4.6), the lowf  and highf  are respec-

tively the low and the high boundary frequency for the entire filter bank, M is the number of 

filters, and 1ˆ
melf −  is the inverse to (4.6) transformation, formulated as: 

1
ˆˆ 700 exp 1

1127
mel

mel lin
ff f−

⎡ ⎤⎛ ⎞
= = ⋅ −⎢ ⎥⎜ ⎟⎜ ⎟⎢ ⎥⎝ ⎠⎣ ⎦

        (4.10) 

Here, the sampling frequency sF , and the frequencies lowf , highf , and linf , are in Hz, and 

the m̂elf  is in mels. Equation (4.9) provides that the boundary points of the filters are uni-

formly spaced in the Mel scale.  

  As Figure 4.2 illustrates, the filter bank used by Davis and Mermelstein is comprised 

of twenty equal height filters. The centre frequencies of the first ten filters are linearly spaced 

between 100 Hz and 1000 Hz, and the next ten have centre frequencies logarithmically 

spaced between 1000 Hz and 4000 Hz.  The choice of centre frequency 
ic

f  for the i -th fil-

ter can be approximated (Skowronski, 2004) as: 

10

0.2( 10)

100 , 1,...,10

2 , 11,..., 20

               

 ic i
c

i i
f

f i−

⋅ =⎧⎪= ⎨ ⋅ =⎪⎩
       (4.11) 

where the centre frequency 
ic

f is assumed in Hz. 

  As illustrated in Figure 4.2, the endpoints of each one of the triangular filters are de-
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termined by the centre frequencies of adjacent filters, and therefore, the bandwidth of these 

filters is not an independent variable. More precisely, the bandwidths of the filters are deter-

mined by the spacing between the centre frequencies of the adjacent filters, which on its 

hand is a function of the sampling rate of the signal and the number of the filters in the filter 

bank. Therefore, for a given sampling frequency, increase of the number of filters results in 

decrease of their bandwidth. 

  According to Davis and Mermelstein, (1980), the MFCC parameters are computed as 

1
cos ( 1 2) , 1, 2,..., with  

M

j i
i

C X j i j
M
π

=

⎛ ⎞= ⋅ ⋅ − ⋅ =⎜ ⎟
⎝ ⎠

∑ J ,    (4.12) 

where M is the number of filters in the filter bank, is the number of cepstral coefficients 

which are computed (usually ), and 

J

J M< iX  is formulated as the “log-energy output of the 

th filter” (Davis and Marmelstein, 1980).  Here, the “log-energy output of the -i t  filter” is 

understood as: 

-i h

1

10
0

log ( ) ( ) ,
N

i i
k

X X k H k
−

=

⎛ ⎞
= ⋅⎜ ⎟

⎝ ⎠
∑      1, 2,...,i M= .     (4.13) 

The log-energy output iX  of each filter is derived through the absolute spectrum ( )X k , 

and the filter-bank  defined in (4.8).  It has to be mentioned here that since ( )iH k iX  is de-

rived through the magnitude spectrum ( )X k , and not through the power spectrum 

2( ) ,X k  it does not comply with the Parseval’s definition of energy as sum of squared 

terms.  Nevertheless, in most of the MFCC implementations this definition of energy is used. 

  Though, the characteristics of the Mel-spaced filter bank mimic some aspects of the 

human auditory system, the work of Davis and Mermelstein does not provide an explanation 

about the choice of the shape of the filters, the overlap between them, the number of filters, 

nor it explains how the overall design can be adapted for sampling frequencies different than 

the 10 kHz, indicated in their work.   

  Even though it is well-known (Moore, 2003) that the triangular shape of the filters 

roughly approximate the critical bands of the human auditory system, the known relationship 

(4.1) between centre frequency of the filter and critical bandwidth is not used in the scheme 

of Davis and Mermelstein.  Despite this deficiency, the general description of the MFCC 

paradigm provided in (Davis and Mermelstein, 1980) led to a significant advance in the 
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speech parameterization research and improved performance in mismatched train and test 

conditions (Shannon and Paliwal, 2003).  In subsequent contributions, a number of research-

ers redesigned and elaborated the original MFCC design.  Two of these implementations 

(Young et al, 1995; Slaney, 1998) became widely used in speech and speaker recognition ap-

plications and by that reason they will be discussed in the following sub-sections. 
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Figure 4.3. Mel-spaced filter-bank composed of twenty logarithmically spaced filters 

4.3.3. The HTK MFCC-FB24 

Another implementation of the MFCC that is now widely used was created in the framework 

of the Cambridge Hidden Markov Models (HMM) Toolkit (HTK) described in Young et al, 

(1995).  In the present Chapter 4, it will be referred to as HTK MFCC FB-24.  The designa-

tion HTK MFCC FB-24 reflects the number of filters ( 24M = ) recommended by HTK 

(Young et al, 1995) for signal bandwidth of 8 kHz.  In the implementation of HTK, similarly 

to the original approach of Davis and Mermelstein, a filter bank of equal height filters is as-

sumed.  

  The MFCC FB-24 make use of the definition (4.5) of the Mel frequency, which re-

lates the linear frequency linf  to the Mel frequency m̂elf .  Both are assumed in Hz.  In the 

HTK implementation of the MFCC, the limits of the frequency range are the parameters that 

define the basis for the filter bank design.  More specifically, the lower and the higher 

boundaries of the frequency range of the entire filter bank,  l̂owf   and ĥighf  respectively, are 

determinant for the computation of the unit interval f̂∆ : 

ˆ ˆ
ˆ

1
high lowf f

f
M
−

∆ =
+

,          (4.13) 
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which serves as footstep in the definition of the centre frequencies of the individual filters.  

The centre frequency ˆ
icf of the i -th filter is given by: 

ˆ ˆ ˆ , 1,..., 1    
ic lowf f i f i M= + ⋅∆ = − ,       (4.14) 

where M is the total number of filters in the filter bank.  The centre frequencies of the filters 

are expressed in Hz, as: 
ˆ 2595

700 10 1i
i

fc
cf

⎛= ⋅ −⎜
⎝ ⎠

⎞
⎟         (4.15) 

The shape of the individual triangular filters is defined by (4.8).  The HTK MFCC FB-24 fil-

ter bank adapted to sampling frequency of 8 kHz is illustrated in Figure 4.3.  In (Young et al, 

1995), twenty filters are recommended for speech bandwidth of 4 kHz.  

  The HTK MFCC FB-20 parameters are computed as follows: The DFT ( )X k  (4.7), 

computed for the discrete input signal ( )x n , is used for computing the power spectrum  

2( )X k , which acts as input for the filter bank (4.8).  Next, the filter bank output is 

logarithmically compressed through:   

( )iH k

1 2

0
ln ( ) ( ) ,

N

i
k

iX X k H k
−

=

⎛ ⎞
= ⋅⎜

⎝ ⎠
∑ ⎟        (4.16) 

and decorrelated by the DCT (4.12), to provide the HTK MFCC FB-20 parameters. 

4.3.4. The MFCC FB-40 

In the following, the MFCC as they are computed by the Auditory Toolbox (Slaney, 1998), 

will be refer to as to MFCC FB-40, since they are computed through a filter-bank of forty 

filters.  Assuming sampling frequency 16000 Hz, Slaney implemented a filter bank of forty 

equal area filters, which cover the frequency range [ .  The centre frequen-

cies of the first thirteen of them are linearly spaced in the range [  with a 

step of 66.67 Hz, and the ones of the next twenty-seven are logarithmically spaced in the 

range [  with a step size 

133 , 6854 ]Hz   Hz

200 , 1000 ]Hz   Hz

1071 , 6400 ] Hz   Hz 1.0711703logStep = , computed as: 

40ln 1000exp
cf

logStep
numLogFilt

⎛ ⎞⎛ ⎞
⎜ ⎜ ⎟= ⎝ ⎠⎜
⎜ ⎟
⎝ ⎠

⎟
⎟ ,        (4.17) 
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where  is the centre frequency of the last of the logarithmically spaced filters, 

and the  is the total number of the logarithmically spaced filters. 

40
6400 Hzcf =

27numLogFilt =

  Since a sampling frequency of 8000 Hz is considered here, only the filters placed be-

low 4000 Hz were retained.  Figure 4.4 illustrates the first 32 filters, which cover the fre-

quency range [ .  As in the original scheme of Slaney, the centre frequen-

cies of the first thirteen of them are linearly spaced in the range [  and the 

ones of the next nineteen are logarithmically spaced (

133 , 3954 ]Hz   Hz

200 , 1000 ]Hz   Hz

1.0711703logStep = ) in the range 

.  For clarity of exposition, next the version of the Slaney’s MFCC that 

corresponds to sampling rate of 8000 Hz is referred to as MFCC FB-32.  

[1071 , 3692 ] Hz   Hz

 On the analogy of the equal height filters (4.8), each of the equal area filters is defined as: 
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,    with    (4.18) 1, 2,...,i M=

where  stands for the th filter, i -i
ibf  are 2M +  boundary points that specify the M filters, 

and  corresponds to the th coefficient of the -point DFT.  The boundary 1,2,...,k = N

points 

-k N

ibf are expressed in terms of position, as specified above.  The key to equalization of 

Figure 4.4. Mel-spaced filter-bank composed of equal area filters. The centre frequencies of the
first thirteen filters are linearly spaced and the ones of the next nineteen are logarithmi-
cally spaced.   
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the area below the filters (4.18) lies in the term:  

 
( )1 1

2

i ib bf f
+ −
−

.          (4.19) 

Due to the term (4.19), the filter bank (4.18) is normalized in such a way that the sum of co-

i
k=

efficients for every filter equals one.  Thus, the -i th filter satisfies: 

N
H k

1
( ) 1=∑ ,      for  1, 2,...,i M=        (4.20) 

Next, the equal area filter bank (4.18) is empl mputation of th

FCC) introduced by Skowronski and Harris, 

ce in the HFCC of Skowronski and Harris, when com-

 

,    (4.21) 

where 

oyed in the co e log-energy out-

put (4.13).  Finally, the DCT (4.12) provides the MFCC-FB40 parameters. 

4.3.5. The HFCC-E FB-29 

The Human Factor Cepstral Coefficients (H

(2004), represent the most resent update of the MFCC filter bank.  Like the other MFCC 

implementations discussed in Section 4, the HFCC do not pretend to be a perceptual model 

of the human auditory system, but rather are biologically inspired feature extraction scheme.  

  Assuming sampling frequency of 12500 Hz Skowronski and Harris, (2004) proposed 

the HFCC filter bank composed of 29 mel-warped equal height filters, which cover the fre-

quency range [0, 6250 ]  Hz .  Since here a sampling frequency of 8000 Hz is assumed, only 

the first 24 filters, which cover the frequency range of [0, 4000 ] Hz , were kept -- see Figure 

4.5.  As illustrated in the figure, in the HFCC scheme, the overlapping among the filters is 

different from the traditional – one filter can overlap not only with its closest neighbours but 

also with more remote neighbours.  

  The most significant differen

pared to the earlier MFCC, is that the filter bandwidth is decoupled from the filter spacing. 

More specifically, the filter bandwidth in the HFCC is derived from the equivalent rectangu-

lar bandwidth (ERB) introduced by Moore and Glasberg, (1983): 

6 2 36.23 10 93.39 10c cERB f f− −= ⋅ ⋅ + ⋅ ⋅ + 28.52

cf  is the centre frequency of the individual filters in Hz. Equati

hich Skow

on (4.21) provides a 

good fit to the experimental curve for the frequency range [100,6500]  Hz.  The filter band-

width computed by (4.21) is further scaled by a constant, w ronski and Harris la-
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belled as E-factor. 

  In brief, the HFCC filter bank design, as it was described by Skowronski (2004), con-

sists in the following steps: First, the low lowf  and high highf  boundaries of the entire filter 

bank and the number M  of filters are chosen.  The centre frequencies 
1c

f  and 
Mcf of the 

first and the last of the filters, respectively, are computed as: 

( )21 4 ,
2icf b b c= ⋅ − + − ⋅         (4.22) 

where the index  is either  or i 1 M , and the coefficients b and c defined as: 

ˆb b
ˆ

b
a a
−

=
−

 ,          (4.23) 

ˆ
ˆ

c cc
a a
−

=
−

             (4.24) 

receive different values for the two cases.  The values of the constants  come from  , ,  a b c

(4.21) and are 6 36.23 10 , 93.39 10 , 28.52  − −⋅ ⋅ , respectively.  For the first filter, the values of 

the coefficients ˆˆ ˆ, ,  a b c  are computed as: 

1 1ˆ
2 700 low

a
f

= ⋅
+

,         (4.25) 

700ˆ
700 low

b
f

=
+

,          (4.26) 
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Figure 4.5. The HFCC filter bank proposed by Skowronski and Harris (2004) 
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700ˆ 1
2 700
low

low

fc
f

⎛ ⎞
= − ⋅ +⎜ +⎝ ⎠

⎟ .         (4.27) 

For the last filter these coefficients are:  

1 1ˆ
2 700 high

a
f

= − ⋅
+

,         (4.25) 

700ˆ
700 high

b
f

= −
+

,          (4.26) 

700ˆ 1
2 700
high

high

f
c

f
⎛ ⎞

= ⋅ +⎜⎜ +⎝ ⎠
⎟⎟ .        (4.27) 

  Once the centre frequencies of the first and the last filters are computed, the centre 

frequencies of the filters lying between them are easily computed, since they are equidistant 

on the Mel-scale.  The step  between the centre frequencies of adjacent filters is com-

puted as:  

f̂∆

1
ˆ ˆ

ˆ
1

Mc cf f
f

M
−

∆ =
−

         (4.28) 

where all frequencies are in mels.  The conversions 
1

ˆ
c 1c

f f→  and ˆ
M Mc cf f→ are given by 

(4.5).  Then, the centre frequencies ˆ
icf are computed as: 

( )
1

ˆ ˆ ˆ1 , 2,..., 1.   for 
ic cf f i f i M= + − ⋅∆ = −      (4.29) 

Next, through (4.15), the reverse transformation ˆ
ic icf f→ is performed, and through (4.21) 

the iERB  for each 
ic

f is computed.  Finally, the low and high frequencies 
ilowf and 

ihighf , 

respectively, of the th filter.  Are derived through the constraints: -i

(1
2 ii high loERB f f= ⋅ − )iw        (4.30) 

and 

( )1ˆ ˆ ˆ
2i ic high lof f f= ⋅ −

iw ,        (4.31) 

which is transformed to: 
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2(700 ) (700 ) ( 1400)
i ilow i i c cf ERB ERB f f= − + + + + +

i
,   (4.32) 

and 

2
i ihigh low if f ERB= + ⋅ .       (4.33) 

With all parameters computed through (4.22) ÷ (4.33), the design of the HFCC filter bank is 

completed.  Next, similarly to the MFCC scheme of Davis and Mermelstein, the log-energy 

filter bank outputs are computed (4.13), and the DCT (4.12) is applied to decorrelate the 

HFCC parameters.   

4.3.6. Comparison among MFCC implementations 

The MFCC implementations outlined in subsections 4.3.2 – 4.3.5 were evaluated on the 2001 

NIST SRE database by means of the PNN-based text-independent speaker verification sys-

tem described in Chapter 3.  A common protocol was followed in all experiments according 

to the rules described in the 2001 NIST SRE Plan (NIST, 2001).  In brief, approximately 40 

seconds of voiced speech were detected (in two-minute recordings) for training the target 

models.  The common reference model was created by exploiting the male training speech 

available in the 2002 NIST SRE database (NIST, 2002a).  Approximately one hour and forty 

minutes of voiced speech was available for that purpose.  After training, the user models 

were tested carrying out all male trials as defined in the complete one-speaker detection task.  

Each experiment comprised 850 target and 8500 impostor trials with a duration from 0 to 60 

seconds of speech.  

  To accommodate to sampling rate of 8 kHz, we have excluded from all filter banks 

the filters, which spread beyond the 4 kHz border.  Thus, in the experiments with the MFCC 

FB-20 of Davis and Mermelstein we have used 19 filters – ten with linearly spaced centre 

frequencies and nine with logarithmically spaced ones.  Following the instructions in (Young 

et al, 1995), we used a filter bank of 20 filters for computing the HTK MFCC FB-24 fea-

tures.  In the experiment with the Slaney’s MFCC FB-40, we kept the first 32 filters, which 

cover the frequency range [133, 3954] Hz.  Finally, in the experiment with the HFCC-E FB-

29 (using E-factor E=1) we tested various number of filters (19, 24, 29) to cover the fre-

quency range of [0, 4000] Hz.  In all experiments, the full set of cepstral coefficients, except 

the first one, was employed.  Dynamic range normalization was used for all speech features. 
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Figure 4.6.  Comparison of several MFCC implementations: (a) the Equal Error 
Rate (EER) in percentage, and (b) the normalized optimal Decision Cost 

Function (DCFopt) 

  Figure 4.6 presents the experimental results for a comparative evaluation of the vari-

ous MFCC implementation schemes.  In Figure 4.6 , the Equal Error Rate (EER) is 

shown, and in Figure 4.6 (  the normalized optimal decision cost (DCFopt) is presented.  

The EER and DCFopt are two distant decision points across the Detection Error Trade-off 

(DET) plot, which is a straight line in logarithmic scale.  Inspection of these two decision 

points together allows unique definition of the performance of the various speech parame-

terization schemes.  As it was expected, in terms of EER there is no significant difference 

among the results for the MFCC FB-24 HTK, Slaney’s MFCC FB-40, and the HFCC-E FB-

29 (29 filters in the range [0, 4000] Hz and a default value of the E-factor  are consid-

ered).  However, accounting for the optimal decision cost it can be observed that in the spe-

cific case of HFCC-E FB-29, the DCFopt is higher, and therefore the performance for the 

( )a

)b

1E =
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HFCC-E FB-29 is slightly worse than the one for the MFCC FB-24 HTK and MFCC FB-40.  

The equal EER but higher DCFopt bring along a difference in the slope of the DET plots 

between the MFCC and HFCC-E schemes.  Following in performance are the parameters 

MFCC FB-20 of Davis and Mermelstein, which performed slightly worse.  Finally, the 

HFCC-E FB-29 features with 24 and 19 filters (default E-factor 1E =  was used) led to the 

highest EER and DCFopt. 

  Assuming a filter bank of 24 filters for the frequency range [0, 4000 Hz], Skowronski 

and Harris, (2004), suggested 29 filters for the frequency range [0, 6250 Hz].  However, the 

speaker verification results demonstrated that 29 filters (in the frequency range [0, 4000 Hz]) 

led to a lower EER than the one for 24 or 19 filters.  To some extent, the reason for this is 

deemed in the inappropriate overlapping between the first few filters in the HFCC-E filter 

bank (for E-factor ), especially when the number of filters is low, but also in the sig-

nificant overlapping between the filters with highest centre frequency.  In the HFCC-E filter 

bank (for default E-factor ), the filters with highest centre frequencies overlap more 

widely than the filters in the MFCC filter bank.  Specifically, in the HFCC-E FB-29 filter 

bank, each filter overlaps not only with its immediate neighbours but also with ones that are 

more distant.  The last was reported useful for speech recognition (Skowronski, 2004), espe-

cially for large values of the E-factor, but here it was demonstrated that it does not favour 

the speaker verification task.  The value of the E-factor (

1E =

1E =

1E = ) that was used in this experi-

ment took the blame for the lower performance – perhaps its value was relatively high for a 

filter bank with 29 filters but also relatively low for the filter banks with 24 and 19 filters.  

For the HFCC-E FB-29 filter bank with 29 filters, the spacing of the filters in the HFCC-E 

brings along a bad frequency resolution at high frequencies, and in the filter banks with 24 

and 19 filters, it causes low resolution for low frequencies.  

   Since in their work Skowronski and Harris did not provide a procedure for deriving 

the values of the E-factor, with respect to the size of the filter bank, it was decided to vary it 

and heuristically search for suitable values.  In experimentations with 24 filters covering the 

frequency range [0, 4000 Hz], it was observed that 1E =  provides the lowest EER.  How-

ever, this lowest EER remained yet much higher than the error rate observed for the filter 

bank with 29 filters (Figure 4.6 ( ).  In account of this, the experimentations continued 

with a filter bank of 29 filters in the frequency range [0, 4000 Hz].  The results from these 

experiments are presented in Figure 4.7. 

)a
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  As it obvious from Figure 4.7 , for a filter bank of 29 filters it was found that 

 provided the lowest EER.  Deviating from 

( )a

0.5E = 0.5E =  in either direction led to in-

crease of the EER.  The same behaviour expressed the normalized optimal decision cost 

DCFopt.  As mentioned earlier, the decrease of performance for lower values of the E-factor 

is that the filters with the lowest centre frequencies barely overlap, and thus the resolution of 

the filter bank for these frequencies is low – threshold phenomena were observed.  For 

higher values of , the filters are very broad, and thus omit important details in the spec-

trum, such as the modulation by the fundamental frequency.  
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Figure 4.7.  The HFCC-E FB-29 with 29 filters in the frequency range [0, 4] kHz and 
various values of the E-factor: (a) the Equal Error Rate (EER), and (b) the 
normalized optimal decision cost function (DCFopt) 

  When the best result for HFCC-E FB-29 (Figure 4.7), namely with 29 filters for the 

frequency range [0, 4000 Hz] and E-factor 0.5E = are compared with the one for MFCC 

FB-40 (Figure 4.6), the HFCC-E FB-29 made the impression to perform slightly better.  A 
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relative reduction of the EER by 4.3% is observed.  However, when we take under consid-

eration the normalized optimal decision cost DCFopt, the HFCC-E FB29 loose their advan-

tage.  The MFCC FB-40 features demonstrated lower optimal decision cost by about 4.6 %.  

Therefore, the DET plots for these speech parameters cross each other and there is no clear 

advantage of any of the two.  Which one should be preferred depends on the nature of the 

application.  In applications, where a higher security is required, the MFCC FB-40 offer a 

slightly lower risk since the DCFopt point is defined in the area of low false acceptance.  In 

opposite, the HFCC-E FB-29 appear to perform slightly better in the low false rejection area, 

therefore, they are more appropriate for use in applications which offer higher comfort of 

use, and where the security is not main concern.  However, as the difference between the 

HFCC-E FB-29 (29 filters, ) and MFCC FB-40 (32 filters) is minor, and both of 

them can be considered a reasonable choice for speech parameterization in speaker recogni-

tion applications.  In the rest of this thesis, the MFCC FB-40 are chosen as favourite speech 

parameters since they provide a lower decision cost.  As mentioned in Section 2.9 of Chapter 

2, the actual decision cost is the official performance measure of the NIST SRE campaigns.   

0.5E =

   Finally, examining the results for MFCC FB-40 and HFCC-E FB-29 in comparison to 

the other schemes, it seemed that more filters in the filter bank lead to a lower error rate, and 

therefore, to a better differentiation among the speakers.  The only exception is the result of 

HTK MFCC FB-24, which is surprisingly successful taking into consideration the low num-

ber of filters (only 20) that are employed.  Apparently, other factors, such as the cepstral 

liftering, which it incorporates, influenced the speaker verification performance as well. 

Conclusions 

A comparative evaluation of various MFCC implementations was performed.  As observed, 

the speaker verification performance did not vary vastly when different approximations of 

the non-linear pitch perception of human were used.  However, some observations suggest 

that regardless of the specific filter bank design a larger number of filters favours the speaker 

detection performance.  Beside the number of filters in the filter bank, the overlapping 

among the neighbouring filters also proved a sensitive parameter.  Increase or decrease of the 

overlapping beyond a given range increases the error rates.  For experimentations in the rest 

of this thesis, the MFCC FB-40 features (with 32 filters in the frequency range [133 Hz, 3954 

Hz]) were chosen as the favourite speech parameterization scheme, since they minimize the 

decision cost.  
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4.4. Wavelet packet-based speech parameterization 

Section 4.4 presents a general approach that allows easy handling of the spectral contents of 

a speech signal, flexible utilization of the important frequency sub-bands, and a variable fre-

quency resolution in each sub-band.  Specifically, deviating from the well-known Mel-scale, 

wavelet packets are exploited to approximate the psychoacoustic effect explained by the criti-

cal bands concept, which was introduced firstly in Fletcher, (1940).  Details are available in 

Section 4.2.  Wavelet packets are especially suitable for such an approximation since they 

provide various orthonormal transforms, each one possessing specific time-frequency local-

ization properties, fine-tuned to particular purposes.  Moreover, of equal importance is that 

the wavelet packet-based technique employed here allows a beneficial selection of the under-

lying basis functions, which in cepstral-coefficient-like Discrete Fourier Transform (DFT)-

based speech features extraction schemes is fixed to sinusoidal functions.   

4.4.1. Introduction 

Although, the DFT-derived cepstrum-based speech features, such as the MFCCs, are cur-

rently the most popular choice for speech recognition, it is doubtful that they are the best 

one for speaker recognition, in particular given the dissimilar requirements for these two 

tasks.  Clearly, speech recognition aims at capturing typical properties of phonemes, irrespec-

tive of any speaker-originated variations in pronunciation and speaking style, while speaker 

recognition aims at exploiting these individualities.  The latter might require relatively higher 

(when compared to the task of speech recognition) time resolution in order to account for 

the short-term processes in the speech signal, as well as a higher frequency resolution in or-

der to sense person-specific variations into the speech spectrum.  These distinctive traits of 

the speaker recognition tasks motivated us to seek for a more general approach than the 

DFT-based speech parameterization schemes offer.  The main objective of this search is 

studying speech features that would favour the speaker recognition process, and would pro-

vide a better categorization of the individual voices.  

  As an alternative to the traditional DFT-based techniques for analyzing time series, 

the Discrete Wavelet Packet Transform (DWPT) has been proved an effective signal-

processing tool in a variety of speech processing applications.  Specifically, DWPT has been 

used as a close approximation of the Mel-frequency scale for the purpose of speech recogni-

tion in (Sarikaya and Hansen, 2000) and (Farooq and Datta, 2002) in lieu of Discrete Fourier 

Transform (DFT).  Furthermore, in (Sarikaya et al., 1998), the same wavelet features, which 
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were later used in (Sarikaya and Hansen, 2000), were employed for speaker identification, 

reportedly outperforming the MFCCs.   

  The approach discussed in the present section bears similarity to the approach pre-

sented in (Sarikaya et al, 1998; Sarikaya and Hansen, 2000; Farooq and Datta, 2002) where 

the nonlinear pitch perception of human was approximated.  The main similitude between 

the latter and the approach proposed here is that both of them exploit DWPT-based signal 

decomposition, instead of the DFT employed in the Mel-scale cepstral coefficients.   

  Specifically, building on the achievements of the Psychoacoustics, and particularly on 

the ERB model (4.1), we seek a frequency division of the speech spectrum that favours the 

speaker recognition process.  As a starting point for this search, the critical bandwidth as ap-

proximated by (4.1) was used.  Specifically, the DWPT resolutions closely approximating the 

critical bandwidths were selected.  To do that, the frequency intervals to search, plausible 

bandwidth margins, candidate DWPT resolutions for the frequency sub-bands of interest, 

were derived.  Next, an objective evaluation of multiple wavelet packet trees was performed.  

The results from this evaluation guided attributing of specific resolutions, which defined the 

most successful wavelet packet tree among all candidates.  This tree was then employed in 

computation of a new category of DWPT-based speech features.  Thus, fine-tuning the 

speech parameterization process with respect to the needs of the speaker recognition tasks 

was performed.   

  The approach proposed here differs from the preceding related studies, chiefly in the 

objective systematic search for the most successful wavelet tree, in the wavelet packets tree 

design, but also in the particular wavelet that has been used.  Apart from using different 

wavelet and corresponding conjugate mirror filters, the authors of (Sarikaya et al., 1998; Sari-

kaya and Hansen, 2000; Farooq and Datta, 2002) have used wavelet packets for approximat-

ing the Mel-frequency scale, while here the wavelet packets are utilized for achieving a more 

effective division of the frequency scale – a division, which favours the speaker recognition 

tasks.   The following subsections offer detailed description of the proposed approach and a 

comparative evaluation of the practical significance of the proposed speech features. 

4.4.2. DWPT-based speech features for speaker recognition 

The exposition in this subsection presents a generalization of the experience accumulated in 

a series of studies, offers a further development, analysis, and demonstrates better experi-

mental results.  Firstly, in two earlier works (Siafarikas, Ganchev, Fakotakis, 2004; Ganchev, 
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Siafarikas, Fakotakis, 2004e), objective study of various candidate wavelet packet trees was 

performed.  The areas of interest, the frequency sub-bands, and the margins in which their 

bandwidth vary, were derived by taking advantage of the recent achievements of the Psycho-

acoustics (Moore, 2003).  As an objective criterion for evaluation of the relative importance 

of these sub-bands, the speaker verification performance was used.  In particular, as per-

formance measures the equal error rate and the optimal decision cost were considered.    

  Investigation of the best division of the frequency range of interest was performed on 

the Polycost database (Hennebert et al, 2000) utilizing the speaker verification system de-

scribed in Chapter 3.  During the evaluation, a number of wavelet packet trees that differ 

only in the emphasis they give to a specific frequency sub-band were tested.  Based on the 

experimental results, the wavelet packet trees that led to the lowest equal error rate and deci-

sion cost, were selected.  These wavelet packet trees do not adhere to the Mel-scale, but give 

emphasis to specific frequency sub-bands, which were found to have relatively higher impor-

tance for speaker differentiation.  Utilizing these wavelet packet trees, two novel sets of 

speech features were designed.  In validation tests on the NIST 2001 SRE database, whose 

design and statistical specifications are entirely different from the ones of Polycost, it was 

confirmed (Ganchev, Siafarikas, Fakotakis, 2004e) that the proposed speech features indeed 

facilitate the speaker verification process.  They demonstrated lower error rates and decision 

cost than other successful DFT- and DWPT-based speech features, such as the widely used 

MFCC, and the features of (Sarikaya and Hansen, 2000) and (Farooq and Datta, 2002).  

  Later, in (Siafarikas, Ganchev, Fakotakis, 2005) the same objective criterion was em-

ployed in a systematic search for the best wavelet packet tree (among 16 candidates) in a 

wider area and relaxed margins and bandwidth.  The next subsections present the wavelet 

packet trees design and selection, and the computation of the wavelet packet-based speech 

features for speaker recognition. 

Wavelet packet tree design 

While theoretically there is a lot of freedom in choosing wavelet packet resolutions to cover 

the whole frequency range (since telephone speech sampled at 8 kHz is assumed, presently 

this range is [0, 4000 Hz]), the limited length of the analyzed speech segment imposes practi-

cal restrictions concerning the quantity and numerical values of the feasible resolutions.  Our 

desire to keep short-term stationarity of speech signal imposes a frame length of about 20-26 

milliseconds.  However, at 8 kHz sampling frequency such a length does not allow the num-
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ber of speech samples to be equal to a power of two, which is in conflict with the principal 

requirement of the DWPT decomposition.  Having in mind that the speaker verification sys-

tem presented in Chapter 3 utilizes only the voiced speech frames, we consider a frame 

length of 32 milliseconds, which is equivalent to 256 (=28) samples.  This size is a good 

trade-off since it enables a good resolution of the DWPT analysis while preserving a reason-

able stationarity of the speech signal. 

  The maximum resolution achieved by the DWPT depends on the length of the signal 

under analysis.  Thus, for a speech frame of  samples, the maximum resolution of the 

DWPT is defined by the maximum decomposition level 

N

( )log2 = j N .  Hence, the best 

resolution is: 

( ) 11/ 2 1/ 2j j
NF +⋅ =           (4.34) 

where  is the Nyquist frequency.  Obviously, in the case when , the maxi-

mum decomposition level , and the best resolution is .  Other potential 

resolutions belong to the set {1/256, 1/128, 1/64, 1/32, 1/16, 1/8, 1/4}.  For sampling fre-

quency of 8 kHz, possible DWPT resolutions are {15.625 Hz, 31.25 Hz, 62.5 Hz, 125 Hz, 

250 Hz, 500 Hz, 1000 Hz, 2000 Hz}.  However, having in mind the range of values that the 

critical bandwidth takes in the frequency interval [0, 4000 Hz], the meaningful subset of 

DWPT resolutions {31.25 Hz, 62.5 Hz, 125 Hz, 250 Hz} will be considered in the following.  

1/ 2NF = 256N =

8j = 91/ 2 1/ 512=

  Seeking for an appropriate division of the frequency scale, we chose to approximate 

the critical bandwidth with the feasible resolutions of the DWPT.  The areas of interest, 

where the DWPT resolution should change, were defined by exploiting the relationship (4.1).  

The frequencies f at which ERB values change from a smaller value to a bigger one, were 

obtained by solving equation (4.1) with respect to f , 

( ) 324.7 1 4.37 10f ERB −= − ⋅        (4.35) 

where f and ERB are in Hz.  Computing (4.35) for ERB∈{31.25 Hz, 62.5 Hz, 125 Hz, 250 

Hz} gives f ∈{61 Hz, 350 Hz, 929 Hz, 2087 Hz}, respectively.  Considering the approxi-

mate character of the ERB, the values for f were rounded.  They constitute the rough 

boundaries used during the selection of appropriate DWPT resolutions.   
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  Table 4.1 presents the relation between frequency sub-bands and the corresponding 

DWPT resolutions.  Specifically, in the left hand column (referred here as first), the fre-

quency sub-bands suggested by the ERBs are shown.  In the second column, the boundaries 

of these sub-bands were accommodated to the closest feasible DWPT resolutions but in a 

way to become multiple of the values of the both candidate resolutions shown in the fourth 

column of the table.    

Table 4.1.  Relation between frequency sub-bands and the corresponding DWPT resolutions 

Frequency Bands DWPT resolutions 
Suggested by 
ERBs [Hz] 

Implemented with 
DWPTs [Hz] 

Selected  
[Hz] 

Candidates 
[Hz] 

61 – 350 62.5 – 375 31.25 15.625, 31.25
350 – 929 375 – 1000 31.25 31.25, 62.5 
929 – 2087 1000 – 2250 62.5 62.5, 125 
2087 – 4000 2250 – 4000 125 125, 250 

 

  The values of the DWPT resolution presented in the third column of Table 4.1 were 

selected by accounting for the ERB model of (Glasberg and Moore, 1990; Moore, 2003).  

Thus, the resolutions of the DWPT in the frequency bands [0, 1000 Hz], [1000 Hz, 2250 

Hz], and [2250 Hz, 4000 Hz] are 31.25 Hz, 62.5 Hz and 125 Hz, respectively, which is the 

closest feasible approximation of the ERB.  A wavelet packet tree was constructed for the 

frequency sub-bands defined in the second column of Table 4.1, by utilizing the DWPT 

resolutions specified in the third column of the same table.  These values were set in the de-

sign of the initial wavelet packet tree, which is described by the set of vectors: 

 { }0 31 16 35 18 31
7 7 6 6 5 5, ,initS W W W W W W= − − − .       (4.36) 

Here, the subscripts 7,  stand for the depth of the DWPT decomposition, and the 

superscripts indicate the index of the corresponding coefficients W , where a smaller index 

corresponds to a lower frequency.   

6, 5, and 

  This initial tree was later used to derive all other candidate trees.  Subsequently, by 

varying the DWPT resolution a step higher or lower, employing the values defined in column 

four of Table 4.1, fifteen other candidate wavelet packet trees were derived from the initial 

one.  Specifically, in each of the frequency bands [62.5 Hz, 375 Hz], [375 Hz, 1000 Hz], 

[1000 Hz, 2250 Hz], [2250 Hz, 4000 Hz] two candidate resolutions were tested, as follows: 

(15.625 Hz, 31.25 Hz), (31.25 Hz, 62.5 Hz), (62.5 Hz, 125 Hz), and (125 Hz, 250 Hz), re-

spectively.  In these sets, the first candidate resolution is just above the value of the critical 
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bandwidth for the specific centre frequency and the other is below it.  These trees, provi-

sionally referred to as WP-0 to WP-15, were constructed each having a combination of dif-

ferent frequency resolutions in the frequency bands [1000 Hz, 1250 Hz] and [2250 Hz, 2750 

Hz].  For instance, the wavelet packet tree referred to as WP-9 is constructed with the fre-

quency resolutions 31.25 Hz, 62.5 Hz, 125 Hz, and 62.5 Hz in frequency bands [1000 Hz, 

1125 Hz], [1125 Hz, 1250 Hz], [2250 Hz, 2500 Hz], and [2500 Hz, 2750 Hz], respectively.  In 

fact, two of these sixteen trees, namely the WP-5 and WP-13 were employed for the task of 

speaker verification in (Siafarikas, Ganchev, Fakotakis, 2004; Ganchev, Siafarikas, Fakotakis 

2004e).  A comprehensive description of the design of all sixteen DWPT tree candidates is 

available in (Siafarikas, Ganchev, Fakotakis, Kokinakis, 2005).   

  Afterwards, a comparative evaluation of all sixteen trees was performed on the 

speaker verification task by employing the WCL-1 system described in Chapter 3.  In these 

experiments, the Polycost speaker recognition database (Hennebert et al., 2000) was ex-

ploited because of its compactness.  The speaker models were trained by employing the Eng-

lish utterances from the first two sessions of each speaker, since a single session did not pro-

vide sufficient amount of training speech.  In average, about 35 seconds of voiced speech 

were available for training each speaker model.  In our setup, fifty male speakers were en-

rolled as target speakers and the remaining twenty-four were considered as unknown to the 

system impostors.  The reference model was build by exploiting the same speech material 

used for training the fifty user models.  The testing data were derived from the third session.  

In total, 500 target and 36500 impostor trials were performed, with 10 target and 730 impos-

tor trials per speaker model.  Both unknown impostors and pseudo-impostors performed the 

fraud attempts – in ten separate trials per impostor.  In average, about 1.3 seconds of voiced 

speech per test utterance were available.  The actual amount of voiced speech in the particu-

lar trials ranged between 0.4 and 2.1 seconds. 

  After rigorous experimentations, the wavelet packet tree (4.37) was identified as the 

most suitable division of the frequency space, as concerns the task of speaker verification.  

The experimental results, pointed out that the DWPT tree designated as: 

{ }0 31 16 39 20 31
7 7 6 6 5 5, ,S W W W W W W= − − −        (4.37) 

provides the lowest equal error rate and decision cost.  Because of this, it was selected as the 

best candidate and was utilized in the construction of the proposed speech features.   

  Finally, analysing the experimental results, the following general conclusions were de-
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rived:  

• starting from 0 Hz, and going up to 350 Hz, the most appropriate DWPT resolu-

tion is 31.25 Hz;  

• in the range from 350 Hz to 4000 Hz the appropriate DWPT resolution is half of 

the critical bandwidth: 

[ )

[ ]

31.25 , 0,350

, 350,4000
2

Hz for Hz

Hz for Hz

f
DWPT resolution CB f

⎧ ∈
⎪= ⎨

∈⎪⎩

   (4.38) 

Computation of the objective DWPT-based speech features for speaker recognition  

In conformity with the experimental results presented in (Siafarikas, Ganchev, Fakotakis, 

2004; Ganchev, Siafarikas, Fakotakis, 2004e; Siafarikas, Ganchev, Fakotakis, Kokkinakis, 

2005) the Battle-Lemarié polynomial spline wavelet of order 5 was proved as the most ap-

propriate basis function.  Other candidates that were evaluated are the Daubechies’ wavelet 

of order 44 and discretized Meyer wavelet.  However, they demonstrated a lower speaker 

verification performance when compared to the Battle-Lemarié wavelet.  Details about these 

wavelets and the corresponding wavelet and scaling filters are available in (Mallat, 1998).   

  Based on the wavelet packet tree (4.37), related DWPT, and the Battle-Lemarié wave-

let, a novel set of speech features fine-tuned for the task of speaker recognition were de-

signed.  For simplicity and clarity, in the rest of this section the proposed speech features for 

speaker recognition are provisionally denoted as WP1.  The notation WP1, and the other no-

tations of wavelet-based speech features (for instance, WP2 and WP3) used in the next sub-

section are conventional, and do not imply that these parameters are derivative, somehow 

related, or that they belong to the same family of speech features. 

  The computation of the proposed speech features, WP1, is illustrated in Figure 4.8.  

Analytically the subsequent procedure is followed: 

• The sampled at 8 kHz speech signal is filtered by a fifth-order Butterworth filter with 

pass-band [80 Hz, 3800 Hz] in order to remove possible drift of the signal, and to reduce 

the effect of saturation by level, which is common for telephone quality speech. 

• The pre-emphasis filter  is employed.  1( ) 1 0.97H z z−= −

• The discrete time speech signal is partitioned into overlapping segments of length 32 mil-

liseconds ( speech samples).  The segment’s length is imposed by the restrictive 256N =
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assumption of the power of two length of the analysis window for DWPT, along with 

the desire to keep short-term stationarity of the speech segments.  Sixteen milliseconds 

skip rate (128 speech samples) offers a reasonable trade-off between continuity and 

computational efficiency.  Due to the compact support of wavelets, no Hamming or 

other complex window is required, and therefore a rectangular one is considered. 

Figure 4.8.  Block diagram of the speech pre-processing and the estimation of the proposed 
Wavelet Packets-based speech features 

•   A voiced/unvoiced decision is obtained.  In our experiments, the modified autocorrela-

tion method with clipping (Rabiner et al., 1976) was used, but any reliable pitch estima-

tion algorithm is applicable.  Only those feature vectors corresponding to voiced speech 

frames are used to represent the speakers’ identity.  Thus, a higher noise-robustness is 

achieved. 

• DWPT tree (4.37) is applied to the voiced speech frames.  This DWPT leads to a total of 

B=68 frequency sub-bands, the first four of which are discarded, since in the particular 

area no, or little, speech-related information is available.  For telephone quality speech, 

the frequency content below 125 Hz is heavily degraded mainly because of the band limi-

tation imposed by the communication channel.   

• Next, the energy in each frequency band is computed, and then divided by the total 

number of coefficients present in that particular band.  In detail, the sub-band signal en-

ergies are computed for each frame as, 
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where ( )k
jW i  is the th coefficient of the DWPT vector .  -i k

jW

• Finally, a logarithmic compression is performed and the Discrete Cosine Transformation 

is applied on the logarithmic subband energies in order to obtain decorrelated coeffi-

cients: 

( )10
1

( 1 2)( ) log cos , 1,...,  
B

p
p

i pF i E i r
B=

⋅ −⎛ ⎞= ⋅ =⎜ ⎟
⎝ ⎠

∑    (4.40) 

where  is the number of parameters that are computed.  The complete set WP1 con-

sists of 64 coefficients but 99.99 % of their power is concentrated in the first 35.  

r

Comparative evaluation of DWPT and DFT based features 

Comparative evaluation of the proposed speech features with three other categories of 

speech features that were successfully used for speaker recognition was performed.  Specifi-

cally, the proposed WP1 features were compared with two wavelet packet-based speech fea-

tures (Farooq-Datta, 2002) and (Sarikaya and Hansen, 2000), as well as with the widely used 

MFCC.  In the experiments with the MFCC, the Slaney’s approximation (Slaney, 1998) of the 

Mel-scale, presented in Section 4.3.4, was used since it was found the most successful on the 

speaker verification task when compared to other implementations (see Section 4.3.6 for de-

tails).  The MFCC speech features, computed as described in Section 3.3, are referred to as 

MFCC FB-32, in order to emphasise that only the first 32 filters from the filter-bank were 

kept.  The Farooq-Datta’s features and the Sarikaya’s features, WP2 and WP3, respectively, 

were estimated by following the methodology of the corresponding author: (Farooq-Datta, 

2002) and (Sarikaya and Hansen, 2000), respectively.  Finally, the proposed speech features 

WP1 were derived by exploiting the wavelet packet tree (4.37), and following the algorithm 

described in the previous subsection of Section 4.4.2.  

  A common experimental set-up, protocol, and rules, based on the 2001 NIST SRE 

Plan and database (NIST, 2001) were followed.  Specifically, the experimental results ob-

tained for the male part of this database are discussed.  The speaker verification system com-

prehensively described in Chapter 3 was employed here as a platform to study the usefulness 

of the four types of speech features.  Since, it has demonstrated only a minor gender-

dependency of the speaker verification performance the results for the female subset will not 
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be discussed.  All conclusions derived from the experiments with the male speakers, are valid 

for the female ones, too.  In brief, each speaker model was built by exploiting the corre-

sponding 2-minute recording from the training set of the 2001 NIST SRE database.  In aver-

age, about 40 seconds of voiced speech per speaker were detected.  The common reference 

model was created by utilizing the male training speech available in the 2002 NIST SRE da-

tabase (NIST, 2002a).  Approximately one hour and forty minutes of voiced speech were 

available for that purpose.  When the speaker enrolment procedure was completed, the 

speaker models were examined by testing with all male speech trials, as defined in the com-

plete one-speaker detection task.  Each speaker verification experiment included 850 target 

and 8500 impostor trials, which had length between 0 and 60 seconds of speech and repre-

sented the whole diversity of transmission channels.  Section 2.10.3 of Chapter 2 provides 

further details about the 2001 NIST SRE dataset.  A comprehensive description of the 

evaluation rules is available in the 2001 NIST SRE Plan (NIST, 2001). 

  Figures 4.9(a), 4.9(b), and 4.9(c) illustrate the DET plots for the genuine speech fea-

tures WP1, WP2, and WP3, respectively.  The legend in every plot indicates the various sub-

sets of coefficients involved in the experiments.  Furthermore, Figure 4.9(d) offers compari-

son among the best members of each category of speech features.  As illustrated in Figure 

4.9(d), the WP1 {4,…,35} set provided the lowest decision cost, and therefore the best 

speaker verification performance.  The Farooq-Datta’s set, WP2 {4,…,13}, exhibited the 

highest decision cost, and was found less suitable for the speaker verification task.  The lower 

performance of the Farooq-Datta speech features, WP2, is deemed to the smaller number of 

filters in the filter-bank, and the consequent smaller number of cepstral coefficients.  The 

smaller number of filters in the filter-bank forces use of filters with larger bandwidth, which 

results in omitting important details in the speech spectrum.  Thus, a portion of the person-

specific variations of the speech signal is not represented into the feature vector.  In fact, the 

WP2 speech features were proposed for speech recognition, where suppression of the inter- 

and intra-speaker variations of the speech signal is highly desired.  The WP3 speech features 

proposed in (Sarikaya et al, 1998), and particularly the set WP3 {4,…,24}, was confirmed to 

perform better than the traditionally used MFCC FB-32.  However, the best sets of WP2 and 

WP3, as well as of MFCC were considerably outperformed by the proposed here WP1.  In 

particular, the set WP1 {4,…,35} was found the most successful one.  It expressed the low-

est decision cost among all evaluated sets. 

  Figure 4.10 presents the numerical expression of the speaker verification performance 
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(c) (d)

(a) 

 
Figure 4.9. DET plots for the genuine speech features:  (a) proposed feature set,WP1;  (b) Farooq-Datta 

features, WP2;  (c) Sarikaya’s features, WP3; (d) composite plot – the MFCC FB-32 parame-
ters against the wavelet packet based features. 

for the corresponding speech features.  It supplements the information provided by the DET 

plots shown in Figure 4.9 by indicating the equal error rate, Figure 4.10 , and the optimal 

decision cost, Figure 4.10 , for each subset of the evaluated speech features.  Although the 

actual decision cost was the official performance measure in all recent speaker recognition 

evaluations (NIST, (2002a, 2003a, 2004a); van Leeuwen and Bouten, 2003), in order to evade 

the influence of the final decision on the assessment of the performance of the evaluated 

speech features, here we discuss only the optimal decision cost.  

( )a

( )b

  As it is obvious from Figure 4.9, the slope of the DET plots for the various categories 

of speech features differs, and therefore, both the equal error rate and the optimal decision 

cost have to be taken into consideration when the usefulness of a specific feature subset is 
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assessed.  The parameter  in Figure 4.10 denotes the total number of cepstral coefficients 

that were assumed for the specific category of speech features.  As it is obvious from Figure 

4.10, the most successful among all subsets is WP1 {4,5,…,35}, since it demonstrates the 

best combination of equal error rate and decision cost.  
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Figure 4.10.  Comparison of four speech features for different subsets of coefficients: 

(a) the Equal Error Rate (EER) in percentage, and (b) the normalized opti-
mal Decision Cost Function (DCFopt) for the genuine parameters 

  As the experimental results illustrated in Figures 4.9 and 4.10 suggest, there exists a 

strict consistency in the behaviour of all genuine DWPT-based speech features.  Specifically, 

a decrease of the decision cost and the equal error rate was observed when the first (for con-

venience, and avoiding using the index “0”, here we refer to  as to the first cepstral coeffi-

cient), second, and third cepstral coefficients are excluded from the speech feature vector. 

0c

 This phenomenon is due to superposition of multiple factors, the most significant of which 
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are: (i) differences in the dynamic range of the individual coefficients, (ii) the mismatch be-

tween training and testing due to different microphones and transmission channels, and (iii) 

mismatch in the linguistic contents between training and testing speech.  However, when co-

efficients beyond the third one were excluded from each feature set, increase of the decision 

cost was observed.  The last reveals that the forth, fifth, and the following cepstral coeffi-

cients play an important role in the speaker categorization process.  

Further investigation of the proposed speech features, WP1 

During the development period preceding the 2004 NIST SRE, an improved version of the 

speaker verification system, WCL-1, was created.  The most important improvements were 

in the implementation of the speech features extraction module and in the -means cluster-

ing algorithm.  In addition, the program code was streamlined for reduction of the execution 

times.  These improvements inspired a new onrush for revaluation of various speech fea-

tures.  For comprehensiveness of exposition, the 

k

related to WP1 experiments, performed 

with the improved speaker verification system are presented in the following.   

  All genuine sets of speech features and their post-processed versions were revaluated.  

The post-processing consisted of cepstral mean subtraction (CMS) followed by dynamic 

range normalization (DRN) of the cepstral coefficients.  The former consist of removing the 

mean value of each cepstral coefficient, where the mean value is estimated over the whole 

utterance.  The cepstral mean subtraction relies on the assumptions that for phonetically bal-

anced speech utterance these mean values are zero, and that the convolution with the trans-

mission channel appears as additive component into the computed cepstrum.  The dynamic 

range normalization consists in removing the mean value and dividing by the standard devia-

tion of each cepstral coefficient.  Both the mean value and the standard deviation are esti-

mated on the NIST 2002 SRE dataset (NIST, 2002a).  The dynamic range normalization, 

which has the effect of statistical cepstral liftering, and the cepstral mean subtraction are 

known as efficient techniques that equalize the dynamic range of the individual coefficients 

and reduce the consequence of transmission channel mismatch between training and testing.  

Thus, it was expected that the post-processing should notably reduce the decision cost and 

the absolute error rates by cancelling the influence of the aforementioned factors (i) and (ii).   

  Although the 2001 NIST SRE database contains test trials recorded over various 

transmission channels, and thus, there is channel mismatch between training and testing, the 

cepstral mean subtraction post-processing led to deterioration of the speaker verification per-
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formance for both the MFCC FB-32 and the wavelet packet-based speech features.  The sen-

sitivity of the cepstral mean subtraction technique to lack of phonetic balance and dissimilar 

length of the test utterances are deemed as the main reasons behind that.  Conversely, the 

second post-processing step, namely the dynamic range normalization of the cepstral coeffi-

cients did prove useful.  A significant improvement of the speaker verification performance 

for most of the evaluated subsets, to the exclusion of some wavelet packet-based speech fea-

tures for which the genuine parameters performed better, was observed.   

  In the initial experiments, results from which were presented in Figures 4.9 and 4.10, 

the potential of the proposed speech features, WP1, was not entirely exploited.  For instance, 

instead of the full set of 64 cepstral coefficients, only the first 35 were used in the feature 

vector.  Without the intention to resolve the optimal number of cepstral coefficients with 

respect to the absolute speaker verification performance, here experimenting with different 

subsets of coefficients in the feature vector we study the general trend of performance.  The 

optimal number of cepstral coefficients is a database-dependent issue, which is related to the 

amount of training speech per speaker and environmental conditions (the type of predomi-

nant interference, etc).  Therefore, at present discovering the optimum number of coeffi-

cients is out of scope.   

  The performance of the WP1 speech features for various subsets of coefficients is 

illustrated in Figure 4.11, where the relevant tables present the numerical expression of their 

performance.  In particular, Figure 4.11 (  presents the equal error rate and Figure 4.11  

presents the normalized optimal decision cost.  The genuine subsets are represented with 

blue (light) bars and the post-processed subsets with brown (dark) ones.  In all subsets, the 

initial three coefficients are omitted.   

)a ( )b

  As the experimental results presented in Figure 4.11 suggest, an increased number of 

cepstral coefficients in the feature vector improves the speaker verification performance.  

The results for the genuine sets WP1 {4,…,40} and WP1 {4,…,50} are better than the re-

sults for the sets that do not include the higher order coefficients ( 40r < ).  This observation 

implies that extra speaker-related information, which is carried out by the higher order pa-

rameters, was captured in the corresponding experiments.  However, it is also obvious from 

this figure that using smaller subsets instead of the set WP1 {4,…,64} contributes to a better 

speaker verification performance.  Since relatively small amount of training data is available 

in the 2001 NIST SRE database, the curse of dimensionality is deemed the main reason for the 

observed effect.  However, it has to be mentioned here that the relative contribution of the 
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Figure 4.11.  Comparison of several WP1 subsets – study of the importance of the number of 
coefficients: (a) the Equal Error Rate (EER) in percentage, and (b) the normalized optimal 
Decision Cost Function (DCFopt) 
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highest order cepstral coefficients ( ) is not well studied, yet. 50r >

  Looking at the post-processed WP1 subsets, two phenomena were observed:  

• Firstly, the subsets WP1 {4,…,30} and {4,…,35} led to the best combination be-

tween equal error rate and optimal decision cost among all post-processed subsets.   

• Secondly, including the high-order cepstral coefficients beyond the 35th led to consid-

erable increase of both the equal error rate and the decision cost.  This observation is 

related to the fact that the dynamic range normalization post-processing equalizes the 

dynamic range of the values of all cepstral coefficients.  Thus, the highest order cep-

stral coefficients, which seem to contribute less speaker-related information than the 
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lower order ones, start to hamper the classification process due to decrease of the 

relative influence of the more important for speaker categorization coefficients.  We 

deem that the widely used linear, sinusoidal, exponential, and statistical lifters (see 

Paliwal, (1999a, 1999b) for details) lead to suboptimal speaker recognition perform-

ance.  Therefore, introduction of an appropriate weighting scheme for cepstral lifter-

ing, consistent with the relative importance of the individual coefficients, is essential 

for further improvement of the speaker verification performance.   

Figure 4.12.  Comparison of various subsets of WP1: (a) the Equal Error Rate (EER) in percentage – 
genuine sets, (b) the Equal Error Rate (EER) in percentage – post-processed sets, (c) the nor-
malized optimal Decision Cost Function (DCFopt) – genuine sets, and (d) the normalized op-
timal Decision Cost Function (DCFopt) – post-processed sets. 

  For comprehensiveness of exposition, Figure 4.12 presents the results for all WP1 

subsets.  The equal error rates for the genuine and the post-processed parameters are pre-
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sented in Figures 4.12  and ( , respectively, and the normalized optimal decision cost in 

Figures 4.12 (  and .  These results support the previous observations.  Again, the best 

combination between decision cost and equal error rate, was observed for the genuine fea-

ture set WP1 {4,…,40}, which was found the best among all subsets, both genuine and post-

processed.  The genuine subsets WP1 {4,…, r } surpassed the performance of all other sets, 

and have advantage over the post-processed sets in terms of optimal decision cost.  The only 

exception is the post-processed set WP1 {4,…,30}, which demonstrated comparable results.  

The last indicates that using a proper weighting scheme to account for the relative contribu-

tion of the individual cepstral coefficients is a potential way to improve further the speaker 

verification performance.   

( )a )b

)c ( )d

  An alternative approach to deal with the different dynamic range of the individual 

cepstral coefficients is to employ a classifier, which is capable to account for the statistical 

properties of the cepstral coefficients.  Such a classifier could be based on Elliptical Basis 

Functions or on Gaussian Mixture Models (GMM), which are capable to adjust their sensitiv-

ity for each dimension from the training data.  However, large differences in the dynamic 

range would cause inconvenience due to precision and ill conditioning problems.  Due to 

practical limitations, such as need of larger amounts of training data, higher computational 

demands during training, and awkward hardware implementation, using of GMM-based clas-

sifier trained by the EM algorithm is not a feasible solution for many real-world applications, 

especially when fast retraining and adaptation are required. 

  In order to deal with the different relative importance of the individual cepstral coef-

ficients, instead of weighting a feature selection procedure can be employed.  Such an ap-

proach would eliminate the less important coefficients that carry little useful information, but 

it would certainly miss to exploit the whole potential of the given speech features.   

  Figure 4.13 presents updated results for all categories of speech features.  As the re-

sults in the figure suggest, the post-processing of the MFCC FB-32 subsets reduced the equal 

error rates by more than 15 %, relatively to the genuine sets.  The post-processing of some of 

the WP1 sets, for instance the WP1 {1,…, r }, did show significant relative reduction of the 

EER – more than 15 % – details in Figures 4.12 and 4.13.  However, for the subsets, where 

the first and second cepstral coefficients were excluded from the feature vector, WP1 

{2,…, } and WP1 {3,…, }, respectively, the effect of the post-processing  diminished.  In 

the case where the initial three cepstral coefficients were excluded, namely WP1 {4,…, }, 

r r

r
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the post-processing had little effect on the speaker verification performance.   

Figure 4.13.  Comparison of various speech features for different subsets of parameters: (a) the Equal Error 
Rate (EER) in percentage – genuine sets, (b) the Equal Error Rate (EER) in percentage – post-
processed sets, (c) the normalized optimal Decision Cost Function (DCFopt) – genuine sets, and 
(d) the normalized optimal Decision Cost Function (DCFopt) – post-processed sets. 

  As obvious from comparing Figures 4.12 and 4.13, multiple subsets of WP1 features 

outperform the MFCC FB-32 parameters and the DWPT-features of Sarikaya et al, and 

Farooq and Datta.  Specifically, the genuine subsets WP1 {4,…,40} and WP1 {4,…,50}, and 

the post-processed subset WP1 {4,…,30} was found the most suitable among all subsets and 

all categories of speech features, because they demonstrated the best combination of low 

equal error rate and low decision cost.   

  Summarizing, the WP1 speech features, when compared to the other speech features 
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studied here, possess twofold advantage:  On one hand, WP1 demonstrate a better perform-

ance than the MFCC FB-32 for about the same number of coefficients, and on another, they 

allow higher order cepstral coefficients, which are not feasible for the other categories of 

speech features to be computed and employed in the classification process.  These advan-

tages of the WP1 speech features follow from their design.  Specifically, in the WP1 design 

the wavelet function, the DWPT resolution, and the wavelet packet tree were selected in an 

objective way, maximizing the speaker verification performance.  Thus, their design is fine-

tuned for the speaker recognition tasks, which was expressed in terms of lower error rates 

and lower decision cost.  The fact that the WP1 speech features were derived by experiments 

on the Polycost speaker recognition database and then proved successful in the validation 

experiments carried out on the 2001 NIST SRE database indicates that their design is univer-

sal and database-independent.  Moreover, the Polycost and 2001 NIST SRE corpora have 

significantly different design specification.  The former has been recorded over landline in-

ternational telephone networks of Europe in multiple sessions in application specific scenar-

ios, and the later is collection from a single session human-to-human conversations recorded 

over the wireless mobile telephone networks of USA.  These differences in the design of the 

two databases and the diversity of scenarios that they entail suggest that the approach ac-

cepted here has significant practical worth.   

Conclusions 

The major reason for choosing DWPT instead of other candidate transforms (such as DFT) 

is the undeniable virtues of the DWPT such as flexible tiling of the time-frequency plane 

along with the ability for fine-tuning of the time-frequency tiling.  DWPT provides an effi-

cient approximation of the critical bands in a natural way, adapting its frequency resolution 

along the frequency axis, instead of just sampling the outputs from short-term DFTs. 

  A novel, DWPT-based speech features set, appropriate for speaker recognition, was 

proposed.  These speech parameters differ from previously developed wavelet packet-based 

speech features mainly in the wavelet-packet tree design that roughly follows the critical band 

concept, and in the specific wavelet function that was used.  A comparative experimental 

evaluation of the proposed features performed on the well-known 2001 NIST Speaker Rec-

ognition Evaluation database, proved the practical significance of these novel speech pa-

rameters.  In particular, the proposed features demonstrated a superior performance when 

compared to Farooq-Datta’s and Sarikaya’s speech parameters, and to the MFCC FB-32.  
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4.5. Prosodic features 

During the 2003 NIST Speaker Recognition Evaluation campaign the speech parameteriza-

tion of the baseline speaker verification system was supplemented with some basic prosodic 

parameters in order to account for the speaking style of the target speakers.  Firstly, to the 

short-term spectrum represented by MFCCs, the logarithm of the energy, computed for the 

corresponding speech frame, replaces the first MFCC coefficient.  The latter was found quite 

sensitive to the transmission channel and the handset characteristics.  Furthermore, the loga-

rithm of the fundamental frequency  is appended, to form the final feature vector.  In fact, 

instead of the traditional , we utilized 

0f

0ln( )f 0 0minln( )f f− , which was found more effective.  

Due to the extended dynamic range, which better corresponds to the relative importance of 

the fundamental frequency, the latter performed better than the traditional .  The con-

stant is derived, as  of the minimal fundamental frequency the pitch es-

timator can detect – in our case 60 Hz.  

0ln( )f

0minf = 55 Hz 90 %

Experimentations on the 2001 NIST SRE database 

In order to investigate the contribution of the fundamental frequency and the frame energy 

for the overall speaker verification performance, experimentations were carried out on the 

2001 NIST Speaker Recognition Evaluation (SRE) database.  In these experiments, the 

MFCC parameters were computed as described in Chapter 3, Section 3.3.  Cepstral Mean 

Subtraction (CMS) and normalization of the dynamic range of the speech features were not 

performed. 

  As Section 2.10.3 of Chapter 2 explains, the 2001 NIST SRE have 74 male speakers 

each one represented by single two-minute recording for enrolment.  Approximately 40 sec-

onds of voiced speech in average were detected and consequently used for training the client-

specific PNNs.  Then, these PNNs were examined by testing with all speech trials (belonging 

to the specific gender), as defined in the complete one-speaker detection task.  The male con-

trol file ‘detect1.ndx’ includes 850 target and 8500 impostor trials, and each recording had 

length between zero and sixty seconds.  

  The DET plots shown in Figure 4.14 and Figure 4.15 offer results obtained for the 

male users in the complete task.  The marks circle and triangle, point to the optimal value of 

the decision cost function designated as DCFopt.  For some of the experiments, the optimal 

decision point lies outside the visible area, and therefore these symbols are not visible.  The 
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Figure 4.14. Speaker verification performance 
for the baseline and the two modified feature 
sets 
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Figure 4.15.  The speaker verification perform-
ance for two representations of the fundamen-
tal frequency f  0
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values of the DCFopt are shown in the corresponding legend, inside the figure. 

  Figure 4.14 presents comparison of the speaker verification performance for the base-

line and the modified feature sets, when client’s codebook composed of 128 vectors and the 

reference codebook composed of 256 vectors are considered.  With dashed line, the speaker 

verification performance obtained for the baseline feature vector (MFCC FB-32) is depicted, 

while the solid line represents the case when the first MFCC parameter is replaced by the 

logarithm of the frame energy, denoted here as .  The dash-dotted line reveals the per-

formance for a feature vector composed by appending the logarithm of the difference be-

tween the fundamental frequency  and a constant , to the latter feature vector.   

ln( )E

0f 0minf

  As Figure 4.14 illustrates, a decrease of the error rate is observed when the first 

MFCC parameter is replaced by the logarithm of the frame energy.  It is well known that the 

first MFCC is sensitive to the transmission channel and handset characteristics, and thus sus-

ceptible to undesired variations.  The logarithm of the frame energy is appended to the 

MFCCs to compensate for the speaker-dependent information, lost with removing of the 

first MFCC.  More significant reduction of the error rate is observed, when a logarithm of 

the fundamental frequency (minus a constant =55 Hz) is also appended to the loga-

rithm of the frame energy and the MFCCs – see the dash-dotted line.  The fundamental fre-

quency carries important information about the specific anatomy of the glottis of each 

0minf
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speaker, but also for his/her emotional state.  Together with the frame energy and other pro-

sodic parameters, the fundamental frequency characterizes the speaking style of a person, 

which is an important cue in the speaker verification process.  The dynamic range of the 

logarithm of the fundamental frequency, however, does not represent well its relative impor-

tance to the other parameters in the feature vector.  Therefore, to solve this problem, we 

make use of the logarithm of the difference between the fundamental frequency and the con-

stant .   0minf

  In Figure 4.15, for the purpose of comparison the DET plots for the cases where the 

speech feature vector contains  (dashed line) and 0ln( )f 0 0minln( )f f−  (solid line) is illus-

trated.  The noticeable reduction of the error rates and the decision cost for the case of 

is obvious. 0 0minln( )f f−

  In brief, the experimental result demonstrated that the fundamental frequency and the 

frame energy do contribute to improvement of the speaker verification performance.  How-

ever, their use in real-world speaker verification application remains a delicate issue.  As ex-

plained in Chapter 2, Section 2.3.2, the prosodic features are susceptible to mimic attempts.  

Therefore, when their use is considered desirable, a special attention needs to be paid to re-

duce the success rate of mimic and fraud attempts.   

4.6. Summary and discussion  

Chapter 4 studies various approaches for speech parameterization and seeks for the best 

speech features for the tasks of speaker recognition.  Specifically, after some notes about the 

non-linear pitch perception of human and critical bands theory, various biologically inspired 

speech features were studied.  Firstly, four implementations of the well-known MFCC were 

evaluated on the speaker verification task.  Next, an alternative speech parameterization 

scheme based on wavelet packet decomposition of the speech signal was proposed.  Subse-

quently, the novel speech features were evaluated in comparison to other successful wavelet 

based speech features and the widely used MFCC.  An improved speaker verification per-

formance was reported.  This approach, as presented in (Ganchev et al, 2004e), was cited in 

(Jiang and Guo, 2005).  Finally, the impact of two prosodic speech features was studied.  A 

modification of the compression scheme of the fundamental frequency, which was demon-

strated to improve the speaker verification performance, was proposed.  The last result, be-

come a ground for further development, which was elaborated in (Zheng et al, 2004). 
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Chapter 5 
Noise-robust parameterisation of speech 

 
 

 
In Chapter 5, two noise-robust speech parameterization schemes are studied.  The speaker 

verification performance of the baseline system is evaluated for two real-world noise types 

and various SNR conditions.  Next, a spectral-subtraction speech enhancement technique is 

incorporated into the baseline system to reduce the influence of the environmental interfer-

ence.  Finally, a model-based approach for computation of noise-robust MFCC speech pa-

rameters is proposed.  A comparative evaluation among these tree cases is performed for fac-

tory noise and passing-by airplane noise.   
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5.1. Introduction  

As discussed in Chapter 2, two distinct phases are inherent to any speaker verification sys-

tem: speaker enrolment and speaker verification.  During the enrolment step, speaker verifi-

cation methods build speaker and/or reference models based on available speech corpora, 

gathered under controlled conditions for the purpose of a specific application.  The perform-

ance results for the speaker verification systems obtained using such corpora often are better 

than the ones reached in the real-world operation.  This is because currently available speech 

corpora hardly approximate the variety and complexity of the conditions of the operational 

environment.  Furthermore, they usually consider only the typical application-specific condi-

tions but not the whole variety of scenarios that the real-world applications challenge. 

  To deal with the aforementioned problems, various approaches attempting to reduce 

the effect of environmental interference and thus improve the robustness in real-world con-

ditions were proposed.  Since telephone-driven services are the most frequent purchaser of 

the speaker verification technology, here only single-channel noise suppression is considered.     

  Specifically, increased robustness in automatic speaker recognition performance can 

be provided by three different approaches or by a combination of them.  The first group of 

methods includes front-end noise suppression or noise masking techniques acting directly on 

the speech signal (Boll, 1979; Klatt, 1976; Drygajlo and El-Maliki, 1998; Ortega-Garcia and 

Gonzales-Rodriguez, 1996).  The second approach is to extract speech features less sensitive 

to noise, or to apply feature-space transformations that reduce variability due to noise at the 

parametric stage (Konig et al., 1998; Zhang and Mammone, 1998; Assaleh and Mammone, 

1994).  Finally yet importantly, the third category consists of methods exploiting a combina-

tion of models for both noise and clean speech at the user modelling stage in an attempt to 

adapt to the varying environmental conditions (Beaufays and Weintraub, 1994; Sankar and 

Lee, 1995; Gish et al., 1992).  The adaptation can be performed in either of two directions, 

i.e., adapt the test data to the training environment or the training data to the testing envi-

ronment.  In addition, combinations of the three approaches can be used to deal with various 

aspects of the environmental conditions. 

  In this chapter, we investigate the applicability of the speaker verification technology 

in adverse conditions and study ways to improve its robustness.  Firstly, in Section 5.2, a 

well-known and widely used spectral-subtraction speech enhancement technique (Boll, 1979) 

is incorporated into the baseline speaker verification system.  The efficiency of this technique 

for noise suppression is evaluated for two real-world noise scenarios.  Subsequently, in Sec-
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tion 5.3, a novel way for improving the robustness of a speaker verification system in fast-

varying real-world noisy environments is proposed.  Section 5.3 follows the work of 

Ganchev et al, (2004a), where the authors adapted the speech-enhancement scheme, pro-

posed in (Potamitis et al., 2002), for the particulars of speaker recognition.  Specifically, this 

approach consists in incorporating a model-based noise suppression technique into the 

speech parameterization process for deriving noise-free speech features.  Both spectral sub-

traction and model-based noise suppression methods belong to the first category of the 

aforementioned three groups of approaches for increasing the robustness of speaker recogni-

tion systems.  Finally, in Section 5.4, in comparative evaluation the noise-robustness of these 

two noise suppression techniques is contrasted to the one of the baseline speaker verification 

system.   

5.2. Spectral-subtraction noise suppression for noise-robust MFCC 

5.2.1. Motivation 

Targeting at robust operation in real-world environment, we designed the baseline speaker 

verification system, WCL-1, outlined in Chapter 3, with care about its noise robustness.  

Firstly, in the signal pre-processing phase, prior to the speech parameterization, the WCL-1 

system performs filtering of the speech signal with a band-pass filter with a bandwidth [80 

Hz, 3800 Hz].  It is intended to reduce the influence of interferences, which lie beyond the 

frequency bandwidth of speech.  Next, the speech parameterization process detects and pre-

serves only the voiced segments of the speech signal.  When compared to the unvoiced 

speech, the voiced speech is characterized with considerably higher amplitudes, and thus is 

relatively less affected by environmental noise.   

 However, despite these efforts, as the experimental results presented in section 5.4.3 in-

dicate, the baseline system, WCL-1, demonstrated a considerable sensitivity to environmental 

interferences.  The main reason was that the frequency range of the interference coincided 

with the one of speech.  The last motivated us to search for methods, which enable active 

suppression of interferences.  The next Section 5.2.2 presents one widely known and well-

performing speech enhancement scheme, which has been reported successful for speech pre-

processing (Berouti, 1979) in speech recognition (Paliwal, 1999) applications.  
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Figure 5.1.  Block diagram of the spectral subtraction process 

5.2.2. The spectral-subtraction noise suppression technique 

A spectral subtraction based speech enhancement method was employed in attempt to im-

prove the performance of the baseline WCL-1 system in noisy environment.  The spectral 

subtraction method is extensively employed due to its low complexity and good efficiency, 

which makes it a standard choice for noise suppression at the pre-processing stage of speech 

or speaker recognition systems.   

  Although some earlier works already existed (Lim, 1978; Lim and Oppenheim, 1979), 

a comprehensive study of the spectral subtraction technique was firstly performed by Boll, 

(1979).  This technique operates in the frequency domain.  It is based on a direct estimation 

of the short time magnitude of the clean speech from the observed noisy signal.  Two impor-

tant assumptions are made in this method: (1) the background noise is acoustically/digitally 

added to the speech, and (2) the added noise is uncorrelated to the speech.  Both of these 

assumptions are true in most occasions.  

  In brief, the key idea behind the spectral subtraction method, presented in Figure 5.1, 

is the fact that power spectra of additive independent signals are also additive and that this 

property is approximately true for short-time estimates.  Consequently, in the case of station-

ary noise, it suffices to subtract the mean noise power to obtain a least squares estimate of 

the power spectrum.   More specifically, the spectral subtraction method consists in system-

atic computation of the average spectra of a signal and a noise in some time intervals, and 

subsequently subtraction of a short-term noise power spectrum from the one of the de-

graded speech signal.  As a result, an estimation of the power spectrum of the underlying 

clear speech signal is obtained.  Once the estimation of the power spectrum of the clean 

speech is computed, there are two choices: (1) to reconstruct the speech signal into the time 
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domain, or (2) directly to continue with the MFCC parameterization scheme.  For the 

speaker verification task we do not need to reconstruct the time representation of the signal 

in the time domain, therefore only the forward step of the algorithm is considered here.   

  Analytically, the observed noisy signal ( )x m , where  is the discrete-time index, can 

be represented as having two components: (1) the clean speech , and (2) the back-

ground noise component :  

m

( )s m

( )n m

( ) ( ) ( )x m s m n m= + .          (5.1) 

  According to the speech parameterization scheme described in Chapter 3, Section 3.3 

the observed signal ( )x m , which is sampled at 8 kHz, is pre-filtered with a fifth-order But-

terworth filter.  The pass-band of this filter is [80, 3800] Hz.  Next, band limited signal is pre-

emphasized by the filter: 

1( ) 1 0.97H z z−= −           (5.2) 

and, subsequently, windowed into frames with duration of 40 ms at a frame rate of 100 Hz. 

The Hamming window  is used.  By applying the Short Time Discrete Fourier Trans-

form (STDFT) (5.3) the signal is converted to the frequency domain 

( )W m

1

0

2( ) ( ) ( ) exp , 0 , 1, 0,1,...     
N

l
i

j ikX k x i l Q W i i k N l
N
π−

=

⎛ ⎞= + ⋅ ⋅ ⋅ − ≤ ≤ − =⎜ ⎟
⎝ ⎠

∑    (5.3) 

where  denotes the index of the speech frame, and  the step size for sliding the window 

.  Since the following applies for every speech frame the index  is omitted, but re-

mains implied.  Next, the magnitude and phase spectrum required by the spectral subtraction 

process are computed.  Assuming 

l Q

( )W m l

2α =  the operator . α , which illustrates the computa-

tion of the generalized power spectrum, is converted to computation of the power spectrum 

of the signal.  Having the power spectrum of the degraded speech signal 2( )X k computed, 

and an estimation of the power spectrum of the noise 2( )N k , we can obtain an estimate of 

the power spectrum of the underlying clean-speech signal, as follows: 

2 2ˆ( ) ( ) ( )S k X k N k= − 2         (5.4) 

( )2 2
1( ) ( ) 1 ( )i N i N iN k N k N kλ λ−= + − 2      (5.5) 
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    ( )
2 2

1
ˆ ˆ ˆ( ) ( ) 1 ( )i S i S iS k S k S kλ λ−= + −

2
      (5.6) 

where 2( )iN k , 
2ˆ ( )iS k  are the smoothed-out estimates of noise power spectrum and the 

estimated clean-speech power spectrum, respectively.   

  After extensive experimentation, the values of memory factors Sλ  and Nλ  were set 

to lie down in the range 0.1 0.5Sλ≤ ≤  and 0.5 0.9Nλ≤ ≤ .  Smoothing-out the estimates of 

the short-time power spectra over time is necessary for reducing the so-called musical noise 

that consists of narrowband peaks across the spectrum.  These peaks are perceived as short 

tones varying in frequency from frame to frame producing a warbling sound that is very an-

noying to the human ear.  The musical noise is typical distortion, introduced by that class of 

methods. 

  To this end, the estimation of the power spectrum of the clean signal 
2ˆ ( )iS k is com-

puted.  Instead of going back and forth between the time and frequency domain, which is 

computationally ineffective, the reconstruction step (see Figure 5.1) is omitted, and we con-

tinue with the computation of the MFCC parameters using the estimation 
2ˆ ( )iS k .  Specifi-

cally, as described in Chapter 3, Section 3.3, the computation of the MFCC has to continue 

with applying the MFCC FB-40 filter bank as defined in Chapter 4, Section 4.3.4.  Finally, 32 

dimensional feature vectors are formed, after applying Discrete Cosine Transform to the log-

filter-bank outputs.  Only the feature vectors extracted for voiced speech frames are used to 

represent the speakers’ voice.  The detection of the voiced speech segments is performed by 

the autocorrelation method with clipping (Rabiner et al., 1976). 

5.2.3. Discussion 

Experimental evaluation of the parameterization method presented in Section 5.2.2 is pro-

vided in Section 5.4.  In comparison to the baseline system, WCL-1, which incorporates the 

speech parameterization scheme presented in Section 3.3 of Chapter 3, the speech subtrac-

tion reinforcement of the MFCC improved the robustness of the speaker verification proc-

ess, especially for relatively slowly changing noises, such as the factory noise.  However, in 

the case of fast varying noises, its performance was not found sufficient.   
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5.3. Model-based noise suppression for robust speech parameterization 

A model-based speech enhancement technique (Potamitis et al, 2002), which was suggested 

as a pre-processing step for speech coding or speech recognition applications, is adapted here 

for model-based noise-reduction, which is incorporated directly into the MFCC computation 

scheme.  Furthermore, the original approach (Potamitis et al, 2002) is elaborated for the spe-

cifics of the speaker recognition.  In particular, the original gender-dependent and speaker-

dependent speech enhancement technique is employed here into speaker-independent sce-

nario.  Although in many speaker recognition applications plenty of speech for each client is 

available, the speaker-independent clean-speech model was favoured as a more general and 

less computationally demanding one.  The extension of the proposed technique to the 

speaker-dependent noise-suppression scenario, in applications where sufficient clean speech 

is available, is straightforward.  Specifically, instead of the speaker-independent clean-speech 

model, an individual clean-speech model, trained from the client’s enrolment data, is em-

ployed into the spectral subtraction framework. 

 Another improvement in the present elaboration is that the model-based speech en-

hancement proposed in (Potamitis et al, 2002), operates in the spectrum magnitude domain, 

while the model-based noise-reduction presented here operates in the generalized power 

spectrum domain.  Thus, the proposed approach has one additional adjustable parameter, 

which can be manipulated for optimization of the speaker verification performance.  

5.3.1. Noise-source modelling for noise-robust speech parameterization  

In the present section, a comprehensive description of an efficient model-based noise sup-

pression scheme (Ganchev et al, (2004a)), which is incorporated directly into the speech 

parameterization process of the baseline speaker verification system, WCL-1, is offered.  It 

operates under the assumptions that a quantity of noise recordings, representative for spe-

cific real-world environment, is available.  These recordings are necessary for creating a 

Gaussian Mixture Model (GMM)-based model of the noise.   

  To introduce the model-based approach we start from the time-domain.  Let  

denote the clean time-domain signal corrupted by noise , where  is the discrete-time 

index.  The observed noise-corrupted speech signal 

( )s m

( )n m m

( )x m  is given by:  

( ) ( ) ( )x m s m n m= + .           (5.7) 
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A fifth-order Butterworth filter with pass-band from 80 Hz to 3800 Hz is used to reduce the 

spectral distortions on ( )x m  caused by drift and saturation.  The signal ( )x m , which is sam-

pled at 8 kHz, is next pre-emphasized by the filter: 

1( ) 1 0.97H z z−= −           (5.8) 

and, subsequently, windowed into frames of 40 ms duration at a frame rate of 100 Hz, using 

an -M point Hamming window .  Each frame processed thus far is subjected to an ( )W m

-M point Short Time Discrete Fourier Transform (STDFT): 

1

0

2( ) ( ) ( ) exp , 0 , 1, 0,1,...     
M

l
i

j irX r x i l Q W i r i M l
M
π−

=

⎛ ⎞= + ⋅ ⋅ ⋅ − ≤ ≤ − =⎜ ⎟
⎝ ⎠

∑   (5.9) 

where  denotes the index of the speech frame, and  the step size for sliding the window 

.  

l Q

( )W m

  Based on the generalized spectral subtraction framework (Berouti et al., 1979), we can 

derive a linear-spectral representation of a clean-speech signal corrupted by additive noise 

using a 2M N=  point FFT as: 

, , , , 0,..., 1 a a a
l l lX S N Nκ κ κ κ= + = −        (5.10) 

where Xκ denotes the spectral magnitude of the degraded sub-band κ , Nκ the noise spectral 

magnitude, l  the frame index, and 1 2a≤ ≤  the power index.  Prior knowledge about the 

time-frequency distribution of Sκ  is provided by a mixture of Gaussians that model the un-

degraded spectral bands of the available clean speech, as expressed by equation (5.12).  Prac-

tically, two to three minutes of clean speech, unrelated to the signals to be enhanced, were 

found sufficient to tune the adjustable parameters of the algorithm. 

  For notational convenience we set aX X= , aS S= , and , and we drop sub-

scripts , implying that the subsequent analysis holds for every time trajectory of spectral 

sub-band  independently, in the linear spectral domain.  We have found that setting the 

power factor  optimizes performance, although the subsequent analysis holds for 

every .   

aN N=

, lκ

κ

3 / 2a =

a

  For briefness, the following short notation for the Gaussian function will be used in 

the rest of our discussion: 

 112 



Noise robust parameterisation of speech  

 

2
2

1 1G( ; , ) exp ( ) ( )
22

T
x x x x

xx

X Xµ σ µ µ
σσ π

⎛ ⎞
= ⋅ − − −⎜ ⎟

⎝ ⎠
,X     (5.11) 

where  xµ  is the mean value, 2
xσ  is the variance, and xσ  is the standard deviation of X .  

  Let ( )f S  be the GMM, representing of the clean speech model, derived from avail-

able training data: 

2( ) G( , ), 1
M M

1 1
;     where  m m m m

m m
f S p S µ σ p

= =
= ⋅∑ =∑

=∑

.    (5.12) 

  In the same manner, the probability density function of the spectral magnitude of 

noise is modelled by a mixture of Gaussian functions as: 

2( ) G( , ), 1
Κ Κ

1 1
;     where   κ κ κ κ

κ κ
f N p N µ σ p

= =
= ⋅∑ ,     (5.13) 

where M is the total number of mixture components (set to six in our application), mp , mµ , 

and mσ  are the prior probability, mean and standard deviation, respectively, of the -th 

Gaussian speech mixture, and 

m

pκ , κµ , and κσ  are the prior probability, mean and standard 

deviation, respectively, of the -th Gaussian noise mixture. In total,  mixture components 

are used for modelling of the noise.  The descriptive statistics of the Gaussian mixture 

i.e.

κ K

mp , mµ , mσ , pκ , κµ , and κσ , are computed by the EM algorithm (McLachlan and 

Krishnan, 1997).  Means are initialized uniformly over the interval of each spectral band 

magnitude, while weights are set to equal values, and the variance is lower-bounded to avoid 

picking narrow spectral peaks.  Subsequently, we proceed in deriving the minimum mean 

square error (MMSE) estimation of the underlying spectral coefficients as:  S

{ }
0

| ( |MMSES E S X S f S X
+∞

= = ⋅∫ ) .dS        (5.14) 

  The posterior probability of , given the observation , is derived by the Bayesian 

theorem  

S X

0

( | ) ( )( | )
( | ). ( )

f X S f Sf S X
f X S f S dS

+∞
⋅

=

∫
         (5.15) 
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  Substituting  (5.15) in (5.14) results in: 

0

0

. ( | ). ( )

( | ). ( )
MMSE

S f X S f S dS
S

f X S f S dS

+∞

+∞=
∫

∫
         (5.16) 

  Substituting (5.12) and (5.13) into (5.16), and completing the squares of the mixture 

components, and based on the mixture of Gaussians assumption for the spectral magnitude 

PDF of noise, we obtain (details in Potamitis et al., 2002) the MMSE estimation of the un-

derlying clean spectral magnitude: 

( )

( )

M

2
1 1

MMSE M

1
1 1

κ m
m, κ m, κ m, κ

κ mκ m

κ m
m, κ m, κ m, κ

κ mκ m

p p b , c , d
σ σS
p p b , c , d
σ σ

Κ

= =
Κ

= =

=
∑∑

∑∑

I

I
       (5.17) 

where the parameters , , and ,mb κ ,mc κ ,md κ  are defined as follows: 

, 2 2
1 1 1
2m

m

b κ
κσ σ

⎛ ⎞
= +⎜

⎝ ⎠
⎟ ,          (5.18)   

, 2 2
m

m
m

Xc κ
κ

κ

µ µ
σ σ
⎛ ⎞−

= − +⎜
⎝ ⎠

⎟ ,         (5.19)  

  
2 2

, 2
( - )1

2
k m

m k
m

Xd
κ

2
µ µ

σ σ
⎛ ⎞

= +⎜
⎝ ⎠

⎟ .        (5.20) 

The two integrals  and  in equation (5.17), derived from equation (5.21) for 1I 2I { }1,2v = .  

Specifically, the integrals  and  are expressed in closed form as:  1I 2I

( )
0

exp1 2
m m mS b S c S dν

ν

+∞
−= ⋅ − ⋅ − ⋅ −∫I dS ,         (5.21) 

which results in: 

( ) ( )
2

2exp 2 ( ) exp
8 2

m
m m

m m

c cd b D
b b

ν

ν νν−
−

⎛ ⎞⎛ ⎞
= − ⋅ ⋅Γ ⋅ ⋅ ⎜⎜ ⎟ ⎜⎝ ⎠ ⎝ ⎠

I m ⎟⎟ .   (5.22) 
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vI  makes use of the parabolic cylinder functions Dν  (Gradshteyn et al., 1994, equation  

3.462): 

1( ) exp 1 erf
2

2 π
4 2
z zD z−

⎛ ⎞ ⎧ ⎫⎛ ⎞= ⋅ −⎨ ⎬⎜ ⎟ ⎜ ⎟
⎝ ⎠⎩ ⎭⎝ ⎠

,       (5.23) 

2 ( ) exp exp 1 erf
2 2

2 2π π
4 4 2
z zD z z−

z⎧ ⎫⎛ ⎞ ⎛ ⎞ ⎡ ⎤⎛ ⎞⎪ ⎪= ⋅ ⋅ ⋅ − −⎨ ⎬⎜ ⎟ ⎜ ⎟ ⎢ ⎥⎜ ⎟
⎝ ⎠⎪ ⎪⎣ ⎦⎝ ⎠ ⎝ ⎠⎩ ⎭

,   (5.24) 

where 

1 ( ) ( ) 0D z D z D zν ν ν -1ν+ − ⋅ + ⋅ = .       (5.25) 

Setting 2 ν = −  in (5.25) and solving it with respect to 3D−  leads to: 

(3 1 2
1( ) ( ) ( )
2

D z D z z D z− − −= − ⋅ )        (5.26) 

  Finally, the notation ( )νΓ  in equation (5.22) stands for the Euler’s gamma function 

defined by the integral: 

1

0

( ) , Re( ) 0, z tz t e dt z
∞

− −Γ = ⋅ >∫        (5.27) 

where for the case of ,  and {1,2}z = (1) 1Γ = (2) 1Γ = . 

 Each speech frame l  processed thus far is passed through a set of 32 triangular band-

pass filter-bank channels.  The MFCC FB-40, described in Section 4.3.4 of Chapter 4, 

adapted to sampling rate of 8 kHz, is assumed.  In total, 13 linearly spaced filters, with central 

frequencies spaced between 200 Hz and 1000 Hz, and 19 log-spaced (factor 1.0711703) fil-

ters with highest central frequency 3690 Hz are used.  Finally, 32 dimensional MFCC feature 

vectors are formed, after applying the Discrete Cosine Transform to the log-filter-bank out-

puts.  Only the feature vectors extracted for voiced speech frames are used to represent the 

speakers’ identity.  The voiced/unvoiced speech separation is performed using a modified 

autocorrelation method with clipping (Rabiner et al., 1976). 
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5.4. Experimental evaluation 

In order to study the influence of mismatched environmental conditions upon speaker verifi-

cation reliability, the speaker verification systems described in the next Section 5.4.1 were 

tested using real-world noise types that were added to clean recordings.  Samples of factory 

and passing-by aircraft (DC-3) noises (Varga et al, 1992) were used to approximate industrial 

and airport environments.  In all experiments, the system performance at the EER point was 

evaluated.  In fact, the final decision was made at the location where the distance between 

the FR and FA rates had its minimum.  

5.4.1. Description of the speaker verification systems employed in the experiments 

In order to evaluate the effectiveness of the proposed feature extraction method, it was 

compared to two other methods.  For clarity of the experimentation protocol, the three 

speaker verification systems employed in the experiments are briefly outlined. 

  The baseline speaker verification system, WCL-1, employs a feature extraction proc-

ess in which no special active treatment for achieving noise suppression is performed, except 

a pre-filtering with a band-pass filter [80 Hz, 3800 Hz] (detailed description is available in 

Section 3).  Therefore, the baseline system relies simply on the assumption that the voiced 

speech is less sensitive to environmental noise than the unvoiced speech.  A 

voiced/unvoiced separation is performed as a step of the feature extraction process, and 

MFCC parameters are estimated only for the voiced speech frames.  In the baseline system, 

WCL-1, the MFCC are computed as described in Chapter3, Section 3.3 

  The second approach consisted of replacing the noisy spectral coefficients, utilized in 

computation of the MFCCs in the baseline system, with the spectral coefficients estimated by 

the spectral-subtraction noise suppression technique as described in Section 5.2.  This second 

version of the speaker verification system is designated as WCL-1SS. 

  The speaker verification system that incorporates the model-based noise suppression 

technique, which was proposed in Section 5.3, is referred to as WCL-1RFE. 

5.4.2. Experimental set-up 

Common procedures were followed in all experiments with the SpeechDat(II)-Greek corpus.  

Two gender-dependent sets of 100 female and 100 male speakers were recruited.  Each set 

was created by selecting consecutive speakers in the order they appear in the database, ex-

cluding only those who do not have a sufficient amount of speech.  Two gender-dependent 
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reference models, UBgCBs, were built by selecting 250 speakers randomly from the entire 

database.  On average about 45 seconds of voiced speech per speaker were used to train all 

user models.  The gender-dependent reference models were trained with approximately three 

hours of speech.  In all experiments, we performed three test and 297 impostor trials per en-

rolled speaker.  Every test utterance had a duration of approximately three seconds of voiced 

speech.  Impostor trials from opposite sex speakers were not performed.  The training and 

test material consisted of non-overlapping subsets that were mixtures of the available in the 

database speech recordings: application specific words and phrases, phonetically rich sen-

tences, prompted and spontaneous speech, sequences of isolated digits and spelled words 

(more details in Chatzi et al.  (1997)).   As a result, the test and training sets had a large lin-

guistic variability, and therefore, a high degree of text-independency was maintained. 

  Each noise type was added to the evaluation set, which was kept the same for all the 

scenarios, so that the corrupted waveforms ranged from – 10 to 20 dB SNR: 

1010 log , [dB]sig

noise

E
SNR

E
⎛ ⎞

= ⋅ ⎜ ⎟
⎝ ⎠

.       (5.28) 

The sigE  and  are the mean energies of the speech sentence and the noise signal, re-

spectively.   

noiseE

  As already mentioned in Section 2.10.1, the SpeechDat(II) corpora have been re-

corded through a telephone network, and they are not noise free.  The assumption of clean 

speech caused some test sentences to attain an SNR value lower than originally intended, es-

pecially in the +20 dB case.  We determined that this was not crucial for the results, because 

the SNR average over all utterances was close to that initially intended. 

5.4.3. Study of reliability of the baseline system WCL-1  

In the first experiment, we tested the reliability of the baseline speaker verification system, 

WCL-1, when the SNR decreases.  As it can be observed in Figure 5.2 (a), the performance 

degrades for both noise scenarios as the SNR drops.  A comparable performance between 

the two noise types at the relatively high +20 dB SNR was observed.  The type of noise 

made no difference with respect to speaker verification performance.  At lower SNRs, how-

ever, the recognition performance in the airport environment dramatically deteriorates and, 

for 0 dB SNR, it is about 16 % below the performance in the factory environment.  Factory 

noise is characterized by relatively slower varying short-term statistical properties when com-
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pared to the non-stationary nature of the passing-by aircraft noise.  The latter masks more 

events in the speech signal than the factory one. 

5.4.4. Comparative analysis of the experimental results 

For the sake of comparison, in all experiments that were performed with the WCL-1RFE and 

WCL-1SS systems we made use of the same speaker models as the ones of the baseline WCL-

1 system.  In Figure 5.2 and in the corresponding tables for WCL-1, WCL-1SS, and WCL-

1RFE, the speaker verification results for the three feature extraction processes are presented.  

The slightly different performance for the reference speech set (designated as Ref.  SNR in 

Figure 5.2) between the three different systems is explained by the fact that all systems use 

the clean models built by the unprocessed baseline MFCCs and tested on the processed fea-

tures.  This difference disappears when the user models are rebuilt with each system’s feature 

set.  However, because we were interested mainly in comparative robustness evaluation un-

der adverse conditions and not in absolute speaker verification performance, we did not pro-

ceed in rebuilding them.   

  In Figure 5.2, the performance results averaged over 100 female and 100 male speak-

ers are shown for: 5.2(a) WCL-1, 5.2(b) WCL-1SS, and 5.2(c) WCL-1RFE systems.  Figure 

5.2(c), compared with Figures 5.2(b) and 5.2(a), demonstrates the highest reliability of the 

WCL-1RFE under noisy conditions, as well as the closeness of the performance curves for 

the tested noise scenarios.  This observation suggests that the robustness of the proposed 

feature extraction method is rather independent of the type of degrading noise. 
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Speaker Verification Performance -- WCL-1 
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Speaker Verification Performance -- WCL-1RFE
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Figure 5.2.  Comparison of the speaker verification performance for industrial and airport scenarios: 
(a) WCL-1,  (b) WCL-1SS,  and (c) WCL-1RFE systems  
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Speaker Verification Performance -- factory noise 
(100 male + 100 female speakers)
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Speaker Verification Performance -- airplane noise
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Figure 5.3. Performance comparison for WCL-1, WCL-1RFE, and WCL-1SS systems: averaged results 
for 100 male and 100 female speakers in: (a) factory, and (b) passing-by aircraft environments 

(b) 

  In Figure 5.3, the average performance over 100 male and 100 female speakers is 

shown for 5.3(a) factory, and 5.3(b) airport noisy environments.  It can be observed that the 

performance degradation rate of the WCL-1RFE system increased significantly at SNRs lower 

than 0 dB, but still outperformed considerably the baseline WCL-1 system.  In the passing-by 

aircraft scenario illustrated in Figure 5.3(b), the performance difference is more obvious.  

The factory noise scenario, Figure 5.3(a), also verified the higher robustness of the WCL-

1RFE and the significant performance improvement at lower SNRs.  The WCL-1SS system 

performed slightly better than the WCL-1RFE in the factory noise case and had the best per-

formance among the three systems.  However, for passing-by aircraft noise, and lower than 5 

dB SNRs, the WCL-1RFE system demonstrated complete superiority over the other systems. 
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Speaker Verification Performance -- WCL-1 
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 Figure 5.4. Speaker verification performance comparison by gender: (a) WCL-1, (b) WCL-1SS, 
and (c) WCL-1RFE systems 
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Figure 5.5.  The absolute difference in the speaker verification performance in per-
centage between male and female speakers: (a) for the factory noise scenario, 
and (b) for the passing-by airplane (DC-3) 

( )b

( )a

 Figure 5.4 demonstrates comparative gender-specific speaker verification performance.  The 

results for 100 female and 100 male speakers are shown for the WCL-1, WCL-1SS, and WCL-

1RFE systems in Figures 5.4(a) ÷ 5.4(c), respectively.  In Figure 5.4(a), only a slight difference 

in the gender-dependent performance curves can be discerned.  The performance degrada-

tion for the female speakers is stronger for WCL-1SS, while it is negligible for the WCL-1RFE 

system.  The highest degree of consistency in performance, as regards the gender-dependent 

curves, is obvious for the WCL-1RFE system.  Indeed, there is a distinct difference between 

the males’ and females’ curves at SNRs lower than 0 dB, but in smaller degree as compared 

to the other two cases.  Figure 5.5 presents the absolute difference in the speaker verification 

performance, in percentage, between the male and female speakers, for the factory noise 

(Figure 5.5(a)), and the passing-by aircraft scenarios (Figure 5.5 (b)), respectively.   
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  Table 5.1 summarizes the averaged differences from Figures 5.5(a) and 5.5(b), and 

presents the average gender-related difference obtained by combining the results for these 

two noise types. 

Table 5.1. The averaged along all SNR conditions gender-related difference in percentage  

  Factory Airplane Averaged 
WCL-1 2.35 1.44 1.90 
WCL-1SS 1.93 2.70 2.32 
WCL-1RFE 1.51 1.47 1.49 

 
  As Table 5.1 shows, the WCL-1SS system maintained the highest level of gender dis-

crimination.  It was followed by the baseline WCL-1 and finally by the WCL-1RFE, which 

maintained the lowest difference. 

  The results obtained in our experiments suggest that, while the WCL-1RFE system has 

the highest reliability and shows the lowest dependence on both genders and noise types, the 

WCL-1SS holds the highest degree of differentiation.   

  In conclusion, we would like to emphasise that the experimental results confirm the 

benefit of incorporating a priori information about the nature of the corrupting noise into 

the feature extraction process.  Compared to the spectral-subtraction noise suppression tech-

nique, the proposed in Section 5.3 model-based algorithm is fully parametric, with all free 

parameters derived through probability manipulations that allow complex inference prob-

lems to be addressed in a principled manner.  Bayesian formulation allows a structured ap-

proach towards regulating the trade-off between the distortion of spectral balance of the 

processed speech signal and the noise suppression factor, without involving empirical tuning 

of thresholds.   

5.5. Summary and discussion  

In Chapter 5, we study the impact of two real-world noises on the speaker verification per-

formance.  The baseline speaker verification system presented in Chapter 3 was upgraded 

with spectral-subtraction, and next with model-based noise suppression enhancements, in-

corporated directly into the speech parameterization process.  While the spectral-subtraction 

method (Section 5.2) seeks for estimation of the noise type from the observed signal, the 

model-based noise suppression method (Section 5.3) exploits a priori information in order to 

build models for both clean speech and noise.  

  What distinguishes the approach presented in Section 5.3 from present state-of-the-

art approaches is that our algorithmic derivation includes a probability fitting stage that al-
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lows tuning of its parameters in a data-dependent fashion by incorporating a priori informa-

tion about the corrupting noise-type, provided that there are available sample recordings 

from the operational environment.  We demonstrated the benefit of a feature extraction 

technique tailored to a specific gender, which was especially effective at very low SNRs.  We 

wish to emphasize the practical utility of our approach, which does not seek to revise, but 

rather cooperates with already existing successful front-ends.  It can be incorporated in any 

feature extraction process that passes through a Fourier Transform stage (e.g., MFCC, 

LFCC, etc).   

  Comparative evaluation of the proposed in Section 5.3 speech feature extraction 

method, reinforced by model-based noise-reduction, with a well-known state-of-the-art spec-

tral-subtraction technique, demonstrates significant improvement in predictability of the sys-

tem performance, especially in the case of time-varying noisy environments.  In addition, a 

higher degree of consistency of the speaker verification performance for the different noise 

types was revealed in favour of the proposed approach.  A significant relative improvement 

in the speaker verification performance obtained for the passing-by aircraft scenario was ob-

served.  Improvement of more than 27 % for 0 dB SNR, compared to the MFCCs, and more 

than 13 % for -5 dB SNR, compared to the spectral-subtraction noise suppression scheme 

was detected. 
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Extensions of the Probabilistic Neural Network 

 
 

 
In this chapter, an extension of the original Probabilistic Neural Network (PNN) to Locally 

Recurrent PNN (LR PNN), and afterwards to Generalized Locally Recurrent PNN (GLR 

PNN) is introduced.  Both of these new architectures are PNN-RNN hybrids.  A fast three-

step method is proposed for training these extended PNNs.  The first two steps are identical 

to the training of original PNNs, while the third step is based on the Differential Evolution 

optimization method.  In comparison to PNNs, LR PNNs and GLR PNNs possess one ad-

ditional hidden layer, which is constituted of recurrent neurons.  This extension renders these 

hybrid neural networks sensitive to the context in which events occur, and therefore, capable 

of identifying temporal and spatial correlations.  In the present chapter, this capability is ex-

ploited to improve the speaker verification performance.   
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6.1. Introduction  

In Chapter 6, we focus on combining the advantages of the Probabilistic Neural Networks 

and the Recurrent Neural Networks.  Specifically, we extend the original PNN architecture, 

proposed by Specht, (1990), to Locally Recurrent PNN (LR PNN) (Ganchev et al, (2003a, 

2004b)), in order to capture the inter-frame correlations present in a speech signal, without 

imposing a large computational burden to train the network.  Subsequently, a generalization 

of the LR PNN, referred to as GLR PNN (Ganchev et al, 2004c) is presented.  The LR 

PNN and the GLR PNN, differ mainly in the architecture of the RNN that is embedded into 

the PNN.  While the PNN combine generative modelling of data with Bayesian decision 

principle, the RNN possess the ability to learn temporal patterns.  The combination of these 

qualities enables rendering an account of the sequence of events in the speech signal that is 

specific for each speaker.  Thus, due to the better modelling an improved speaker verification 

performance is expected.  As a training method for the recurrent layer of the hybrid architec-

ture, the Differential Evolution method introduced by Storn and Price (1995) is considered, 

because of its simplicity and effectiveness. 

  The rest of this chapter is organized as follows: Firstly, in Section 6.2, for comprehen-

siveness of exposition the original PNN classifier (Specht, 1990) is discussed.  Subsequently, 

based on the PNN, two extensions of the original architecture are proposed.  Both of them 

are hybrid PNN-RNN (Probabilistic Neural Network – Recurrent Neural Network) architec-

tures, which combine the positive characteristics of the generative and discriminative ap-

proaches.  The first architecture, a locally recurrent global-feedforward PNN-based classifier, 

which combines the desirable features of both feedforward and recurrent neural networks, is 

introduced in Section 6.3.  Thus, the original PNN architecture is extended to Locally Recur-

rent PNN (LR PNN), which is sensitive to correlation among subsequent input vectors.  

This new functionality of the LR PNN is exploited to capture the inter-frame correlations 

among the feature vectors computed for successive speech frames, which leads to improved 

modelling, and thus to improvement of the overall speaker verification performance.  Subse-

quently, in Section 6.4, a generalization of the locally recurrent global-feedforward LR PNN 

architecture, referred to as GLR PNN is presented.  It is obtained by adding time-lagged val-

ues of inputs to recurrent layer linkage of the LR PNN.  The fully connected recurrent layer 

of the GLR PNN makes it capable to exploit the training data in a more efficient manner. 
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Figure 6.1. Structure of the Probabilistic Neural Network 

6.2. Theoretical foundations of the PNN 

The PNN is a supervised, nonlinear, nonparametric pattern recognition algorithm that esti-

mates a probability density function (PDF) for each and every class and then uses it in Bayes-

ian optimal classification scheme.  The PNN rely on Parzen (Parzen, 1962) or Parzen-like 

probability density function estimators, which asymptotically approach the underlying parent 

density, provided only that it is smooth and continuous.  The class probability density func-

tions can be estimated in a number of ways (Parzen, 1962; Cacoullos, 1966; Specht, 1990).  

Most often, the PDF is estimated by employing a sum of spherical Gaussian functions that 

are centred at each training vector due to the easiness of computation of the exponential 

function.  Consequently, the PNN makes the classification decision in accordance with the 

Bayes’ strategy (Mood et al, 1962) for decision rules.  Besides the decision, PNN also pro-

vides probability and reliability measures of each classification.  In the following subsection, a 

description of the PNN, which follows the exposition of Specht (1988, 1990) is offered. 

The original PNN 

In Figure 6.1, the general structure of a PNN for classification in classes, is illustrated.  As 

presented in the figure, the first layer of the PNN, designated as an input layer, accepts the 

input vectors to be classified.  The nodes of the second layer, which is designated as a pattern 

layer, are grouped in  groups depending on the class 

K

K iκ  they belong.  These nodes, also 

referred to as pattern units or kernels, are connected to all inputs of the first layer.   
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  Although numerous PDF estimators are possible (Parzen, 1962; Cacoullos, 1966; 

Specht, 1990), here we consider that each and every pattern unit ijf can be defined as having 

an activation function the Gaussian basis function:  

2 2
1 1( ; , ) exp ( ) ( ) , 1,..., , 1,..., .

(2 ) 2
T

ij ij ij ij id df c c c i Kσ
π σ σ

⎛ ⎞= ⋅ − − − = =⎜ ⎟
⎝ ⎠

x x x   and  j M  (6.1) 

Here, σ  is the standard deviation, and is also known as spread or smoothing factor, which regu-

lates the receptive field of the kernel.  The input vector  and the centres  of the 

kernel are of dimensionality , and 

x d
ijc R∈

d iM is the number of pattern units in a given class .  

Finally,  stands for the exponential function, and the superscript T denotes the transpose 

of the vector.  Obviously, the total number of the second-layer nodes is given as a sum of the 

pattern units for all the classes: 

iκ

exp

1

K

i
i

M M
=

= ∑           (6.2) 

  Next, the weighted outputs of the pattern units from the second layer that belong to 

the group  are connected to the summation unit of the third layer (designated as summation 

layer) corresponding to that specific class 

iκ

iκ .  The weights are determined by the decision 

cost function and the a priori class distribution.  In the general case, the positive weight coef-

ficients  for weighting the member functions of class ijw iκ  have to satisfy the requirement: 

1
1, 1,..., , for every given class , 

iM

ij i
j

w k
=

=∑ i K=      (6.3) 

  For a symmetrical cost function of the type “zero-one” (no loss for correct decision 

and a unit loss to any error; for more details see eq.(2.3) in Section 2.4.3, Chapter 2), which 

implies minimum classification error rate, and a uniform a priori distribution, all the weights 

for the class  are equal to iκ 1 iM .  Consequently, each node of the summation layer esti-

mates the class conditional probability density function ( | )i ip kx  of each class  defined as: iκ

2 2
1 1 1( | ) exp ( ) ( )

(2 ) 21

iM
T

i i ij ijd d
ji

p k
Mπ σ σ=

⎛ ⎞= ⋅ − − −⎜ ⎟
⎝ ⎠

∑x x x 1,..., ,i Kx x ,   =   (6.4) 

where  is the ijx j -th training vector from class iκ ,  is the test input vector, is the di-x d
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mension of the speech feature vectors, and iM  is the number of training patterns in class 

.  Each training vector  is assumed a centre of a kernel function.  The standard devia-

tion 

iκ ijx

σ acts as a smoothing factor, which softens the surface (6.4) defined by the multiple 

Gaussian functions (6.1).  As seen in (6.4), σ  has the same value for all the pattern units, and 

therefore, a homoscedastic PNN is considered.   

∑

1x

,1iw ,i dw

dx

...

2
1exp i

σ
−⎛ ⎞

⎜ ⎟
⎝ ⎠

z

i i= ⋅z x w

( )ig z

2x

,2iw

∑

kC

1 1( | )p kx

+1

-1

binary
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a) b)

2 2( | )p kx

Figure 6.2. Internal structure of: (a) i-th neuron in the pattern layer, (b) a neuron in the 
output layer 

  The internal structure of the pattern units, (i.e.  the neurons in the pattern layer) is 

illustrated in Figure 6.2 (a).  As the figure presents, the -th pattern unit forms a dot product 

 of the input pattern vector x  with a weight vector : 

i

iz iw

i i= ⋅z x w  .          (6.5) 

Next, a nonlinear operation is performed on  (the activation function box in Figure 6.2(a)) 

before outputting it to the following summation layer.  In fact, the nonlinear operation: 

iz

 2
1( ) exp i

ig
σ
−⎛ ⎞= ⎜

⎝

zz ⎟
⎠

          (6.6) 

used here supposes that both the vectors  and  are normalized to unit length, and there-

fore, this is equivalent to using:  

x iw
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1exp ( ) ( )

2
T

i iσ
⎛− − −⎜
⎝ ⎠

w x w x ⎞
⎟         (6.7) 

which is in the same form as equation (6.1).  Although, as originally proposed by Specht 

(Specht, 1990) alternative estimators (details in: Cacoullos, 1966; Parzen, 1962) can be used 

instead of the one in (6.4), in the present Chapter 6, we only consider estimators of the type 

specified by equation (6.4).   

  Comparing (6.1) and (6.4), we can see that the output of the summation unit for class 

is the estimated class conditional PDF for that class, when iκ ij ijc = x .  That makes the train-

ing of the pattern layer straightforward, since the training procedure is reduced just to re-

membering of the training set. 

  Having the estimation (6.4) of the class conditional PDF ( | )i ip kx  for all classes 

computed from the training data, and the a priori class probability , which in many ap-

plications is known (or otherwise usually assumed uniform for all classes), the best classifier 

which can minimize the defined cost function is given by the fundamental Bayesian decision 

rule (Mood and Graybill, 1962).  Thus, in the output layer of the PNN, also known as competi-

tive layer, the Bayesian decision rule:   

( )iP k

{ }D( )= argmax ( ) ( | ) ,   =1,..., ,i i i
i

P k p k i Kx x       (6.8) 

is applied to distinguish class iκ , to which the input vector  belongs. x

  Figure 6.2 (b) presents the internal structure of a neuron from the output layer.  As 

the figure illustrates, in two class problems – such as the speaker verification problem – the 

output units are two-input neurons, which produce binary outputs.  They have a single vari-

able weight, , kC

2 2 2, 1

1 1 1, 2

( )
( )

k
k

k

P k c MC
P k c M

⋅
= − ⋅

⋅
         (6.9) 

where  and are a priori class probabilities, 1 1( )P k 2 2( )P k 1M  and 2M  are the number of 

training patterns for class one and two, respectively,  and  and are the losses in case 

of misclassification of input vectors belonging to the respective class.  In fact, the constant 

 represents the ratio of a priori probabilities, divided by the ratio of training vectors and 

1,kc 2,kc

kC
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multiplied by the ratio of losses.  When the numbers 1M  and 2M  of the training vectors 

from the respective categories are obtained in proportion to their a priori probabilities, it can 

be written (Specht, 1990), 

2,

1,

k
k

k

c
C

c
= − ,          (6.10) 

and therefore, the constant  depends only on the significance of the decision.  If there is 

no particular reason for biasing the decision, may simplify to 

kC

kC 1− . 

   Furthermore, since the class conditional PDFs for all the  classes were already 

computed in (6.4), beside the decision , the PNN is able to provide the confidence in 

its decision that follows directly from the Bayes’ theorem (Bayes, 1763).  Thus, the posterior 

probability for each class, provided that the classes are mutually exclusive and exhaustive, is 

computed through: 

K

D( )x

1

( ) ( | )( | ) , 1,..., .
( ) ( | )

 i i i
i K

j j j
j

P k p kP k i K
P k p k

=

=
∑

xx
x

=        (6.11) 

At this point, we need to emphasise that according to the Bayes’ Postulate  the  a priori  class 

probability  is assumed equal for all classes, unless there is a compelling reason to as-

sume otherwise. 

( )iP k

The family of the PNN 
Following the introduction of the Probabilistic Neural Network by Specht (Specht, (1988, 

1990)), numerous enhancements, extensions, and generalizations of the original model have 

been proposed.  These efforts aimed at improving either the learning capability (Yang, 1998; 

Berthold, 1998), or the classification accuracy (Cain, 1990) of PNNs; or alternatively, at op-

timizing network size, thereby reducing memory requirements and the resulting complexity 

of the model, as well as achieving lower operational times (Burrascano, 1991; Specht, (1992, 

1994); Streit and Luginbuhl, 1994; Lin et al, 1997).  Architecture, referred to as a Modified 

PNN (MPNN), was introduced in Zaknich, (1991), for equalization of a non-linear frequency 

modulated communication channel.  The MPNN, which is closely related to the PNN, 

represents a vector-quantized form of the General Regression Neural Networks (GRNN) of 

Specht (Specht, 1991).  Improved versions of the MPNN were employed in numerous signal 
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processing, pattern recognition (Zaknich, 1995), and financial prediction applications (Jan, 

2004).  A temporal updating technique for tracking changes in a sequence of images, based 

on periodic supervised and unsupervised updates of the PNN, has been also developed 

(Tian, 2000).   

6.3. The Locally Recurrent Probabilistic Neural Network 

In the present section, an extension of the feedforward PNN architecture to locally recurrent 

global-feedforward one, referred to as Locally Recurrent Probabilistic Neural Network (LR 

PNN), is proposed.  The LR PNN, in contrast to the original PNN, is sensitive to the con-

text in which the individual vectors of input data appear.  In the frame of speech processing 

this new capability of the LR PNN enables detecting and exploiting abundance of correla-

tions among speech features vectors estimated for successive speech frames.  Therefore, in 

classification tasks, such as the speech and speaker recognition, it is expected that exploiting 

these correlations would contribute to improving the classification accuracy.   

6.3.1. Introduction  

The locally recurrent global-feedforward architecture was originally proposed by Back and 

Tsoi (Back and Tsoi, 1991), who considered an extension of the Multilayer Perceptron 

(MLP) neural network to exploit contextual information.  In their work, they introduced the 

Infinite Impulse Response (IIR) and Finite Impulse Response (FIR) synapses, able to utilize 

temporal dependencies in the input data.  The FIR synapse has connections to his own, cur-

rent and delayed, inputs, while the IIR synapse has also connections to its past outputs.  Ku 

and Lee (Ku and Lee, 1995) proposed Diagonal Recurrent Neural Networks (DRNN) for 

the task of system identification in real-time control applications.  Their approach is based on 

the assumption that a single feedback from the neuron’s own output is sufficient.  Thus, they 

simplify the fully connected neural network to render training easier.  A comprehensive study 

of several MLP-based Locally Recurrent Neural Networks is available in Campolucci et al., 

(1999).  They introduced a unifying framework for the gradient calculation techniques, called 

Causal Recursive Back-Propagation.  All aforementioned approaches consider gradient-based 

training techniques for neural networks, which, as it is well known, require differentiable 

transfer functions. 

 The development of the PNN architecture that is offered in the present Section 6.3 

draws on the concept of the locally recurrent global-feedforward architecture, and the recur-
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rent layer we propose is similar to the IIR synapse introduced in (Back and Tsoi, 1991) and 

the DRNN defined by Ku and Lee (Ku and Lee, 1995).  Our approach differs from the pre-

viously mentioned, primarily, because we consider PNNs instead of MLP NN.  Most impor-

tantly, however, in the architecture presented here each summation unit in the recurrent layer 

receives as input not only current values of its inputs, but also the  previous outputs of all 

neurons in that layer.  Broadly speaking, the input signal, acting on a recurrent neuron lo-

cated in the recurrent hidden layer of an LR PNN, is a sum of two differences: The first dif-

ference is between the weighted probability of the given class and the sum of weighted prob-

abilities computed for all other classes.  The second difference is between the weighted past 

output values of the given unit and the sum of the weighted past output values of all other 

neurons in this layer.  Thus, in the proposed architecture, the probability of belonging to a 

specific class is combined with the probabilities computed for the other classes, and more 

importantly with the past values of the outputs of the recurrent units for all classes.  This in-

corporation of previous information enables the LR PNN network to produce improved 

confidence levels, and consequently make a more correct final decision.  Finally, in contrast 

to (Tian, 2000), our approach does not require retraining or adaptation of the PNN parame-

ters during the operational phase – once the parameters are computed, they remain un-

changed. 

N

6.3.2. The LR PNN architecture 

Although, as mentioned in Section 6.1 there exist numerous improved versions of the origi-

nal PNN, which are either more economical, or exhibit a significantly superior performance, 

for simplicity of exposition, we adopt the original PNN (see Section 6.2) as a starting point 

for introducing the LR PNN architecture.  The development of the PNN architecture we 

propose in the present subsection and further in the next Section 6.4 do not interfere with 

the aforementioned earlier enhancements, and therefore, can be applied straightforwardly to 

the more advanced PNNs.   

 The LR PNN is derived from the original PNN by incorporating an additional hidden 

layer, referred to as recurrent layer, which consists of neurons possessing feedbacks, between 

the summation layer and the output competitive layer of the PNN structure.  Figure 6.2 pre-

sents the simplified structure of a LR PNN for classification in K  classes.  Having in mind 

the comprehensive description of the original PNN presented in Section 6.2, here we only 

briefly mention the features that are common between the PNN and the LR PNN.  As al-
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ready discussed, in the first two hidden layers, often referred together as radial basis layer, the 

LR PNNs, as their predecessor – the PNNs, implement the Parzen window estimator by us-

ing a mixture of Gaussian basis functions (see Section 6.2 for details).  If an LR PNN for 

classification in  classes is considered, the class conditional probability density function K

( |i p i )p kx defined by equation (6.4), can be rewritten as:  
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Figure 6.3. Structure of the Locally Recurrent Probabilistic Neural Network 
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where for simplicity of further notations ( |i p i )p kx  was replaced by .  Keeping con-

sistency of notations as of equation (6.4),  is the 

f ( )i px

ijx j -th training vector from class , iκ px  

belonging to the set { }, 1,..., with  p p P= =X x  is the p -th input vector,  is the dimen-

sion of the input vectors, and 

d

iM  is the number of training patterns in class .  Each train-

ing vector x  is assumed a centre of a kernel function, and consequently the number of pat-

tern units in the first hidden layer of the neural network is given by the sum of the pattern 

iκ

ij
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units for all the classes (see equation (6.2)).  The standard deviation iσ  acts as a smoothing 

factor, which softens the surface defined by the multiple Gaussian functions (6.1).  Instead of 

the simple covariance matrix, { }2
i Iσ , where I  represents the identity matrix, the full covari-

ance matrix can be computed using the Expectation Maximization algorithm, as proposed in 

Yang and Chen, (1998), Mak and Kung, (2000), and others.  Since the computation of the 

covariance matrix, or the optimization of the smoothing factor iσ , does not interfere with 

the development of the PNN we discuss, for simplicity of exposition, we consider here the 

simple case, where the value of the standard deviation is identical for all pattern units belong-

ing to a specific class.  Moreover, iσ  can even be the same for all pattern units irrespective 

of the class, as it was originally proposed by Specht (Specht, 1990). 

Figure 6.4.  Linkage of a neuron that belongs to the recurrent layer 

 Next, the class conditional probability density functions f (  for each class , esti-

mated through (6.12), act as inputs for the recurrent layer.  In general, the recurrent layer can 

be considered as a form of Infinite Impulse Response (IIR) filter that smoothes the prob-

abilities generated for each class, by incorporating information about the probabilities com-

puted for all other classes, and more importantly, by exploiting one or more past values of 

the outputs for all classes.  The recurrent layer is composed of recurrent neurons, which in 

addition to the inputs coming from the radial basis layer also possess feedbacks from their 

own past outputs and from current and past outputs of the neurons of the other classes.  

Figure 6.4 illustrates the linkage of a single neuron belonging to the hidden recurrent layer.  

)i px iκ
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As shown in the figure, beside the PDFs from all classes, , this neuron 

also receives feedbacks from its past outputs, 

f ( ), 1,..., i p i =x K

y ( ),  1,...,i p t t− =x N

K

, with i  denoting the cur-

rent neuron number, as well as from current y ( ),  1,...,j i p j≠′ =x  and past y ( ),j i p t≠ −x  

, outputs from all other neurons belonging to that layer.  Here, the 

subscript 

1,..., ,  1,...,j K t= = N

p  stands for the serial number of the input vector px .  On its own side, the cur-

rent neuron provides to the other neurons of the recurrent layer its current  and past y ( )i px

y ( ),i p t−x   outputs, again with 1,...,t = N p  standing for the specific input vector.  A de-

tailed structure of the recurrent neurons is provided in Figure 6.5.   

∑

1f ( )px

...

f ( )K px

y ( )i p′ x

y ( )i px

y ( )i px
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j p
j=

′
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function

Output 
regularization

Summation 
unit 

Figure 6.5. Internal structure of the i-th neuron from the recurrent layer of the LR PNN 

  As shown in Figure 6.5, the inputs  denoting the class conditional 

PDFs, are weighted by the coefficients .  The two indexes of the weights of  with 

 and  stand for the current recurrent neuron and for the class to which 

the corresponding input belongs.  The first two indexes of the weights  have the same 

meaning as for the weights , and the third index 

f ( ), 1,..., , i p i =x K

K

N

,i jb ,i jb

1,...,i K= 1,...,j =

, ,i j ta

,i jb 1,...,t =  shows the time delay of the 

specific output before it appear as an input.  All feedbacks y ( )i p t−x , 1,...,t N=  that origi-
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nate from the present neuron i , and the links y ( ),j i p t≠ −x 1,...,j K = ,  coming 

from the other neurons 

1,...,t = N

j i≠

N N

 of the recurrent layer are weighted by the coefficients 

  and   , , , 1,..., i i ta t = , , ,i j i ta ≠ 1,..., , j K= 1,...,t = , respectively. 

  The summation units’ output  of the locally recurrent layer is computed by: y ( )i px

, , , , , ,
1 1 1

1,..., ,y ( ) f ( ) f ( ) y ( ) y ( ) ,
K N K

i p i i i p i k k p i i t i p t i k t k p t
k t k
i k i k

ib b a a− −
= = =
≠ ≠

=

⎡ ⎤ ⎡
⎢ ⎥ ⎢= − + −⎢ ⎥ ⎢
⎢ ⎥ ⎢⎣ ⎦ ⎣

∑ ∑ ∑x x x x x K
⎤
⎥
⎥
⎥⎦

(6.13) 

where  is the probability density function of each class f ( )i px iκ , px is the p -th input vec-

tor,  is the number of classes,  is the recurrence depth, K N (i p ty −x )  is the normalized past 

output for class  that has been delayed on  time steps, and  and  are weight co-

efficients.  The output  of each summation unit from the recurrent layer is subject to 

the regularization transformation: 

iκ t , ,i j ta ,i jb

y ( )i px

( )
( )

1

sgm y ( )
y ( )

sgm y ( )

i p
i p K

j p
j=

=
∑

x
x

x
, 1, 2,..., ,i K=       (6.14) 

which retains the probabilistic interpretation of the output of the recurrent layer.  The desig-

nation sgm  refers to the sigmoid activation function.   

  Subsequently, in the output layer, often referred as competitive layer, the Bayesian deci-

sion rule (6.15) is applied to distinguish class iκ , to which the input vector px  is categorized:  

{ }D( ) argmax y ( ) , 1,..., , p i i i p
i

h c i K=x x =       (6.15) 

where  is a priori probability of occurrence of a pattern from class , and  is the cost 

function associated with the misclassification of a vector belonging to class .   

ih iκ ic

iκ

  Finally, provided that all classes are mutually exclusive and exhaustive, we can com-

pute the Bayesian confidence for every decision D( )px by applying the Bayes’ theorem: 

1

y ( )
( | ) , 1,..., .

y ( )
 i i p

i p K

j j p
j

h
P k i K

h
=

= =
∑

x
x

x
       (6.16) 
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The posterior probability  for the ( | )i pP k x p -th input vector belonging to class  is com-

puted by relying on the a priori probabilities  and the temporally smoothed PDFs 

iκ

ih y ( )i px .   

  The decision D( )px , and the confidence for every decision ,  are com-

puted for every input vector.  However, in the speaker verification task every test trial (usu-

ally a speech utterance) consists of multiple feature vectors.  Therefore, the probability 

 all test vectors originating from a given test trial 

( | )i pP k x

( | )iP k X { },p=X x  1,...,p P=  to belong 

to class , can be computed by: iκ

( )
( )1

D( )
( | ) , 1,..., ,

D( )
p i

i K
p jj

N k
P k i K

N k=

=
=

=∑
x

X
x

=       (6.17) 

where (D( ) )p iN =x k  is the number of vectors px classified by the Bayesian decision rule 

(6.15) as belonging to class .  Since the speaker verification task assumes an exhaustive 

taxonomy, any of the inputs 

iκ

px falls in one of the classes iκ , the equality: 

( )1 D( ) ,K
p jjP N k== ∑ x =         (6.18) 

where  is the number of test vectors in the given trial , is always preserved. P X

  In many real-world applications, including the speaker verification problem which is a 

central topic of interest here, computing the probability  is not sufficient as a final 

outcome from the LR PNN.  When an explicit final decision about the test trial  is re-

quired, the outcome of (6.17) is assessed with respect to a predefined threshold 

( | )iP k X

X

θ : 

1( | ) > <P k θX           (6.19) 

Since in the speaker verification task there are only two exhaustive complementary classes, it 

is sufficient to compare only the probability for class  to a threshold. 1k

  Most often, the threshold θ  is computed on a data set, referred to as development 

data, which is independent from the training and testing data.  A necessary requirement for 

obtaining a reasonable estimate of θ  is the development data to be representative, i.e., they 

have to bear a resemblance to the real-world data that the GLR PNN will operate within the 

corresponding application. 
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Figure 6.6. Architecture of the Locally Recurrent Probabilistic Neural Network 

  In Figure 6.6, the architecture of the LR PNN for the case of two classes ( ) and 

recurrence depth one ( ) is presented.  For visualization purposes the locally recurrent 

layer is magnified.  As illustrated in Figure 6.6, the probability density functions  and  

computed by the first hidden layer act as inputs for the summation units of the locally recur-

rent layer.  Both these inputs, as well as the delayed past outputs 

2K =

1N =

1f 2f

1y  and 2y  of the two 

classes are weighted by the weights  and  , respectively.  Finally, the current output 

values 

,i jb ,i ja

1y  and 2y  are passed as inputs to the competitive layer that decides the winning class.   

6.3.3. The LR PNN training 

A three-step training procedure for the LR PNN is proposed.  By analogy to the original 

PNN, the first training step creates the actual topology of the network.  In the first hidden 

layer, a pattern unit for each training vector is created by setting its weight vector equal to the 

corresponding training vector.  The outputs of the pattern units associated with the class iκ  

are then connected to one of the second hidden layer summation units.  The number of 

summation units is equal to the number of classes .  We consider a modification of the 

PNN, where only the n-best results are summed together, with n usually ranging between 

one and six.   

K
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  The second training step is the computation of the smoothing parameter iσ  for each 

class.  To this end, various approaches (Meisel, 1972; Cain, 1990; Specht, (1992); Musavi et 

al., (1992); Specht and Romsdahl, (1994); Masters, 1993; Georgiou et al., 2004) have been 

proposed.  Although other methods can be employed, here we will mention only the one 

proposed in (Cain, 1990) due to its simplicity.  According to that approach, any iσ  is pro-

portional to the mean value of the minimum distances among the training vectors in class 

: iκ

,
1

1 i

i

M

i
ji

d
M

σ λ
=

= ∑ j k          (6.20) 

where , ij kd is the smallest Euclidean distance computed between j -th pattern unit of class 

 and all other pattern units from the same class, and iκ iM  is the number of training patterns 

in class .  The constant iκ λ  is usually in the range [1.1, 1.4]λ ∈ .  If the smoothing parame-

ter is common for all classes, either it is chosen empirically, or it is computed by applying 

(6.20) on the entire training data set.   

  The third step is the computation of the weights of the locally recurrent layer, using 

the training data exploited at step one.  This is equivalent to the minimization of the error 

function: 

1 1 1
E( ) ( | ) ( )

( 1)
1 ( | ) ( ) ( | ) (i )i jk k k

K

i i
i

K K

i i j j
i j

j i

c P Miss k P
K K

c P Miss k P c P Miss k P
= = =

≠

=
−

+ −∑ ∑∑w   (6.21) 

where the parameter  is the relative cost of detection error for the corresponding class , 

 is the posterior probability of misclassification of the patterns belonging to class 

, and  is the a-priori probability of occurrence  the patterns of class  in the train-

ing data set.  The values of  are obtained in the following way: For a given weight 

vector ,  are the weight coefficients from equa-

tion (6.13), the values of 

ic iκ

( | iP Miss k )

)

, }b

iκ ( )iP k iκ

( | iP Miss k

{ , } =w a b ,{ }, {where   and  i j i ja= =a b

iy  are computed, according to (6.13) and (6.14), and then (6.15) is 

applied.  Finally,  is computed as , where  is ob-

tained from (6.17) for the case of the training data set.   

( | iP Miss k ) )( | ) 1 ( |= Pi iP Miss k k− X ( | )P ik X
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  The minimization of total error  is achieved by employing the Differential Evo-

lution (DE) algorithm introduced by Storn and Price, (1997).  The DE method exploits a 

population of potential solutions to probe the search space.  At each iteration called generation 

, three steps, called mutation, recombination, and selection, are performed (Storn and Price, 

1997).  Firstly, all weight vectors are randomly initialized.  Then at the mutation step, new 

mutant weight vectors 

E( )w

g

1
i
g+v  are generated by combining weight vectors, randomly chosen 

from the population: 

1 2
1 ( ) (i i best i r r

g g g g g gµ µ+ = + − + −v w w w w w )       (6.22) 

where 1r
gw and 2r

gw are two randomly selected vectors, different from i
gw , best

gw is the best 

member of the current generation, and the positive mutation constant µ  controls the magni-

fication of the difference between two weight vectors.  At the recombination step, each com-

ponent of these new weight vectors is subjected to a further modification.  A ran-

dom number  is generated, and if  is smaller than predefined crossover constant 

1,...,j = d

[0, 1]   r ∈ r

prC ,  the j -th component of the mutant vector 1
i
g+v becomes j -th component of the trial 

vector.  Otherwise, the j -th component is obtained from the target vector.  Finally, at the 

selection step, the trial weight vectors obtained at the crossover step are accepted for the 

next generation only if they yield a reduction of the value of the error function; otherwise, 

the previous weights are retained.   

6.3.4. Experiments and results 

Experimental set-up 

The baseline speaker verification system WCL-1 (see Chapter 3), was used as a platform to 

compare the performance of the LR PNN and the original PNN.  In all experiments, the 

number of classes  was fixed (K 2K = ), since in the speaker verification task only two 

classes are considered – one for the enrolled user and one for the collective model of non-

users (impostors).  Given that the present study aims at comparing the LR PNN architecture 

to the classical PNN, rather than optimizing absolute speaker verification performance, the 

smoothing parameters { }, 1, i iσ = 2  was set to the fixed value of 0.35 for both the classes.  

This choice was motivated by our intention to evaluate the performance gain that is solely 

attributed to the ability of the LR PNN architecture to exploit inter-frame correlations.  Any 
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difference in the smoothing parameter in the comparative experiments might influence the 

performance of the classifiers, and consequently bias our conclusions.  The locally recurrent 

layer’s weights were computed from a common set of data for all enrolled speakers.  To 

speed up the computation process, we retained only 10000 training vectors – namely, the 

first 5000 feature vectors for each of the two classes.   

  Common training and testing protocols were followed in all experiments.  Fifty male 

speakers, extracted from the PolyCost v1.0 telephone-speech speaker recognition corpus 

(Hennebert et al., 2000) were enrolled as authorized users.  The training data, comprised of 

ten utterances, containing both numbers and sentences, obtained from the first session of 

each speaker.  In average, about 17 seconds of voiced speech per speaker were available for 

training each user model.  All the enrolled users’ training data were then combined for build-

ing a common reference model.  Utterances from all the 74 male speakers (50 users + 24 un-

known to the system) available in the database were used to perform test trials.  Each user 

model was tested by 4 target trials from the second session of the corresponding enrolled 

user, and by 292 trials from both unknown impostors and pseudo-impostors.  About 1.3 sec-

onds of voiced speech per test utterance were available.  The actual amount of voiced speech 

in the particular trials was in the range of 0.4 to 2.1 seconds.  Impostor trials from opposite 

sex speakers were not performed. 

Comparison to the original PNN 

In the first speaker verification experiment, the LR PNN in its simplest form, with recur-

rence depth one ( ), was compared with the original PNN.  Figure 6.7 presents the nor-

malized distribution of the scores for the enrolled users (dashed line) and the impostors 

(solid line).  The considerable spread of both users’ and impostors’ scores for the PNN case, 

shown in Figure 6.7 (a), is obvious.  In contrast, as Figure 6.7 (b) demonstrates, the LR PNN 

classifier produces a smaller deviation from the mean value for both the users and the impos-

tors.  In 62 % of the cases a zero probability for the impostor trials was produced, which is a 

major improvement compared to the 38 % attained trough the traditional PNN.  Moreover, 

the LR PNN exhibited a significant concentration of the enrolled users’ scores at the maxi-

mum probability point of one (about 60 % of all trials), in contrast to the simple PNN for 

which the user scores were spread out over a much wider area in the upper part of the scale.  

Therefore, not only major concentration of the score distributions, but also a clearer separa-

tion of the two classes, and a decrease of the overlapping area were observed.   

1N =
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)b)a

Figure 6.7. Distribution of the speaker verification scores for the: (a) PNN, and (b) LR PNN 

  Next, we studied the influence of the recurrence depth  over the speaker verifica-

tion performance achieved by the LR PNN architecture.  Comparative results that contrast 

the LR PNN and the PNN error rates are presented in Table 6.1. 

N

Table 6.1.  The Equal Error Rate for the LR PNN for various values of the recurrence depth , 
contrasted to the performance of the original PNN 

N

Architecture Number of weights 
in the recurrent layer

EER [%] 

Original PNN - 3.50 
LR PNN (N=1) 8 3.24 
LR PNN (N=2) 12 3.03 
LR PNN (N=3) 16 2.50 
LR PNN (N=4) 20 3.50 

 

   As expected, when  increases the Equal Error Rate (EER) decreases, because a lar-

ger part of the inter-frame correlation can be identified and subsequently exploited.  The ma-

jor increase of the EER, observed for 

N

4N =  is mainly due to the insufficient amount of 

training data.  The number of weight coefficients in the recurrent layer depends in linear 

manner to , but for large  larger training datasets are required.  When data are scarce, 

the neural network becomes overspecialized on the training set and is unable to generalize on 

unknown data.  A second important constraint on the recurrence depth is the size of the 

time window.  For large values of  the time window could spread across two or more 

phonemes, and even across syllables.  In this case, the neural network becomes sensitive to 

the linguistic information carried by the training data.  This can be very useful in the case of 

speech recognition or text-dependent speaker verification, but in the context of text-

independence, it decreases the speaker verification performance. 

N N

N
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  A quantitative assessment of the relative reduction of the error rates demonstrates the 

significant advantage of using the LR PNN architecture.  For example, when compared to 

the original PNN, the LR PNN with recurrence depth {1, 2, 3} N = , gains a relative reduc-

tion of the error rate by more than 7 %, 13 %, and 28 %, respectively.   

6.4. The Generalized Locally Recurrent PNN 

The successes of LR PNN encouraged us to develop further this architecture and strengthen 

even more its ability to sense the context.  These efforts resulted in the Generalized Locally 

Recurrent Probabilistic Neural Network (GLR PNN) that is presented in this section.  Simi-

larly to the LR PNN, the GLR PNN builds on a hybrid PNN-RNN architecture, which 

combines the positive characteristics of the generative and discriminative classification ap-

proaches.  The main difference between the LR PNN and the GLR PNN is in the RNN 

embedded into the PNN.  We deem that the fully linked recurrent layer of the GLR PNN 

has better cognitive capabilities concerning the short-time temporal dependences.   

6.4.1. Introduction 

As its name suggests, the GLR PNN represents a generalization of the LR PNN architecture 

that is mainly expressed in elaborating the linkage of the hidden recurrent layer but also in 

refining its training procedure.  However, from another perspective, the GLR PNN architec-

ture can be perceived as an extension that stems directly from the original PNN, and that is 

derived independently, “in parallel” to the LR PNN.  For comprehensiveness of exposition, 

in the present Section 6.4 we will consider the latter perspective, and thus, accept the original 

PNN as a starting point to introducing the GLR PNN.  In addition, parallels that specify the 

similarities and dissimilarities between the LR PNN and the GLR PNN architecture will be 

provided.   

  The work presented in the this section draws on the concept of the local recurrent 

global-feedforward architecture, and the recurrent layer we propose is similar to the IIR syn-

apse introduced in (Back and Tsoi, 1991), and the DRNN defined by Ku and Lee (Ku and 

Lee, 1995).  Our approach differs from the previously mentioned, primarily, because we con-

sider PNNs instead of MLP NN.  Most importantly, however, in the architecture proposed 

here each summation unit in the recurrent layer receives as input not only current and past 

values of its inputs, but also the  previous outputs of all neurons in that layer.  This can be 

considered as a generalization of the locally recurrent global-feedforward PNN architecture 

N
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that was introduced firstly in (Ganchev et al, 2003a).  This generalization was obtained by 

adding time-lagged values of inputs to recurrent layer linkage.  Thus, the neurons of the re-

current layer are now linked to all current and  past inputs, and to  past outputs of all 

neurons from the same layer, in contrast to the LR PNN where connections to the past in-

puts were not implemented.  Moreover, the present section introduces some advances com-

pared to the earlier work Ganchev et al, (2004c), where the GLR PNN was firstly introduced.  

In comparison to Ganchev et al, (2004c), the present discussion updates the GLR PNN ar-

chitecture, its training procedure, and provides comprehensive results.  Specifically, in the 

GLR PNN all feedbacks, which origin from past outputs of neurons belonging to the recur-

rent layer embrace the activation functions of these neurons.  The last facilitates the training 

procedure of the recurrent layer weights and contribute for an improved convergence of the 

training process due to reduced dynamic range of values that the weight coefficients take.  

More importantly however, the aforementioned modification of the GLR PNN architecture 

led to transformed dynamic range of the weight coefficients of the recurrent layer feedbacks.  

The dynamic range of their values is now comparable to the one of the weight coefficients of 

the inputs for that layer.  In turn, the last led to a lower sensitivity to rounding errors, a more 

economical hardware implementation, and most importantly, to an improved overall robust-

ness of GLR PNNs. 

L N

  Besides these improvements, in the present section the GLR PNN architecture 

evolves further, allowing independence of the number of past inputs  and past outputs  

that are considered in the hidden recurrent layer linkage.  Thus, the earlier works (Ganchev et 

al, (2003a, 2004c)) can be considered as two special cases of the generalized architecture: for 

 and  

L N

0 L = L N= , respectively.  The aforementioned generalization of the GLR PNN ar-

chitecture adds a new degree of freedom into the hands of researchers, and therefore con-

tributes to improved flexibility and applicability to a wider range of classification tasks.  An-

other important development that we bring forward in the present work, when compared to 

(Ganchev et al, 2004c), is the amended error function, which is object of minimization dur-

ing the recurrent layer training.  The error function was modified in a manner to seek for 

specific predefined balance of training among the classes, which guarantees a better steering 

of the learning rate for every class, and a better customization of the individual classes. 

  In general, the recurrent layer can be considered as a form of Infinite Impulse Re-

sponse filter that smoothes the probabilities generated for each class, by incorporating in-
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formation about the probabilities computed for all other classes, and more importantly, by 

exploiting one or more past values of the inputs and the outputs for all classes. 
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...

…………………..

D

Class 1 Class K

INPUT 
LAYER

PATTERN 
LAYER

SUMMATION 
LAYER

OUTPUT 
LAYER

11,Mf1,1f ,1Kf , KK Mf

1p Kp

,1px ,p Rx

( )pD x

1y KyRECURRENT 
LAYER

...

Z-1

Z-1

Z-1

Z-1

Figure 6.8. Simplified structure of the GLR PNN 

6.4.2. The GLR PNN Architecture 

Although there exist many improved versions of the original PNN (discussed in Section 6.1), 

here for clarity of exposition we accept the original PNN as a starting point to introduce the 

GLR PNN architecture.  The further development of the PNN and LR PNN architectures 

we propose in the present section do not interfere with the earlier enhancements mentioned 

in Section 6.2, and therefore, can be applied straightforwardly to the more advanced PNNs. 

  Similarly to the LR PNN, which was discussed in Section 6.3, the GLR PNN is de-

rived from the PNN by including a new hidden recurrent layer, between the radial basis and 

competitive layers.  This recurrent layer consists of fully linked neurons (one per each target 

class), which in addition to current inputs and  delayed inputs possess also feedbacks from 

 past outputs of all neurons belonging to that layer, including its own ones.  The simplified 

structure of the GLR PNN is presented in Figure 6.8.  As illustrated in the figure, similarly to 

L

N
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the LR PNN, the first hidden layer of the GLR PNN is identical to the one of the PNN.   

Consequently, in the first hidden layer, the GLR PNNs, as their predecessor – the 

PNNs, implement the Parzen window estimator by using a mixture of Gaussian basis func-

tions (see Specht, (1990) for details).  If a GLR PNN for classification in K classes is consid-

ered, the probability density function f ( )i px  of each class ik  defined by .12), and reused 

here, is: 

 (6

2 2
1 1 1f ( ) exp ( ) ( )

(2 ) 21

iM
T

i p p ij p ijd d
jii iMπ σ σ=

⎛ ⎞
= ⋅ − − −⎜ ⎟

⎝ ⎠
∑x x x x x 1,..., ,i K=   ,   (6.23) 

where  denotes the ijx j -th training vector from class iκ , px is the p -th input vector be-

longing to the set { }, 1,..., with  p p P= =X x , d  is the me ion of e input vectors, and 

i

di ns th

M  is the number ss i of training patterns in cla  κ .  Each training vector ijx  is assumed a 

re of a kernel function, and consequently, the umber of pattern units in e first hidden 

layer of the neural network (6.2) is given by the sum of the pattern units for all the classes.  

The standard deviation i

cent  n  th

σ  acts as a smoothing factor, which softens the surface defined by 

the multiple Gaussian functions (6.1).  Instead of the simple covariance matrix, { }2
i Iσ , 

where I  represents the identity matrix, the full covariance matrix can be computed us e 

Expectation Maximization algorithm, as proposed in Yang and Chen, (1998), Mak and Kung, 

(2000), and others.  Since the computation of the covariance matrix, or the optimization of 

the smoothing factor i

ing th

σ , does not interfere with the development of the PNN we discuss, 

for simplicity of exposition, we consider here the simple case, where the value of the stan-

dard deviation is identical for all pattern units belonging to a specific class.  Moreover, iσ  

can even be the same for all pattern units irrespective of the class, as it was originally pr

posed by Specht (Specht, 1990).   

  Similarly to the LR PNN, 

o-

the class conditional probability density functions 

 recur-

a  own past outputs

the other classes.   

f ( )i px  

for each class iκ , estimated through (6.23), act as inputs for the recurrent layer.  The

rent layer is composed of recurrent neurons, which in addition to the current inputs f ( )i px  

and L  past inputs f ( ), 1,..., i p t t L− =x  coming from the radial basis layer, also posse  

feedb cks from their  and from current and past outputs of the neurons of 

ss N
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  Figure 6.9 illustrates the linkage of a single neuron belonging to the hidden general-

ized recurrent layer

y( )i px

1y ( )i p−x

2y ( )i p−x

y ( )i p N−x

1f ( )px f ( )K px f ( )K p L−x

1y ( )j i p≠ −x
y ( )j i p N≠ −x

...

...
... y ( )K p N−x

y ( )i px

......

1y ( )i p−x

2y ( )i p−x

y ( )i p N−x
...

y ( )j i p≠′ x

y ( )i p′ x

1 1f ( )p−x
f ( )j p t−x

...

Figure 6.9. Linkage of a recurrent neuron in the GLR PNN 

.  As shown in the figure, beside the current values of the PDFs from all 

classes, f ( ), 1,..., i p i K=x , this neuron also receives the past inputs f ( ),i p t−x  1,..., t L=  

and feedbacks from its past outputs y ( ),  1,...,t N− =x , as well as from current 

y (

i p t

 and past ),  1,...,j i p j K≠′ =x y ( ),j i p t≠ −x  1,..., ,  1,...,j K t N= =  outputs from all other 

neurons belonging to that layer.  Here, the  the current neuron number,  s

and the subscript 

ubscript i  denotes

p  stands for the serial number of the input vector px .  On its own side, 

the current neuron provides to the other neurons of the recurrent layer its current y ( )x  

and past 

i p

y ( ),i p t−x  1,...,  outputs, again with t N= p  standing for the specific input vector.   
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  In Figure 6.10, the detailed structure of the recurrent neurons is illustrated.  As shown 

in the figure, the inputs  and f ( )i px f ( )i p t−x , with 1,..., ,i K=  and  denoting the 

current and past class conditional PDFs, respectively, are weighted by the coefficients .  

All feedbacks 

1,...,t = L

, ,i j tb

y ( )i p t−x ,  that originate from the present neuron i , and the links 1,...,t = N

y ( ),j i p t≠ −x  ,  coming from the other neurons 1,...,j K= 1,...,t = N j i≠  of the recurrent 

layer are weighted by the coefficients   and   , 

respectively.  The three indexes of the weights  and  stand for: (a)  indi-

cates current recurrent neuron  and equals to the class index 

, , , 1,..., i i ta t = N , =, , ,i j i ta ≠ 1,...,j K 1,...,t N=

, ,i j ta , ,i j tb 1,...,i K=

i iκ ; (b)  indicates 

for the class to which the corresponding input or output belongs; and (c)  shows 

the time delay of the specific input or output. 

1,...,j = K

L1,...,t =

∑

y ( )i p′ x

y ( )i px

y ( )i px

1

y ( )

y ( )

i p
K

j p
j=

′

′∑

x

x

0

1
y ( )

1 exp i p

Q
⎛ ⎞

+ −⎜ ⎟
⎝ ⎠

x

,1,0ib , ,i K Lb

1y ( )j i p≠ −x

y ( )j i p N≠ −x...
...

y ( )K p N−x

y ( )j i p≠′ x

, ,i K Na

, ,i j i Na ≠

, ,1i j ia ≠

1y ( )i p−x2y ( )i p−xy ( )i p N−x
, ,i i Na , , 2i ia , ,1i ia
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Sigmoid
activation 
function

Output 
regularization

Summation 
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1f ( )px f ( )K px f ( )K p L−x

......

1 1f ( )p−x f ( )j p t−x

...

, ,0i Kb ,1,1ib , ,i j tb

Figure 6.10. Structure of a neuron from the recurrent layer of the GLR PNN 

  The output y (  of each summation unit located in the locally recurrent layer of 

the GLR PNN is computed by:  

)i px
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, , , ,
0 1 1 1

( ) f ( ) y ( ), 1,..., .  
L K N K

i p i k t k p t i k t k p t
t k t k

y b a i− −
= = = =

= +∑∑ ∑∑x x x K=    (6.24) 

Here, px denotes the p -th input vector;  the probability density function of class 

that has been computed t  time steps ago;  is the number of delayed input values for a 

given class;  is the number of classes;  stands for the recurrence depth; 

-f ( )k p tx

iκ L

K N y ( ) k p t−x  is the 

normalized past output of class  that has been delayed on t  time steps; and finally  

and  represent weight coefficients.   

iκ , ,i k ta

, ,i k tb

  Comparing equations (6.13) and (6.24) which define the output  of the sum-

mation units for the LR PNN and the GLR PNN architectures, we can pinpoint the major 

difference between them.  More specifically, in the GLR PNN, beside the  past outputs 

from all classes, also  past values of the class conditional PDFs appear in the first sum 

(6.24), while no past values of the PDFs are taken in consideration into the LR PNN (see 

Section 6.3.2, equation 6.13). 

y ( )i px

N

L

  Next, similarly to the LR PNN, the outputs of each summation unit in the 

recurrent layer of the GLR PNN are subject to the regularization transformation: 

y ( )i px

( )
( )

1

sgm y ( )
y ( )

sgm y ( )

i p
i p K

j p
j=

=
∑

x
x

x
, 1, 2,..., ,i K=       (6.25) 

imposed to retain an interpretation of the output of the recurrent layer in terms of probabili-

ties.  The designation refers to the sigmoid activation function. sgm

  Consequently, the Bayesian decision rule, rewritten here, is applied to distinguish the 

class , to which the input vector iκ px belongs:  

{ }D( )= argmax y ( ) ,   =1,..., .p i i i p
i

h c i Kx x       (6.26) 

Again,  is a priori probability of occurrence of a pattern from class ih iκ , and  is the cost 

function associated with the misclassification of a vector belonging to class .   

ic

iκ

  Finally, provided that all classes are mutually exclusive and exhaustive, we can com-

pute the Bayesian confidence for every decision D( )px by applying the Bayes’ theorem: 
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1

y ( )
( | ) , 1,..., .

y ( )
 i i p

i p K

j j p
j

h
P k i K

h
=

= =
∑

x
x

x
      (6.27) 

The posterior probability  for the ( | )i pP k x -p th input vector belonging to class  is com-

puted by relying on the a priori probabilities  and the temporally smoothed PDFs 

iκ

ih y ( )i px .   

  Each test trial consists of multiple feature vectors, therefore, the posterior probability 

 all test vectors originating from a given test trial ( | )iP k X { },p=X x  1,...,p P=  to belong 

to class , can be computed by: iκ

( )
( )1

D( )
( | ) , 1,..., ,

D( )
p i

i K
p jj

N k
P k i K

N k=

=
=

=∑
x

X
x

=       (6.28) 

where (D( ) )p iN =x k  is the number of vectors px classified by the Bayesian decision rule 

(6.25) as belonging to class .  Since the speaker verification task assumes an exhaustive 

taxonomy, any of the inputs 

iκ

px falls in one of the classes iκ , the equality: 

( )1 D( ) ,K
p jjP N k== ∑ x =         (6.29) 

where  is the number of test vectors in the given trial , is always preserved. P X

  As already discussed, in many real-world applications, including the speaker verifica-

tion problem, computing the probability  is not sufficient as an outcome from the 

GLR PNN.  Thus, when an explicit final decision about a given trial  is required, the out-

come of (6.28) is assessed with respect to a predefined threshold 

( | )iP k X

X

θ : 

1( | ) > <P k θX           (6.30) 

Most often, the threshold θ  is computed on a data set, referred to as development data, 

which is independent from the training and testing data.  A necessary requirement for obtain-

ing a reasonable estimate of θ  is the development data to be representative, i.e., they have to 

bear a resemblance to the real-world data that the GLR PNN will operate within the corre-

sponding application. 
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6.4.3. The GLR PNN training 

In the same way as for the LR PNN (see Section 6.3.3), a three-step training procedure for 

the GLR PNN is used.  By analogy to the original PNN, the first training step creates the 

actual topology of the network.  In the first hidden layer, a pattern unit for each training vec-

tor is created, by setting its weight vectors equal to the corresponding training vector.  The 

outputs of the pattern units associated with the class iκ  are then connected to one of the 

second hidden layer summation units.  The number of summation units is equal to the num-

ber of classes . K

  The second training step is the computation of the smoothing parameters { }iσ  for 

each class .  (In the general case the covariance matrix iκ ikΣ has to be computed.) To this 

end, various approaches (Meisel, 1972; Cain, 1990; Specht, (1992); Musavi et al., (1992); 

Specht and Romsdahl, (1994); Masters, 1993; Georgiou et al., 2004) have been proposed.  

Although other methods can be employed, here we will mention only the one proposed by 

Cain (Cain, 1990) due to its simplicity.  According to it, any iσ  is proportional to the mean 

value of the minimum distances among the training vectors in class iκ : 

{ }2
, , 21

1 min
iM

i i j
jiM

σ λ ≠
=

= −∑ x xi j i         (6.31) 

where  is the ,i jx j -th pattern unit (located in the pattern layer) for class ; iκ 2.   corre-

sponds to the 2-norm on  (reminding that  are the remembered training data, and 

therefore, );  is the dimensionality of the input data; the expression 

dR ,i jx

,
d

i j ∈x R d

{ }2
, , 2

min i j i j i≠−x x  represents the smallest Euclidean distance computed between j -th 

pattern unit of class  and all other pattern units from the same class;  and iκ iM  is the num-

ber of training patterns in class .  The constant iκ λ , which controls the degree of overlap-

ping among the individual Gaussian functions, is usually selected in the range [1.1, 1.4] λ ∈ .  

If the smoothing parameter is common for all classes, either it is chosen empirically, or it is 

computed by applying (6.31) on the entire training data set, regardless of the class belonging 

of the pattern units.   

  The third training step is the computation of the weights of the locally recurrent layer, 

using the training data exploited at step one.  This is equivalent to the minimization of the 
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composite error function:  

 E( ) E ( ) E ( ),lt imp difG= +w w w          (6.32) 

where the errors  and  are defined as follows: E ( )lt w E ( )dif w

1
E ( ) ( | ) ( ),

K

lt i i i
i

c P Miss k P k
=

= ∑w          (6.33) 

1 1

1E ( ) ( | ) ( ) ( | ) ( ) .
( 1)

  
K K

dif i i i j j j
i j

j i

c P Miss k P k c P Miss k P k
K K = =

≠

= −
− ∑∑w   (6.34) 

While  renders an account for the level of training for the entire recurrent layer 

 provides for balance among the training of the individual classes.  The gain factor 

 allows adjusting the contribution of the  in the total error ;  is the 

number of classes;  is the relative cost of detection error for the corresponding class 

E ( )lt w

E ( )dif w

impG E ( )dif w E( )w K

ic iκ ; 

 is the posterior probability of misclassification of the patterns belonging to class 

; and the  is the a priori probability of occurrence of the patterns of class  in the 

training data set.  The values of  are obtained in the following way: For a given 

weight vector 

( | iP Miss k )

)

iκ ( )iP k iκ

( | iP Miss k

{ }, , , ,,i k t i k ta b=w , K the values of , yi 1,...,i =  are computed according to 

(6.24) and (6.25), and then the Bayesian decision rule (6.26) is applied.  Finally, the post-

probability is computed as: ( | iP Miss k )

)( | ) 1 ( |i iP Miss k P k= − X ,        (6.35) 

where  is obtained from (6.28) for the case of the training data set. ( | )iP k X

  The minimization of the total error  is achieved by employing 

the Differential Evolution (DE) algorithm introduced by Storn and Price (Storn and Price, 

1997).  The DE method exploits a population of potential solutions to probe the search 

space.  At each iteration, called generation , three steps, called mutation, recombination, and 

selection, are performed (Storn and Price, 1997).  According to the DE method, initially all 

weight vectors are randomly initialized.  Then at the mutation step, new mutant weight vec-

tors 

, , , ,E( ) E( , )i k t i k ta b=w

g

1
i
g+v  are generated by combining weight vectors, randomly chosen from the population.  

For that purpose, one of the variation operators (6.36)–(6.40) is exploited: 
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( )1 1
1 ,i r r r

g g g gµ+ = + −v w w w 2          (6.36) 

( )1 2
1 ,i best r r

g g g gµ+ = + −v w w w         (6.37) 

( )1 2
1 ,i r r r

g g g gµ+ = + −v w w w 3          (6.38) 

( ) ( )1 2
1 ,i i best i r r

g g g g g gµ µ+ = + − + −v w w w w w       (6.39) 

( ) ( )1 2 3 4
1 ,i best r r r r

g g g g g gµ µ+ = + − + −v w w w w w       (6.40) 

where 1r
gw , 2r

gw , 3r
gw , and 4r

gw  are two randomly selected vectors, different from i
gw , 

best
gw is the best member of the current generation, and the positive mutation constant µ  

controls the magnification of the difference between two weight vectors.  At the recombina-

tion step, each component of these new weight vectors is subjected to a further 

modification.  A random number 

1,...,j = d

[0, 1]   r ∈  is generated, and if  is smaller than prede-

fined crossover constant 

r

prC , the j -th component of the mutant vector 1
i
g+v becomes j -th 

component of the trial vector.  Otherwise, the j -th component is obtained from the target 

vector.  Finally, at the selection step, the trial weight vectors obtained at the crossover step 

are accepted for the next generation only if they yield a reduction of the value of the error 

function; otherwise, the previous weights are retained.  The training process ends when the 

target error margin is reached, or after completing a predefined number of iterations.  After 

the weight coefficients of the recurrent layer are computed, the GLR PNN is fully trained 

and ready for operation. 

6.4.4. The GLR PNNs in the context of the speaker verification task 

In the speaker verification task only two classes ( 2K = ) are considered – one for the par-

ticular enrolled user whose identity is claimed, and one for the reference, which represents 

the collective model of non-users.  The non-users that address a speaker verification system 

are also referred to as impostors.  Therefore, for each of the enrolled authorized users, a 

GLR PNN involved in two-class separation problem is considered.  For easiness of illustra-

tion, here we discuss the simplest GLR PNN – when the recurrence depth is one.  In Figure 

6.11, the architecture of the GLR PNN for the case of two classes ( 2K = ), one past value of 

the inputs ( ), and recurrence depth one (1L = 1N = ) is shown.  For visualization purposes, 
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the locally recurrent layer is magnified.  As pr ed, there exist three distinct sections in 

Figure 6.11 that correspond to the three hidden layers in the GLR PNN architecture.  Start-

ing from the input, all blocks that precede the recurrent layer defined by (6.24) and (6.25) 

represent the computation of the probability density function (6.23).  Next, the block compet 

that follows the recurrent layer stands for the Bayesian decision rule (6.26).  The probability 

density functions 1f  and 2f  and their past values computed by the first hidden layer act as 

inputs for the summation units of the locally recurrent layer.  Both these inputs, as well as 

the delayed past outputs 

esent

1y  and 2y  of the two classes are weighted by the weights  , ,i k tb  and 

, ,i k ta , respectively.  Next, the current output values 1y  and 2y  are passed as inpu  the 

petitive layer (6.26) that decides the winning class.

  Since, in the speaker recognition tasks, every 

ts to

com  

given test trial { }, 1,...,p p P= =X x  

consist of  P  speech frames, and therefore of P  feature vectors, (6.2

mulate the d cisions made in (6.26).  The final decision (6.30) is obtained with respect to a 

speaker-independent threshold.   

8) is applied to accu-

e

Figure 6.11. Architecture of the Generalized Locally Recurrent Probabilistic Neural Network 
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6.4.5. Experiments and results 

In the present subsection, firstly, a study of the influence of various training operators on the 

GLR PNN learning abilities is offered.  Next, the performance of the GLR PNN on the task 

of text-independent speaker verification is evaluated for various values of the recurrence 

depth .  An evaluation of several hybrid architectures, which differ in the discriminative 

classifier, is performed.  Namely, instead of the proposed fully connected RNN, an FIR and 

an IIR–based NNs, a DRNN, and an MLP NN, is employed.  Finally, a comparative experi-

mental evaluation of the classification abilities of the GLR PNN, with respect to the original 

PNN, LR PNN, and GMM classifiers is provided.   

N

Experimental set-up 

As the speaker verification task assumes two classes, 2K =  was set for then GLR PNN.  

Since the present study aims at comparing the GLR PNN architecture to the classical PNN, 

rather than optimizing absolute speaker verification performance, the smoothing parameters 

{ }iσ  were set to the fixed value of 0.35 for both the classes.  This choice was motivated by 

our intention to evaluate the performance gain that is solely attributed to the ability of the 

GLR PNN architecture to exploit inter-frame correlations.  Any difference in the smoothing 

parameter in the comparative experiments might influence the performance of the classifiers, 

and consequently bias our conclusions.  The recurrent layer’s weights were computed from a 

common set of data for all enrolled speakers.  To speed up the computation process, we re-

tained only 25000 training vectors - namely, the first 12500 feature vectors for each of the 

two classes. 

  Common training and testing protocols were followed in all experiments.  Fifty male 

speakers, extracted from the PolyCost v1.0 telephone-speech speaker recognition corpus 

(Hennebert, 2000), were enrolled as authorized users.  The training data comprised of ten 

utterances containing both numbers and sentences, obtained from the first session of each 

speaker.  In average, about 17 seconds of voiced speech per speaker were available for train-

ing each speaker model.  All the enrolled users’ training data were then combined for build-

ing a common reference model.  Utterances from all the 74 male speakers (50 users + 24 un-

known to the system) available in the database were used to perform test trials.  Each user 

model was tested by four target trials from the second session of the corresponding enrolled 

user, and by 292 trials from both unknown impostors and pseudo-impostors.  In average, 
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Figure 6.12. GLR PNN: The Equal Error Rate depending on the variation operator 
 

about 1.3 seconds of voiced speech per test utterance were available.  The actual amount of 

voiced speech in the particular trials was in the range of 0.4 to 2.1 seconds.  Impostor trials 

from opposite sex speakers were not performed.  In all experiments, the system performance 

at the Equal Error Rate (EER) decision point was evaluated. 

Study of various variation operators for training the recurrent layer of the GLR PNN 

First, we tested the performance of the variation operators, defined by (6.36) – (6.40), on the 

task of GLR PNN training.  Figure 6.12 presents the EER obtained for training the recurrent 

layer by each of the aforementioned variation operators, when a recurrence depth of one 

( ), one present and one delayed values of the recurrent layer inputs ( ) are consid-

ered.  As Figure 6.12 presents, the lowest EER is achieved for (6.36), followed by (6.38), and 

the highest for (6.39).  Although our past experience suggested (6.39) as a candidate for the 

best performance, due to its good performance on numerous optimization tasks, it did not 

perform well here.  For the operator (6.39), we have observed an almost perfect separation 

of the two classes for the training data, but also the highest error rate for the test data.  The 

last observation suggests that when a relatively small amount of training data is available, 

preventive measures are required to assure that the recurrent layer weights do not become 

overspecialised on the training data, and thus unable to generalize.  The operators (6.37) and 

(6.40) similarly to (6.39), are based on exploiting the best member 

1N = 1L =

best
gw  of each generation, 

and therefore, are also prone to overspecialisation when they are not bounded by limitations.   

For achieving a high performance, providing sufficient amount of training data is highly rec-

ommended, but when such data are not available, a restriction of the learning rate seems to 

be an effective solution for avoiding overspecialisation. 
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Figure 6.13.  GLR PNN: The Equal Error Rate depending on the recurrence depth  N

The GLR PNN performance depending on the recurrence depth N 

To study the capabilities of the GLR PNN for different depth of the recurrence, and there-

fore for different number of interconnections among the neurons in the recurrent layer, we 

experimented with the values of  and .  Figure 6.13 presents the EER obtained for GLR 

PNN-based speaker verification and various values of the recurrence depth .  The number 

of past input values  was considered equal to the recurrence depth  (i.e.  

N L

N

L N L N= ). 

  As it was expected, when  increases the EER decreases because a larger part of the 

inter-frame correlation is identified and exploited.  The major increase of the EER, observed 

for , is mainly due to the insufficient amount of training data – only 12500 train vectors 

per class were utilized.  The number of weight coefficients 

N

5N =

( )2( 1)  L N K+ + ×  in the recur-

rent layer depends in a linear manner from  and , but for large values of  and  

more training data are required.  When such data are not available, the neural network be-

comes specialized on the training set and is not able to generalize well on unknown data.  An 

important constraint that limits the recurrence depth is also the length of the time window.  

For large values of  and  the time window could spread across two or more phonemes, 

and even across syllables.  In that case, the neural network becomes sensitive to the linguistic 

information carried by the training data, which can be very useful in the case of speech rec-

ognition or text-dependent speaker verification, but decreases the speaker verification per-

formance when a text-independence is considered. 

N L N L

N L
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)a )b

Figure 6.14. Distribution of the user (dashed line) and impostor (solid line) scores for:  
(a) the original PNN, and  (b) the GLR PNN for L=1, N=1 

Performance comparison between the original PNN and the GLR PNN 

The GLR PNN in its simplest form, with a recurrence depth one 1N =  and one past value 

of the recurrent layer inputs , trained by the variation operator (6.36) was compared 

with the original PNN.  Figure 6.14 presents the normalized distribution of the scores for the 

enrolled users (dashed line) and the impostors (solid line).  The considerable spread of both 

users’ and impostors’ scores for the PNN case, shown in Figure 6.14(a), is obvious.  In con-

trast, as Figure 6.14(b) demonstrates, the GLR PNN classifier produces a smaller deviation 

from the mean value for both the users and the impostors.  In about 55 % of the cases, a 

zero probability for the impostor trials was produced, which is a major improvement com-

pared to the only 38 % of the original PNN.  Moreover, the GLR PNN exhibited a signifi-

cant concentration of the enrolled users’ scores at the maximum probability point of one (in 

about 50 % of all trials), in contrast to the PNN for which the user scores were spread out 

over a much wider area in the upper part of the scale.  Therefore, not only major concentra-

tion of the score distributions, but also a clearer separation of the two classes, and a decrease 

of the overlapping area were observed.  This is expressed in the terms of the EER as 3.43 % 

and 3.07 %, for the PNN and the GLR PNN, respectively. 

1L =

Comparing the fully linked recurrent layer with other recurrent struc ures t

A comparative study of the GLR PNN’s fully linked recurrent layer with other recurrent ar-

chitectures was performed.  The FIR and IIR structures (Back and Tsoi, 1991), and the 

DRNN (Ku and Lee, 1995) one, were employed instead of the fully linked layer.  For com-

prehensiveness on our study, the LR PNN architecture (described in Section 6.3) was also 
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included.  Table 6.2 presents a performance comparison among these architectures over a 

common data set, and a time window 1N =  (for the GLR PNN, 1N =  and  were con-

sidered).  Exploiting one past value of the input data, these structures also exploit (with ex-

ception of the FIR synapse) one past value of their own output, or the outputs of all classes.  

Thus, for the same time window, a different number of weighted connections are available in 

each structure.  The symbol (*), next to the number of weight coefficients , suggests that 

no biases were considered in the presented quantities.   

1L =

w

Table 6.2.  GLR PNN: The Equal Error Rate depending on the architecture of the recurrent hidden layer 

Architecture FIR IIR DRNN LR PNN GLR PNN 
EER [%] 3.66 3.58 3.44 3.26 3.07 

W* 4 6 10 8 12 
 

  As it is presented in Table 6.2, the best speaker verification performance is achieved 

for the GLR PNN, followed by LR PNN, DRNN, IIR, and FIR at the end.  An increasing 

EER is observed, as the number of weighted connections decreases.  The only deviation here 

is the LR PNN, which possesses fewer connections than DRNN, but exhibits better per-

formance.  As follows from the presentation in Chapter 6.3, the LR PNN is not capable to 

process past inputs, so it has less (input) connections than the DRNN.  

  In our opinion, the better performance of the LR PNN, when compared to the 

DRNN, is due to the presence of cross-class feedbacks from the past outputs of all classes.  

Thus, for the same size of the time window, the linkage of the LR PNN is better suited to 

capture the dynamics of the process than the one of the DRNN.  Due to the same reason, 

the GLR PNN expressed the best performance.  Namely, the availability of cross-class link-

age resolves better the classes.  

A buffered MLP NN instead of the fully connected recurrent layer 

In order to test the practical usability of our approach, the recurrent layer of the GLR PNN 

was replaced by a buffered MLP NN with a topology ( ) ( ) ( )( 1) 5 2N K+ × − − , which was 

found to be the most successful for our problem, among the tested topologies.  As before, 

MLP NN was trained to separate between two classes: users and impostors, using the same 

training data, employed in the Radial Basis layer training.  From the training algorithms con-

sidered, Scaled Conjugate Gradient (Muller, 1993), Adaptive On-line Back Propagation 

(AOBP) (Magoulas et al, 2000), and Resilient Propagation (RPROP) (Reidmiller and Braun, 
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Figure 6.15.  GLR PNN: A buffered MLP NN instead of the recurrent layer of the GLR PNN 

1993), no method exhibited significantly different performance.  RPROP proved to be the 

fastest and for this reason, results obtained through this method are reported here.  Figure 

6.15 summarizes the results obtained for various values of the time window . N

  As presented in Figure 6.15, the best performance was attained for .  For 

, the network is completely static and blind to inter-frame correlations, while for 

 the number of weights becomes large (for this topology we have  

weights and 7  bias weights), and as a result the structure remains under-trained.  A larger 

amount of training data has to be provided for training.  However, the last would lead to in-

crease of the computational cost of the training.  

1N =

0N =

1N > ( 1) 5 1N K+ × × + 0

A comparison with a GMM-based classifier 

For the sake of comparison, in the baseline speaker verification system, the PNN classifier 

was replaced by one based on GMMs.  An equivalent complexity – 128 mixtures for the user 

models, and 256 mixtures for the Universal Background Model was considered.  Table 6.3 

presents the experimental results.   

Table 6.3.  The Equal Error Rate in percentage for the GMM-based classifier  

Kernel type Spherical Diagonal covariance  Full covariance  
EER [%] 3.49 2.99 3.51 

 

In the case when spherical kernels are used, the complexity of the GMM classifier is equiva-

lent to the PNN one.  In the cases of more sophisticated GMM-based classifier – when a 

diagonal or full covariance matrix is employed, the complexity is equivalent to the Elliptical 

Basis Function Network (Mak and Kung, 2000).  As the experimental results presented in 
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Table 6.3 suggest, the GMM system significantly outperformed the baseline PNN-based one, 

except in the case of spherical kernels, for which the performance of the two classifiers is 

comparable.  When more sophisticated GMM client models are trained, by exploiting a di-

agonal covariance matrix instead of iσ , the  EER is decreased to 2.60 %.  However, the 

higher performance of the GMM classifier is achieved at the cost of multi-fold increase in 

the training time, and the amount of memory required for each speaker model, when com-

pared to the spherical kernel.  Employing GMM with full covariance matrix did not provide 

a further decrease of the error rate.  Instead, the speaker verification performance decreased 

significantly.  This effect is due mainly to the insufficient amount of training data, which does 

not allow proper estimation of all adjustable parameters. 

  Comparing the result presented in Figure 6.13 with the results in Table 6.3, we can 

conclude that the one for GLR PNN (Figure 6.13) are better, when compared to the results 

for the GMM classifier with spherical kernel.  However, the GMM classifier with diagonal 

covariance matrix significantly outperforms all other classifiers that were evaluated here.  The 

diagonal covariance matrix allows a more precise and more economical modelling of the dis-

tribution of the classes, that the spherical kernels of the PNN-based classifiers.  However, 

the presence of a fully linked RNN layer in the GLR PNN compensates for the relatively 

inaccurate modelling of the probability density function in the pattern layer.  The RNN pro-

vides a new capability, which the GMM does not possess, namely to account for the inter-

frame correlation among speech features extracted from successive speech frames.  For the 

specific cases of GLR PNN with recurrence depth 3N = , and 4N = (with EERs of 2.96 %, 

and 2.88 %, respectively) this new capability awards some small advantage ahead of the 

GMM with diagonal covariance matrix, which obtained EER=2.99 %.   

  An important advantage of the PNNs is that for an equivalent complexity, they con-

currently attain faster training times than the GMMs.  Due to their simpler training, their 

ability to learn from small amounts of data, and mainly due to their intrinsic parallel architec-

ture, the PNN-based structures are more attractive for hardware implementation.  In view of 

this, the LR PNN and GLR PNN architectures are step backward, since they increase the 

training time of the PNN.  However, since the DE training method, which is used to adjust 

the weights of the RNN layer is intrinsically parallel it is friendly to hardware implementa-

tions.  Thus, the LR PNN and GLR PNN, similarly to the original PNN are hardware 

friendly and are favourite in specific applications that do not allow long training times, or 
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incorporating of a powerful microprocessor.  

  In conclusion, the experimental results support the claim that the GLR PNN archi-

tecture outperforms the traditional PNN and the LR PNN, and that the fully connected re-

current layer is more effective than the partially linked DRNN, IIR, and FIR structures.  For 

the specific cases of recurrence depth 3N = , and 4N = , the GLR PNNs demonstrate bet-

ter performance than a GMM-based classifier with an equivalent complexity.   

6.5. Summary and discussion  

A hybrid PNN-RNN, referred to as Locally Recurrent global-feedforward PNN-based (LR 

PNN), which combines the desirable features of both feedforward and recurrent neural net-

works, was described in Section 6.3.  Next, in Section 6.4, the original PNN architecture was 

extended to the Generalized Locally Recurrent PNN (GLR PNN), which on its hand can be 

viewed as a generalization of the LR PNN.  Although they differ in the type of Recurrent 

Neural Network (RNN) that is embedded, both the LR PNN and the GLR PNN are sensi-

tive to the context, and thus, are able to exploit potential inter-frame correlations among 

speech features extracted for successive speech frames.  A three step training method for 

training the proposed hybrid architectures was proposed.  Experimental evaluation on the 

speaker verification task confirmed the high competitiveness of the LR PNN and GLR 

PNN, when compared to the original PNN, to the Gaussian Mixture Model-based classifier.  

Beside the fully connected RNN, other structures sensitive to temporal correlations, such as 

the IIR and FIR MLP NNs, as well as MLP and DRNN, were evaluated as candidates for 

incorporation instead of the locally recurrent layer.   

  In conclusion, the work Ganchev et al, (2003a), which was followed in the exposition 

in Section 6.3, has been cited in Mathieu, (2004) as an alternative to the present state-of-the-

art classification approaches.  This work was also mentioned in Mizuno, (2004).  Further-

more, the work Ganchev et al, (2004c) was cited in Chen et al, (2005). 
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Conclusion 
Summary, contributions, future research directions 

 
 
Firstly, a summary of the present doctoral thesis, on chapter-by-chapter basis, is presented. 

Specifically, the publications that led to each chapter, together with these cited by other au-

thors, are referenced. Next, a detailed description of the contributions and the advances 

achieved in the framework of this study is offered. Subsequently, some open issues are dis-

cussed. Finally, directions for future research are suggested.  
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7.1. Synopsis 

In the following a summary on chapter-by-chapter basis is presented.  A brief description of 

the advances and contributions achieved in the framework of the present doctoral thesis is 

offered.  Specifically, the publications that led to each chapter are referenced.  In addition, 

citations of these publications in work by other researchers are also mentioned.  Finally, 

some open issues are discussed and directions for future research are suggested.   

Part I. Introduction to the speaker recognition technology  

Part I includes Chapters 1 and 2.  It offers a general introduction to the speaker recognition 

problem.  A definition of the various speaker recognition tasks is performed.  An overview 

of the speaker recognition technology and the challenges of its real-world exploitation are 

discussed.  The basics of optimal decision making theory and estimation of probability den-

sity function are discussed as introduction to the technology discussed in Part II.  In addi-

tion, notion about performance assessment measures, speaker recognition corpora, and 

speaker recognition evaluation forums is given.  

Chapter 1 

Chapter 1 offers the problem definition and a general introduction to the main applications 

of the speaker recognition technology.  First, taxonomy of the speaker recognition tasks is 

presented, together with a brief outline of the objectives of each task.  Subsequently, some 

practical difficulties related to the real-world operation of the speaker recognition technology 

are discussed.  Next, a thesis outline is offered and the main thesis goals are identified.  The 

list of publications that support the present doctoral proposal follows.  Finally, Chapter 1 

concludes with the list of works associated with this thesis that were cited in publications by 

other researchers.    

 
Chapter 2 

Chapter 2 offers an overview of the speaker verification technology.  Firstly, a brief survey of 

the various speech features that are widely used in the speaker recognition tasks is provided.  

Next, a concise outline of the basic pattern recognition approaches employed in the contem-

porary speaker recognition systems is presented.  Succinct outline of the contemporary 

methodologies for evaluation of the speaker recognition performance is given.  Subsequently, 

various speech corpora, which were used in the experimentations presented in this thesis, are 
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described.  Finally, some recent evaluation campaigns and events aimed at assessment of the 

contemporary speaker recognition technology are mentioned.   

Part II. Research, advances, contributions  

Part II includes Chapters 3, 4, 5, and 6.  It presents a comprehensive outline of the research 

carried out, the advances achieved, and the contributions offered in the present doctoral the-

sis.  Specifically, Chapter 3 describes the baseline speaker verification system.  Next, Chapter 

4 investigates various speech parameterization schemes and their efficacy on the speaker 

verification task, and Chapter 5 studies manners for improvement of the noise-robustness of 

the baseline system, WCL-1.  Finally, Chapter 6 offers two new hybrid classifiers that possess 

ability to exploit the correlation among speech features extracted for successive speech 

frames, and thus are sensitive to the context in which each input takes place. 

Chapter 3 

Chapter 3 provides an outline of the baseline text-independent speaker verification system, 

referred to as WCL-1 (Ganchev et al, (2002a, 2002b, 2003d)), which is used as a research 

platform in Chapters 4, 5, and 6.  This baseline system has participated in the one-speaker 

detection task of the 2002 NIST Speaker Recognition Evaluation (NIST (2002a, 2002b); 

Ganchev et al, 2002a), and in the 2003 NFI-TNO Forensic Speaker Recognition Evaluation 

(van Leeuwen and Bouten (2003, 2004); Ganchev et al, 2003b), where its performance was 

compared to the state-of-the-art in the speaker verification technology.  The main results 

from these evaluations were presented.  

Chapter 4 

In Chapter 4, various speech parameterisation techniques are studied on the task of speaker 

verification.  Specifically, firstly a comparative evaluation of four implementations of the 

widely used Mel Frequency Cepstral Coefficients (MFCC) is performed (Ganchev et al, 

2005a).  Next, alternative speech parameterization techniques, such as wavelet-packets based 

speech parameterizations are studied (Siafarikas, Ganchev, Fakotakis, 2004; Ganchev et al, 

2004e).  Subsequently, wavelet packet-based speech features, explicitly designed for the tasks 

of speaker recognition are introduced (Siafarikas Ganchev, Fakotakis, Kokkinakis, 2005; 

Ganchev et al, 2004e).  This approach, as presented in (Ganchev et al, 2004e), was cited in 

(Jiang and Guo, 2005).  Finally, the impact on the speaker verification performance due to 

appending two prosodic speech parameters to the MFCC feature vector is studied.  An un-
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conventional form of representation of the fundamental frequency of speech is proposed 

(Ganchev et al, 2003c).  This representation of the fundamental frequency was further elabo-

rated in (Zheng et al, 2004). 

 
Chapter 5 

In Chapter 5, two noise robust speech parameterization schemes are studied (Ganchev et al, 

2004a).  Firstly, the speaker verification performance of the baseline system is evaluated for 

two real-world noise types and various SNR conditions.  Next, a spectral subtraction speech 

enhancement technique is incorporated into the baseline system to reduce the influence of 

the environmental interference.  Subsequently, a model-based approach for computation of 

noise-robust MFCC speech parameters is proposed (Ganchev et al, 2004a).  Finally, a com-

parative evaluation of the speaker verification performance among these tree cases is per-

formed (Ganchev et al, 2004a). Various SNRs in factory and passing-by airplane noise sce-

narios are considered.  

 
Chapter 6 

In Chapter 6, two hybrid architectures that combine the positive qualities of the generative 

and discriminative classification approaches are proposed.  Firstly, an extension of the origi-

nal Probabilistic Neural Network (PNN) to Locally Recurrent PNN (LR PNN) (Ganchev et 

al, (2003a, 2004b)) is introduced.  Afterwards the PNN and LR PNN architectures are ex-

tended to the Generalized Locally Recurrent PNN (GLR PNN) (Ganchev et al, (2004c, 

2005b)).  In comparison to PNNs, LR PNNs and GLR PNNs possess one additional hidden 

layer, which is constituted of recurrent neurons.  Thus, both the LR PNN and GLR PNN 

are hybrids with Recurrent Neural Network (RNN) embedded into the PNN.  This exten-

sion of the original architecture, namely the availability of recurrent hidden layer, renders 

these neural networks sensitive to the context in which events occur, and therefore, capable 

of identifying temporal and spatial correlations.  This capability is exploited to improve the 

speaker verification performance (Ganchev et al, (2003a, 2004b, 2004c, 2005b)).  Further-

more, a fast three-step method for training these hybrid PNN-RNN architectures is pro-

posed (Ganchev et al, (2003a, 2004b, 2004c, 2005b)).  The first two steps are identical to the 

training of original PNNs, while the third step is based on the Differential Evolution optimi-

zation method.  The LR PNN was cited in (Mathieu, 2004; Mizuno, 2004), and the GLR 

PNN in (Chen et al, 2005). 
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Part III.  Summary, conclusions, and future research directions 

The present Part III provides summary of the contributions, together with conclusions, and 

ideas for future research.    

Part IV.  An extended summary in Greek language 

In Part IV, an extended summary of the present doctoral thesis in Greek language is offered.  

In addition to the synopsis of the thesis, this part also includes description of the major con-

tributions and achievements that were reached in this doctoral thesis.   

Part V. Appendixes 

Appendix A1 describes implementation details about the PNN (Ganchev et al, 2002b).  In 

Appendix A2, results obtained by the baseline system (Ganchev et al, (2002a, 2003b, 2003e, 

2004d)) in a number of worldwide speaker recognition evaluation campaigns (NIST (2002a, 

2002b, 2003a, 2003b, 2004a, 2004b); van Leeuwen and Bouten (2003, 2004)) are presented.  

Appendix A3 presents example for fusion of output scores between PNN and GMM based 

classifiers and its effectiveness for improving the speaker recognition performance.   
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7.2. Main contributions 

The following main contributions are presented in the thesis: 
 

1. A PNN-based topology of a speaker recognition system was studied.  Building up on 

this technology, speaker identification, speaker verification, and speaker tracking sys-

tems were implemented.  In its baseline form, the speaker verification system was 

evaluated in prestigious world-wide speaker recognition evaluations, such as: the an-

nual speaker recognition evaluation campaigns† organized by the National Institute of 

Standards and Technology (NIST) of USA, and the forensic speaker recognition 

evaluation‡ jointly organized by the National Forensic Institute of The Netherlands 

and TNO Human Factors, where it demonstrated good competitiveness.  The speaker 

identification and speaker verification systems were successfully integrated in demon-

strators and prototypes of intelligent speech-enabled dialogue systems, built in the 

framework of two European Information Society Technology (IST) research and de-

velopment projects. 

 

2. Various implementations of the most successful speech parameterization technique 

were studied.  An alternative approach for constructing speech feature sets, which 

possess reinforced discriminative capabilities as concerns the tasks of speaker recogni-

tion, was demonstrated.  Competitive wavelet packets-based speech parameterization 

schemes were evaluated against other speech features that were proven successful for 

the tasks of speaker recognition. 

 

3.  Rigorous robustness evaluation of the baseline speaker verification system was per-

formed for two real-world noise types and a variety of environmental conditions.  A 

model-based approach for noise-robust speech parameterization that has been initially 

proposed as speech enhancement and superior speech recognition was adapted for 

the tasks of speaker recognition.  A comparative evaluation of the proposed approach 

and a well-known speech enhancement method was performed for factory and pass-

ing-by airplane noisy conditions in a number of signal-to-noise scenarios. 

 

                                                 
† Widely-known as yyyy NIST Speaker Recognition Evaluations, where yyyy indicates the year in which the 

event took place 
‡ 2003 NFI/TNO Forensic Speaker Recognition Evaluation 
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4. Two novel hybrid neural network architectures, referred to as Locally Recurrent 

PNN, and Generalized Locally Recurrent PNN, are proposed.  Both of them elabo-

rate the PNN architecture by embedding a Recurrent Neural Network (RNN) as addi-

tional hidden layer between the pattern layer and the decision layer of the original 

PNN.  The PNN-RNN hybrids combine the positive characteristics of the generative 

and the discriminative approaches, which are expressed in generating robust user 

models supported by improved discriminative capabilities.  However, the most impor-

tant aspect of the proposed LR PNN and GLR PNN hybrids is their capability to ex-

ploit short-term temporal correlations among successive input vectors.  In the case of 

speaker recognition, these PNN-RNN hybrids exploit the interdependence among 

speech parameters computed for successive speech frames.  That contributes to im-

proved performance and robustness in real-world conditions.  Speaker verification 

system based on the LR PNN and the GLR PNN classifiers were evaluated against 

the baseline PNN and GMM-based classifiers.   
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7.3. Future research directions 

7.3.1. Speech parameterization optimized for speaker recognition  

Presently, the major efforts in the speaker recognition area are aimed at improving the classi-

fication accuracy by better modelling of the speaker space defined through a specific set of 

speech parameters.  However, an important prerequisite for achieving better speaker recogni-

tion performance is mastering the speech parameterization process itself.  Special attention 

need to be paid on designing speech features, which are optimized for better differentiation 

among the individual voices, i.e. speech features designed explicitly for speaker recognition.   

7.3.2. Context-sensitive classifiers  

Presently, acoustic, prosodic, linguistic speech parameters, which represent the different lay-

ers of information available in speech, are derived independently one from another.  They 

usually feed independent classifiers whose outputs are further fused on score level to gener-

ate a final decision.  Going beyond merely registering these events and focusing at discover-

ing interdependences among them would allow a comprehensive modeling of the target 

speakers.  Cross-layer dependencies may serve as speaker-specific features as well. 

  Another direction towards context sensing in the framework of text-independent 

speaker recognition is exploiting the short-time correlations in the speech signal.  Classifiers 

capable of exploiting the short-term correlations among speech features extracted for succes-

sive speech units/frames/events will better utilize the available information. Both the Hid-

den Markov Models and the Recurrent Neural Networks have mechanisms for accounting 

for these correlations but more research is required to address this problem exhaustively. 

7.3.3. Hybrid classification techniques 

The present state-of-the-art speaker verification systems use score-level fusion from various 

classifiers (both generative and discriminative ones) to gain advantage from the merits of the 

various classification techniques.  However, a more reasonable approach, and one that will 

have a stronger practical significance, would be constructing of hybrid classifiers that com-

bine the virtues of the generative and discriminative approaches.  
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Summary in Greek – Περίληψη 

 
 
Extended summary in Greek language is offered.  A brief description of each part of the 

thesis and the major points of each chapter is provided.  Next, the main contributions of the 

thesis are listed.  

 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 



Extended summary in Greek language 

 
 

Πεδίο της διατριβής  

Αυτό το κεφάλαιο παρουσιάζει τη συνοπτική περίληψη της διδακτορικής διατριβής. 

Ακολουθεί µια συνοπτική περιγραφή των κεφαλαίων που περιέχει. 

Μέρος Ι. Εισαγωγή στην τεχνολογία αναγνώρισης οµιλητών  

Κεφάλαιο 1 
Το παρόν Κεφάλαιο 1 παρουσιάζει µια γενική εισαγωγή στην τεχνολογία αναγνώρισης 

οµιλητών.  Κατ' αρχάς, παρουσιάζεται µια ταξινόµηση συστηµάτων αναγνώρισης 

οµιλητών, µαζί µε µια συνοπτική περίληψη των στόχων του κάθε έργου.  Στη συνέχεια, 

αναλύονται οι πρακτικές δυσκολίες σχετικές µε τη πραγµατική λειτουργία της 

τεχνολογίας αναγνώρισης οµιλητών.  Το παρόν κεφάλαιο αποτελεί την περίληψη της 

διατριβής.  Στη συνέχεια προσδιορίζονται, οι κύριοι στόχοι της διατριβής.  Ακολουθεί ο 

κατάλογος των δηµοσιεύσεων που υποστηρίζει την παρούσα διατριβή. Τέλος, το 

κεφάλαιο ολοκληρώνεται µε έναν κατάλογο εργασιών, οι οποίες αναφέρθηκαν σε 

δηµοσιεύσεις από άλλους ερευνητές (εταιρο-αναφορές - citations).  

Κεφάλαιο 2 
Το Κεφάλαιο 2 είναι µια επισκόπηση της τεχνολογίας αναγνώρισης οµιλητών. Αρχικά, 

παρουσιάζεται µια συνοπτική διερεύνηση των διαφορετικών παραµετροποιήσεων που 

χρησιµοποιούνται ευρέως στο χώρο της αναγνώρισης οµιλητή. Έπειτα, παρουσιάζεται 

µια συνοπτική περίληψη των βασικών προσεγγίσεων αναγνώρισης προτύπων που 

υιοθετούνται στα σύγχρονα συστήµατα αναγνώρισης οµιλητών. Ακολουθεί σύντοµη 

περίληψη των συγχρόνων µεθοδολογιών για την αξιολόγηση της απόδοσης αναγνώρισης 

οµιλητών.  Στη συνέχεια περιγράφονται διαφορετικές βάσεις δεδοµένων οµιλίας.  Τέλος, 

αναφέρονται µερικές πρόσφατες συγκριτικές µελέτες και διεθνής αξιολογήσεις στο χώρο 

της αναγνώρισης οµιλητών.  

Μέρος ΙΙ. Έρευνα, πρόοδοι, συνεισφορές  

Κεφάλαιο 3 
Το Κεφάλαιο 3 αποτελεί µια περίληψη του βασικού συστήµατος επαλήθευσης οµιλητών, 

ανεξάρτητα από κείµενο, καλούµενο WCL-1, το οποίο χρησιµοποιείται ως ερευνητική 

πλατφόρµα σύγκρισης στα Κεφάλαια 4, 5, και 6. Αυτό το βασικό σύστηµα έχει 
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συµµετάσχει στο έργο ανίχνευσης ενός-οµιλητή της αξιολόγησης αναγνώρισης οµιλητών 

2002 NIST SRE,  και η απόδοση του συγκρίθηκε µε state-of-art συστήµατα επαλήθευσης 

οµιλητών. 

Κεφάλαιο 4 
Στο Κεφάλαιο 4, οι διάφορες τεχνικές παραµετροποίησης οµιλίας µελετώνται στο έργο 

της ταυτοποίησης οµιλητών.  Συγκεκριµένα πραγµατοποιείται µια συγκριτική 

αξιολόγηση των διάφορων εφαρµογών των ευρέως χρησιµοποιούµενων Mel Cepstral 

συντελεστών συχνότητας στα πλαίσια της ταυτοποίησης οµιλητών. Επιπλέον 

προτείνονται εναλλακτικές µέθοδοι εξαγωγής χαρακτηριστικών διανυσµάτων οµιλίας, 

όπως τα πακέτα κυµατισιων (wavelet packets) που σχεδιάζονται αποκλειστικά για τους 

στόχους της αναγνώρισης οµιλητών.  

Κεφάλαιο 5 
Στο Κεφάλαιο 5 µελετώνται  δυο τρόποι παραµετροποίησης οµιλίας που είναι ανθεκτικοί 

στο θόρυβο. Η απόδοση επαλήθευσης οµιλητών της βασικής γραµµής το σύστηµα 

αξιολογείται για δύο πραγµατικούς τύπους θορύβου σε διάφορα SNR. Έπειτα 

ενσωµατώνεται µια τεχνική φασµατικής αφαίρεσης στο βασικό σύστηµα για να µειώσει 

την επιρροή της περιβαλλοντικής παρέµβασης. Τέλος προτείνεται µια τεχνική που 

βασίζεται σε µοντέλα θορύβου για τον υπολογισµό των παραµέτρων οµιλίας ενός 

µοντέλου παραµετροποίησης που είναι ανθεκτικό στο θόρυβο. Μια συγκριτική 

αξιολόγηση µεταξύ αυτών των τριών περιπτώσεων πραγµατοποιείται για το θόρυβο 

εργοστασίων και της διάβασης αεροπλάνων.  

Κεφάλαιο 6 
Στο Κεφάλαιο 6 εισάγεται µια επέκταση του αρχικού πιθανολογικού Νευρωνικού 

δικτύου (PNN) σε τοπικά επαναλαµβανόµενα PNN (LR PNN), και κατόπιν στο 

γενικευµένο τοπικά επαναλαµβανόµενο PNN (GLR PNN). Μια γρήγορη µέθοδος σε τρία 

στάδια προτείνεται για την κατάρτιση αυτών των εκτεταµένων PNNs. Τα πρώτα δύο 

βήµατα είναι ίδια µε την κατάρτιση αρχικών PNNs, ενώ το τρίτο βήµα βασίζεται στη 

µέθοδο διαφορικής βελτιστοποίησης. Σε σύγκριση µε PNNs, LR PNNs και GLR PNNs 

κατέχει ένα πρόσθετο κρυµµένο στρώµα, το οποίο αποτελείται από επαναλαµβανόµενους 

νευρώνες. Αυτή η επέκταση καθιστά αυτά τα νευρωνικά δίκτυα ευαίσθητα το πλαίσιο 

στο οποίο τα γεγονότα εµφανίζονται, και εποµένως, ικανά αναγνώρισης συσχετισµών στο 
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χώρο και το χρόνο. Αυτή η ικανότητα αξιοποιείται για να βελτιώσει την απόδοση 

επαλήθευσης οµιλητή. 

Μέρος ΙΙΙ. Περίληψη, συµπεράσµατα, και µελλοντικές ερευνητικές κατευθύνσεις 

Στο µέρος ΙΙΙ παρέχεται η περίληψη των συνεισφορών, µαζί µε µερικά συµπεράσµατα, 

και ιδέες για τη µελλοντική έρευνα.  

Μέρος IV. εκτεταµένη περίληψη στην ελληνική γλώσσα 

Στο µέρος IV, παρουσιάζεται µια εκτεταµένη περίληψη στην ελληνική γλώσσα. 

Περιλαµβάνει τις σηµαντικότερες συνεισφορές και τα επιτεύγµατα που έχουν επιτευχθεί 

σε αυτήν τη διδακτορική διατριβή.  

Μέρος Β. Παραρτήµατα 
Το παράρτηµα Α1 περιγράφει λεπτοµέρειες της εκτέλεσης για το PNN. Στο παράρτηµα 

A2 παρουσιάζονται αποτελέσµατα που επιτυγχάνονται από το βασικό σύστηµα σε έναν 

αριθµό διεθνών διαγωνισµών αναγνώρισης οµιλητών. Το παράρτηµα A3 παρουσιάζει ένα 

παράδειγµα για την συνένωση των αποτελεσµάτων µεταξύ PNN και GMM βασισµένων 

ταξινοµητών για τη βελτίωση της απόδοσης αναγνώρισης οµιλητών. Το παράρτηµα A4 

παρουσιάζει τις πραγµατικές εφαρµογές τεχνολογίας που ολοκληρώθηκαν στο επίπεδο 

των Ευρωπαϊκών προγραµµάτων IST.  
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Κύριες συνεισφορές 
Παρουσιάζονται οι ακόλουθες κυρίες συνεισφορές: 

1. Μελετήθηκε µια PNN τοπολογία στον ιδιαίτερο χώρο ενός συστήµατος αναγνώρισης 

οµιλητών. Επεκτείνοντας αυτήν την τεχνολογία δηµιουργήθηκαν συστήµατα 

επαλήθευσης των οµιλητών. Στη βασική του µορφή, το σύστηµα επαλήθευσης οµιλητών 

συγκρίθηκε µε υψηλού κύρους συστήµατα αναγνώρισης οµιλητών, όπως: οι ετήσιες 

αξιολογήσεις αναγνώρισης οµιλητών† οργανωµένες από το Εθνικό Ιδρυµα Προτύπων και 

Τεχνολογίας (NIST) των ΗΠΑ, και η δικανική αξιολόγηση αναγνώρισης οµιλητών‡ από 

κοινού οργανωµένη από το Εθνικό ∆ικανικό Ιδρυµα Ολλανδίας και το TNO Ανθρώπινων 

Παραγόντων, όπου κατέδειξε καλή ανταγωνιστικότητα. Τα συστήµατα προσδιορισµού 

οµιλητή και επαλήθευσης οµιλητών ενσωµατώθηκαν επιτυχώς µέσα στα πρωτότυπα των 

ευφυών συστηµάτων διαλόγου, που χρησιµοποιήθηκαν στα πλαίσια δύο προγραµµάτων 

έρευνας και ανάπτυξης της Ευρωπαϊκής Τεχνολογίας της Κοινωνίας των Πληροφοριών 

(IST). 

2. Μελετήθηκαν διάφορες υλοποιήσεις για την αξιολόγηση της επιτυχέστερης τεχνικής 

παραµετροποίησης οµιλίας. Προτάθηκε µια εναλλακτική προσέγγιση για την εξαγωγή 

των χαρακτηριστικών διανυσµάτων οµιλίας, τα οποία παρέχουν καλύτερες διακριτικές 

ικανότητες όσον αφορά στους στόχους της αναγνώρισης οµιλητών. Ανταγωνιστικές 

µέθοδοι παραµετροποιηδης οµιλιάς βασισµένες στα πακέτα κυµατισιων αξιολογήθηκαν 

συγκριτικά µε άλλα χαρακτηριστικά διανύσµατα οµιλίας που αποδείχθηκαν επιτυχή για 

τα έργα της αναγνώρισης οµιλητών. 

3. Πραγµατοποιήθηκε εκτεταµένη αξιολόγηση ευρωστίας του βασικού συστήµατος 

επαλήθευσης οµιλητών για δύο πραγµατικούς τύπους θορύβου και µια ποικιλία 

περιβαλλοντικών συνθηκών. Μια µέθοδος παραµετροποίησης οµιλίας βασισµένη σε 

µοντέλα θορύβου-οµιλίας που έχει προταθεί στο χώρο της αποθορυβοποίησης οµιλίας 

προσαρµόστηκε για τους στόχους της αναγνώρισης οµιλητών. Στη συνέχεια 

πραγµατοποιήθηκε συγκριτική αξιολόγηση της προτεινόµενης προσέγγισης και µιας 

γνωστής µεθόδου αποθορυβοποίησης οµιλίας για τις θορυβώδεις καταστάσεις του 

                                                 
† Ευρέως γνωστός ως  yyyy Αναγνώριση οµιλητών NIST Αξιολογήσεις, όπου yyyy δείχνει το έτος στο οποίο 
το γεγονός πραγµατοποιήθηκε 
‡ 2003 NFI/TNO δικανικά Αξιολόγηση αναγνώρισης οµιλητών 
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εργοστασίου και του αεροπλάνου σε διάφορα σενάρια σήµατος προς θόρυβο. 

4. Προτείνονται δύο νέες υβριδικές νευρωνικές δικτυακές αρχιτεκτονικές, αναφερόµενες 

ως τοπικά επαναλαµβανόµενο PNN, και γενικευµένο τοπικά επαναλαµβανόµενο PNN. 

∆ιαµορφώνουν και οι δύο την αρχιτεκτονική PNN µε την ενσωµάτωση ενός 

επαναλαµβανόµενου Νευρωνικού δικτύου (RNN) ως πρόσθετο κρυµµένο στρώµα µεταξύ 

του στρώµατος προτύπων και το στρώµα απόφασης του αρχικού PNN. Τα υβρίδια PNN-

RNN συνδυάζουν τα θετικά χαρακτηριστικά της πρώτης και της δεύτερης προσέγγισης 

και εµφανίζουν εύρωστα πρότυπα που υποστηρίζονται από βελτιωµένες διακριτικές 

ικανότητες. Εντούτοις, η σηµαντικότερη πτυχή στα προτεινόµενα υβρίδια LR PNN και 

GLR PNN είναι η ικανότητά τους να εκµεταλλεύονται τον βραχυπρόθεσµο συσχετισµό 

στο πεδίο του χρόνου µεταξύ των διαδοχικών διανυσµάτων εισαγωγής. Στην περίπτωση 

της αναγνώρισης οµιλητή εκµεταλλεύονται την αλληλοεξάρτηση µεταξύ των 

παραµέτρων οµιλίας που υπολογίζονται για τα διαδοχικά πλαίσια οµιλίας. Το τελευταίο 

συµβάλλει στη βελτιωµένη απόδοση και ευρωστία σε πραγµατικές συνθήκες λειτουργίας. 

Το σύστηµα επαλήθευσης οµιλητών βασισµένο σε LR PNN και οι ταξινοµητές GLR 

PNN αξιολογήθηκαν συγκριτικά µε το βασικό PNN και GMM ταξινοµητές.  
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Figure A1.1. Architecture of the Probabilistic Neural Network (adapted from Demuth and Beale, 1998) 
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Figure A2.1. The 2002 NIST SRE: Complete task (all trials) – a composite DET plot     

(details in NIST, (2002b) )�
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Figure A2.5. The 2004 NIST SRE Primary systems (10sec-10sec) – composite DET plot  

  (details in NIST, (2004b) )�
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Figure A2.8. Actual and minimum decision costs for the twelve primary systems – details available in 
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Figure A2.7. The 2003 NFI/TNO Forensic Speaker Recognition Evaluation – composite DET plot 

(details in Leeuwen and Bouten, (2004))�
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